
  

CISC 7610 Lecture 8
Text retrieval

Topics:
Mid-term feedback
Tools for the project
Evaluating retrieval
(More) Text retrieval

Tokens
Terms

The vector space model of text retrieval



Mid-term feedback



1. Most helpful aspects

● Learning about other databases (x4)

● Slides / lectures / organization / website (x3)

● Multimedia topics (x2)

● Knowledgeable instructor

● Class discussions

● Thinking on my own and then feedback

● Homeworks (esp #2)



2. Least helpful aspects

● Too few examples in lecture (x2)

● Too little explanation of homework before assignment (x2)

● Some discussions too brief (x2)

● Reading material not actually covered

● The textbooks

● The homeworks

● Homework instructions (not enough detail)

● The need to install DB software

● None (x3)



3. Improvements

● Talk louder (x4)

● Go into more depth about questions that will be on tests and 
homeworks (x2)

● Post slides ahead of time

● Have more examples in slides

● Provide more background in IT

● Don't make things look so complex

● Slow down a little bit

● Show how to install programs in class



4. What is expected?

● Are we supposed to do the readings? (x2)

● Am I supposed to research the software we discuss 
independently?



5. Other comments

● Talk louder

● Explain in different ways

● Try to make it look less complex



Going forward, I will...

● Talk louder

● Give more examples in lecture
● Give more examples in lecture of what will be on 

assignments and tests
● Align the readings better with the lectures

● Slow down a little bit
● Try to post some version of the slides ahead of 

time



Tools for the project



Image/Video analysis

● http://www.clarifai.com/
– Image/Video API, tagging, similarity, colors

● https://cloud.google.com/vision/
– Image API, tagging, OCR, face detection (not recognition), 

logos, landmarks

● https://www.keylemon.com/api/home
– Face recognition API, voice recognition API

● https://market.mashape.com/lambda/face-recognition#!
documentation
– Face detection & recognition API

http://www.clarifai.com/
https://cloud.google.com/vision/
https://www.keylemon.com/api/home
https://market.mashape.com/lambda/face-recognition#!documentation
https://market.mashape.com/lambda/face-recognition#!documentation


Automatic speech recognition

● https://github.com/gillesdemey/google-speech-v2 
– API to transcribe 10-15s utterances

● https://pypi.python.org/pypi/SpeechRecognition/
– Wrapper around APIs and local libraries to transcribe speech

● https://wit.ai/
– API that goes from speech to structured commands

● https://speechmatics.com/
– API to transcribe longer recordings

https://github.com/gillesdemey/google-speech-v2
https://pypi.python.org/pypi/SpeechRecognition/
https://wit.ai/
https://speechmatics.com/


Evaluating retrieval
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● How fast does it index
 Number of documents/hour
 (Average document size)

● How fast does it search
 Latency as a function of index size

● Expressiveness of query language
 Ability to express complex information needs
 Speed on complex queries

● Uncluttered UI
● Is it free?

Sec. 8.6

Measures for a search engine

Manning and Nayak, CS276, Lecture 8: Evaluation http://web.stanford.edu/class/cs276/ 

http://web.stanford.edu/class/cs276/
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 Most important: user happiness
 But difficult to measure

 Most common proxy: relevance of search results
 Relevance measurement requires 3 elements:

1. A benchmark document collection

2. A benchmark suite of queries

3. A usually binary assessment of either Relevant or 
Nonrelevant for each query and each document
 Some work on more-than-binary, but not the standard

Sec. 8.1

Measures for a search engine

Manning and Nayak, CS276, Lecture 8: Evaluation http://web.stanford.edu/class/cs276/ 

http://web.stanford.edu/class/cs276/
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● Note: the information need is translated into a query
● Relevance is assessed relative to the information need 

not the query
● E.g., Information need: I'm looking for information on 

whether drinking red wine is more effective at reducing 
your risk of heart attacks than white wine.

● Query: wine red white heart attack effective
● Evaluate whether the doc addresses the information 

need, not whether it has these words

Sec. 8.1

Evaluating an IR system

Manning and Nayak, CS276, Lecture 8: Evaluation http://web.stanford.edu/class/cs276/ 

http://web.stanford.edu/class/cs276/


Example: Image retrieval

Rueger, “Multimedia Information Retrieval” Figure 2.11. Morgan & Claypool: 2010.



Example: Image retrieval

Rueger, “Multimedia Information Retrieval” Figure 2.11. Morgan & Claypool: 2010.



Example: Image retrieval

Rueger, “Multimedia Information Retrieval” Figure 2.11. Morgan & Claypool: 2010.
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Unranked retrieval evaluation:
Precision and recall

● Precision: fraction of retrieved docs that are relevant = 
P(relevant|retrieved)

● Recall: fraction of relevant docs that are retrieved
= P(retrieved|relevant)

● Precision P = tp/(tp + fp)
● Recall      R = tp/(tp + fn)

Relevant Nonrelevant

Retrieved True positives False positives

Not Retrieved False negatives True negatives

Sec. 8.3

Manning and Nayak, CS276, Lecture 8: Evaluation http://web.stanford.edu/class/cs276/ 

http://web.stanford.edu/class/cs276/
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Should we instead use the accuracy measure 
for evaluation?

● Given a query, an engine classifies each doc as 
“Relevant” or “Nonrelevant”

● The accuracy of an engine: the fraction of these 
classifications that are correct
 (tp + tn) / ( tp + fp + fn + tn)

● Accuracy is a commonly used evaluation measure in 
machine learning classification work

● Why is this not a very useful evaluation measure in 
IR?

Sec. 8.3

Manning and Nayak, CS276, Lecture 8: Evaluation http://web.stanford.edu/class/cs276/ 

http://web.stanford.edu/class/cs276/
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Search for: 

0 matching results found.

Sec. 8.3

Why not just use accuracy?

● How to build a 99.9999% accurate search engine on a low 
budget….

● People doing information retrieval want to find something 
and have a certain tolerance for junk.

Manning and Nayak, CS276, Lecture 8: Evaluation http://web.stanford.edu/class/cs276/ 

http://web.stanford.edu/class/cs276/


Precision / recall example

● We have a database with 10,000 documents in it
– 8 are relevant to the current query

● The IR system returns 20 results:
– R = relevant, N = not relevant

● What the precision of the system?
– What is the precision-at-5? Precision-at-2?

● What is the recall of the system?

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20

R R N N N N N N R N R N N N R N N N N R

Manning and Nayak, CS276, Lecture 8: Evaluation http://web.stanford.edu/class/cs276/ 

http://web.stanford.edu/class/cs276/
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● You can get high recall (but low precision) by 
retrieving all docs for all queries!

● Recall is a non-decreasing function of the number of 
docs retrieved

● In a good system, precision decreases as either the 
number of docs retrieved or recall increases
 This is not a theorem, but a result with strong empirical 

confirmation

Sec. 8.3

Precision/Recall

Manning and Nayak, CS276, Lecture 8: Evaluation http://web.stanford.edu/class/cs276/ 

http://web.stanford.edu/class/cs276/
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● Customers typically want a single figure of merit
● Combined measure that assesses precision/recall tradeoff is F 

measure (weighted harmonic mean):

● There are also other versions with different weights on P and R
● Harmonic mean is a conservative average

 See CJ van Rijsbergen, Information Retrieval

F=
2 PR
P+R

Sec. 8.3

A combined measure: F

Manning and Nayak, CS276, Lecture 8: Evaluation http://web.stanford.edu/class/cs276/ 

http://web.stanford.edu/class/cs276/


Manning and Nayak, CS276, Lecture 8: Evaluation http://web.stanford.edu/class/cs276/ 25

● Instead of returning only some results, the system returns all results
● But ordered from best to worst
● The evaluator can then decide how many to keep
● Leads to precision-recall curves

Sec. 8.4

Evaluating ranked results

http://web.stanford.edu/class/cs276/


Precision / recall example

● We have a database with 10,000 documents in it
– 8 are relevant to the current query

● The IR system returns 20 results:
– R = relevant, N = not relevant

● What the F-measure of the system?

● What is the precision at 25% recall?

● What is the precision at 50% recall?

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20

R R N N N N N N R N R N N N R N N N N R

Manning and Nayak, CS276, Lecture 8: Evaluation http://web.stanford.edu/class/cs276/ 

http://web.stanford.edu/class/cs276/


● Search engines have test collections of queries and hand-ranked results
● Recall is difficult to measure on the web
● Search engines often use precision at top k, e.g., k = 10
● . . . or measures that reward you more for getting rank 1 right than for 

getting rank 10 right.
 NDCG (Normalized Cumulative Discounted Gain)

● Search engines also use non-relevance-based measures.
 Clickthrough on first result

 Not very reliable if you look at a single clickthrough … but pretty reliable in 
the aggregate.

 Studies of user behavior in the lab
 A/B testing

27

Sec. 8.6.3

Evaluation at large search engines

Manning and Nayak, CS276, Lecture 8: Evaluation http://web.stanford.edu/class/cs276/ 

http://web.stanford.edu/class/cs276/


(More) Text retrieval



Manning and Nayak, CS276, Lecture 2: Ingestion http://web.stanford.edu/class/cs276/ 

Tokenizer

Token stream Friends Romans Countrymen

Linguistic 
modules

Modified tokens friend roman countryman

Indexer

Inverted index

friend

roman

countryman

2 4

2

13 16

1

Documents to
be indexed Friends, Romans, countrymen.

Basic text indexing pipeline

http://web.stanford.edu/class/cs276/


● What format is it in?
– pdf/word/excel/html?

● What language is it in?
● What character set is in use?

– (CP1252, UTF-8, …)

Each of these is a classification problem, but they are often 
done heuristically …

Sec. 2.1

Parsing a document

Manning and Nayak, CS276, Lecture 2: Ingestion http://web.stanford.edu/class/cs276/ 

http://web.stanford.edu/class/cs276/


We return from our query “documents” but there 
are often interesting questions of grain size:

What is a unit document?
– A file?
– An email?  (Perhaps one of many in a single mbox 

file)
● What about an email with 5 attachments?

– A group of files (e.g., PPT or LaTeX split over HTML 
pages)

Sec. 2.1

Complications: What is a document?

Manning and Nayak, CS276, Lecture 2: Ingestion http://web.stanford.edu/class/cs276/ 

http://web.stanford.edu/class/cs276/


Tokens



● Input: “Friends, Romans and Countrymen”
● Output: Tokens

– Friends
– Romans
– Countrymen

● A token is an instance of a sequence of characters
● Each such token is now a candidate for an index entry, 

after further processing
– Described below

● But what are valid tokens to emit?

Sec. 2.2.1

Tokenization

Manning and Nayak, CS276, Lecture 2: Ingestion http://web.stanford.edu/class/cs276/ 

http://web.stanford.edu/class/cs276/


● Issues in tokenization:
– Finland’s capital  

     Finland AND s?  Finlands?  Finland’s?

– Hewlett-Packard  Hewlett and Packard as two tokens?
● state-of-the-art: break up hyphenated sequence.  
● co-education
● lowercase, lower-case, lower case ?
● It can be effective to get the user to put in possible hyphens

– San Francisco: one token or two?  
● How do you decide it is one token?

Sec. 2.2.1

Tokenization

Manning and Nayak, CS276, Lecture 2: Ingestion http://web.stanford.edu/class/cs276/ 

http://web.stanford.edu/class/cs276/


● 3/20/91  Mar. 12, 1991 20/3/91
● 55 B.C.
● B-52
● My PGP key is 324a3df234cb23e
● (800) 234-2333

– Often have embedded spaces
– Older IR systems may not index numbers

● But often very useful: think about things like looking up error 
codes/stacktraces on the web

– Will often index “meta-data” separately
● Creation date, format, etc.

Sec. 2.2.1

Numbers

Manning and Nayak, CS276, Lecture 2: Ingestion http://web.stanford.edu/class/cs276/ 

http://web.stanford.edu/class/cs276/


● French
– L'ensemble  one token or two?

● L ? L’ ? Le ?
● Want l’ensemble to match with un ensemble

– Until at least 2003, it didn’t on Google
● Internationalization!

● German noun compounds are not segmented
– Lebensversicherungsgesellschaftsangestellter
– ‘life insurance company employee’
– German retrieval systems benefit greatly from a compound splitter module

– Can give a 15% performance boost for German 

Sec. 2.2.1

Tokenization: language issues

Manning and Nayak, CS276, Lecture 2: Ingestion http://web.stanford.edu/class/cs276/ 

http://web.stanford.edu/class/cs276/


● Chinese and Japanese have no spaces between 
words:
– 莎拉波娃 在居住在美国 南部的佛 里 。现 东 罗 达
– Not always guaranteed a unique tokenization 

● Further complicated in Japanese, with multiple 
alphabets intermingled
– Dates/amounts in multiple formats

フォーチュン 500社は情報不足のため時間あた $500K(約 6,000万円 )

Katakana Hiragana Kanji Romaji

End-user can express query entirely in hiragana!

Sec. 2.2.1

Tokenization: language issues

Manning and Nayak, CS276, Lecture 2: Ingestion http://web.stanford.edu/class/cs276/ 

http://web.stanford.edu/class/cs276/


● Arabic (or Hebrew) is basically written right to left, but 
with certain items like numbers written left to right

● Words are separated, but letter forms within a word 
form complex ligatures

                                                            ← → ← → ← start
● ‘Algeria achieved its independence in 1962 after 132 

years of French occupation.’
● With Unicode, the surface presentation is complex, but the stored form is  

straightforward

Sec. 2.2.1

Tokenization: language issues

Manning and Nayak, CS276, Lecture 2: Ingestion http://web.stanford.edu/class/cs276/ 

http://web.stanford.edu/class/cs276/


Terms



● With a stop list, you exclude from the dictionary 
entirely the commonest words. Intuition:
– They have little semantic content: the, a, and, to, be
– There are a lot of them: ~30% of postings for top 30 words

● But the trend is away from doing this:
– Good compression techniques (Manning et al, CH5) means the space for including 

stop words in a system is very small
– Good query optimization techniques (Manning et al, CH7) mean you pay little at 

query time for including stop words.
– You need them for:

● Phrase queries: “King of Denmark”
● Various song titles, etc.: “Let it be”, “To be or not to be”
● “Relational” queries: “flights to London”

Sec. 2.2.2

Stop words

Manning and Nayak, CS276, Lecture 2: Ingestion http://web.stanford.edu/class/cs276/ 

http://web.stanford.edu/class/cs276/


● We may need to “normalize” words in indexed text as 
well as query words into the same form
– We want to match U.S.A. and USA

● Result is terms: a term is a (normalized) word type, 
which is an entry in our IR system dictionary

● We most commonly implicitly define equivalence classes 
of terms by, e.g., 
– deleting periods to form a term

● U.S.A., USA    USA→

– deleting hyphens to form a term
● anti-discriminatory, antidiscriminatory    antidiscriminatory→

Sec. 2.2.3

Normalization to terms

Manning and Nayak, CS276, Lecture 2: Ingestion http://web.stanford.edu/class/cs276/ 

http://web.stanford.edu/class/cs276/


● Accents: e.g., French résumé vs. resume.
● Umlauts: e.g., German: Tuebingen vs. Tübingen

– Should be equivalent
● Most important criterion:

– How are your users like to write their queries for these words?

● Even in languages that standardly have accents, users 
often may not type them
– Often best to normalize to a de-accented term

● Tuebingen, Tübingen, Tubingen  Tubingen→

Sec. 2.2.3

Normalization: other languages

Manning and Nayak, CS276, Lecture 2: Ingestion http://web.stanford.edu/class/cs276/ 

http://web.stanford.edu/class/cs276/


● Normalization of things like date forms
– 7 月 30日 vs. 7/30
– Japanese use of kana vs. Chinese characters

● Tokenization and normalization may depend on the 
language and so is intertwined with language detection

● Crucial: Need to “normalize” indexed text as well as 
query terms identically

Morgen will ich in MIT … 
Is this

German “mit”?

Sec. 2.2.3

Normalization: other languages

Manning and Nayak, CS276, Lecture 2: Ingestion http://web.stanford.edu/class/cs276/ 

http://web.stanford.edu/class/cs276/


● Reduce all letters to lower case
– exception: upper case in mid-sentence?

● e.g., General Motors
● Fed vs. fed
● SAIL vs. sail

– Often best to lower case everything, since users will use 
lowercase regardless of ‘correct’ capitalization…

● Longstanding Google example:         [fixed in 2011…]

– Query C.A.T.  
– #1 result is for “cats” (well, Lolcats) not Caterpillar Inc.

Sec. 2.2.3

Case folding

Manning and Nayak, CS276, Lecture 2: Ingestion http://web.stanford.edu/class/cs276/ 

http://web.stanford.edu/class/cs276/


● An alternative to equivalence classing is to do 
asymmetric expansion

● An example of where this may be useful
– Enter: window Search: window, windows
– Enter: windows Search: Windows, windows, window
– Enter: Windows Search: Windows

● Potentially more powerful, but less efficient

Sec. 2.2.3

Normalization to terms

Manning and Nayak, CS276, Lecture 2: Ingestion http://web.stanford.edu/class/cs276/ 

http://web.stanford.edu/class/cs276/


The vector space model 
of text retrieval



● Thus far, our queries have all been Boolean.
– Documents either match or don’t.
– Boolean queries often result in either too few (=0) or 

too many (1000s) results.
● Instead, can do ranked retrieval, where the 

system returns an ordering over the (top) 
documents in the collection for a query

● This ordering usually comes from a score that 
measures how well document and query “match”.

Ch. 6

Ranked retrieval

Manning and Nayak, CS276, Lecture 6: Vector space http://web.stanford.edu/class/cs276/ 

http://web.stanford.edu/class/cs276/


● We need a way of assigning a score to a 
query/document pair

● Let’s start with a one-term query
● If the query term does not occur in the 

document: score should be 0
● The more frequent the query term in the 

document, the higher the score (should be)

Ch. 6

Query-document matching scores

Manning and Nayak, CS276, Lecture 6: Vector space http://web.stanford.edu/class/cs276/ 

http://web.stanford.edu/class/cs276/


Each document is represented by a binary vector ∈ {0,1}|V|

Sec. 6.2

Recall: Binary term-document 
incidence matrix

Manning and Nayak, CS276, Lecture 6: Vector space http://web.stanford.edu/class/cs276/ 

http://web.stanford.edu/class/cs276/


● The term frequency tft,d of term t in document d is 
defined as the number of times that t occurs in d.

● We want to use tf when computing query-document 
match scores. But how?

● Raw term frequency is not what we want:
– A document with 10 occurrences of the term is more relevant 

than a document with 1 occurrence of the term.
– But not 10 times more relevant.

● Relevance does not increase proportionally with term 
frequency.

NB: frequency = count in IRNB: frequency = count in IR

Term frequency tf

Manning and Nayak, CS276, Lecture 6: Vector space http://web.stanford.edu/class/cs276/ 

http://web.stanford.edu/class/cs276/


● Consider the number of occurrences of a term in 
a document: 
– Each document is a count vector in ℕv: a column 

below 

Sec. 6.2

Term-document count matrices

Manning and Nayak, CS276, Lecture 6: Vector space http://web.stanford.edu/class/cs276/ 

http://web.stanford.edu/class/cs276/


● The log frequency weight of term t in d is

● 0  0, 1  1, 2  1.3, 10  2, 1000  4, etc.→ → → → →
● Score for a document-query pair: sum over terms t in both q and d:
● score

● The score is 0 if none of the query terms is present in the 
document.

w t,d={1 + log10  tf t,d , if tf t,d> 0

0,  otherwise

 


dqt dt ) tflog  (1 ,

Sec. 6.2

Log-frequency weighting

Manning and Nayak, CS276, Lecture 6: Vector space http://web.stanford.edu/class/cs276/ 

http://web.stanford.edu/class/cs276/


● Rare terms are more informative than frequent 
terms
– Recall stop words

● Consider a term in the query that is rare in the 
collection (e.g., arachnocentric)

● A document containing this term is very likely to 
be relevant to the query arachnocentric

●  → We want a high weight for rare terms like 
arachnocentric.

Sec. 6.2.1

Document frequency

Manning and Nayak, CS276, Lecture 6: Vector space http://web.stanford.edu/class/cs276/ 

http://web.stanford.edu/class/cs276/


● dft is the document frequency of t: the number of 
documents that contain t
– dft is an inverse measure of the informativeness of t
– dft   N

● We define the idf (inverse document frequency) of t by

– We use log (N/dft) instead of N/dft to “dampen” the effect 
of idf.

)/df( log  idf 10 tt N

Sec. 6.2.1

idf weight

Manning and Nayak, CS276, Lecture 6: Vector space http://web.stanford.edu/class/cs276/ 

http://web.stanford.edu/class/cs276/


term dft idft

calpurnia 1

animal 100

sunday 1,000

fly 10,000

under 100,000

the 1,000,000

There is one idf value for each term t in a collection.

Sec. 6.2.1

)/df( log  idf 10 tt N

idf example, suppose N = 1 million

Manning and Nayak, CS276, Lecture 6: Vector space http://web.stanford.edu/class/cs276/ 

http://web.stanford.edu/class/cs276/


● Does idf have an effect on ranking for one-term 
queries, like
– iPhone

56

Effect of idf on ranking

Manning and Nayak, CS276, Lecture 6: Vector space http://web.stanford.edu/class/cs276/ 

http://web.stanford.edu/class/cs276/


● Does idf have an effect on ranking for one-term 
queries, like
– iPhone

● idf has no effect on ranking one term queries
– idf affects the ranking of documents for queries with at 

least two terms
– For the query capricious person, idf weighting makes 

occurrences of capricious count for much more in the 
final document ranking than occurrences of person.

57

Effect of idf on ranking

Manning and Nayak, CS276, Lecture 6: Vector space http://web.stanford.edu/class/cs276/ 

http://web.stanford.edu/class/cs276/


● The tf-idf weight of a term is the product of its tf weight and 
its idf weight.

● Best known weighting scheme in information retrieval
– Note: the “-” in tf-idf is a hyphen, not a minus sign!
– Alternative names: tf.idf, tf x idf

● Increases with the number of occurrences within a document
● Increases with the rarity of the term in the collection

)df/(log)tf1log(w 10,, tdt N
dt



Sec. 6.2.2

tf-idf weighting

Manning and Nayak, CS276, Lecture 6: Vector space http://web.stanford.edu/class/cs276/ 

http://web.stanford.edu/class/cs276/


● There are many variants
– How “tf” is computed (with/without logs)
– Whether the terms in the query are also weighted
– … 

59



Score(q,d)  tf.idft,dtqd

Sec. 6.2.2

Score for a document given a query

Manning and Nayak, CS276, Lecture 6: Vector space http://web.stanford.edu/class/cs276/ 

http://web.stanford.edu/class/cs276/


Each document is now represented by a real-valued 
vector of tf-idf weights  ∈ R|V|

Sec. 6.3

Binary  count  weight matrix→ →

Manning and Nayak, CS276, Lecture 6: Vector space http://web.stanford.edu/class/cs276/ 

http://web.stanford.edu/class/cs276/


● So we have a |V|-dimensional vector space
● Terms are axes of the space
● Documents are points or vectors in this space
● Very high-dimensional: tens of millions of 

dimensions when you apply this to a web search 
engine

● These are very sparse vectors - most entries are 
zero.

Sec. 6.3

Documents as vectors

Manning and Nayak, CS276, Lecture 6: Vector space http://web.stanford.edu/class/cs276/ 

http://web.stanford.edu/class/cs276/


● Key idea 1: Do the same for queries: represent them as 
vectors in the space

● Key idea 2: Rank documents according to their 
proximity to the query in this space

● proximity = similarity of vectors
● proximity ≈ inverse of distance
● Recall: We do this because we want to get away from the 

you’re-either-in-or-out Boolean model.
● Instead: rank more relevant documents higher than less 

relevant documents

Sec. 6.3

Queries as vectors

Manning and Nayak, CS276, Lecture 6: Vector space http://web.stanford.edu/class/cs276/ 

http://web.stanford.edu/class/cs276/


● First cut: distance between two points
– ( = distance between the end points of the two 

vectors)
● Euclidean distance?
● Euclidean distance is a bad idea . . .
● . . . because Euclidean distance is large for vectors 

of different lengths.

Sec. 6.3

Formalizing vector space proximity

Manning and Nayak, CS276, Lecture 6: Vector space http://web.stanford.edu/class/cs276/ 

http://web.stanford.edu/class/cs276/


● Thought experiment: take a document d and append it to 
itself. Call this document d'.

● “Semantically” d and d' have the same content
● The Euclidean distance between the two documents can 

be quite large
● The angle between the two documents is 0, corresponding 

to maximal similarity.

● Key idea: Rank documents according to angle with query.

Sec. 6.3

Use angle instead of distance

Manning and Nayak, CS276, Lecture 6: Vector space http://web.stanford.edu/class/cs276/ 
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● The following two notions are equivalent.
– Rank documents in decreasing order of the angle 

between query and document
– Rank documents in increasing order  of 

cosine(query,document)
● Cosine is a monotonically decreasing function for 

the interval [0o, 180o]

Sec. 6.3

From angles to cosines

Manning and Nayak, CS276, Lecture 6: Vector space http://web.stanford.edu/class/cs276/ 

http://web.stanford.edu/class/cs276/


● But how – and why – should we be computing cosines?

Sec. 6.3

From angles to cosines
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● A vector can be (length-) normalized by dividing each 
of its components by its length – for this we use the L2 
norm:

● Dividing a vector by its L2 norm makes it a unit 
(length) vector (on surface of unit hypersphere)

● Effect on the two documents d and d' (d appended to 
itself) from earlier slide: they have identical vectors 
after length-normalization.
– Long and short documents now have comparable weights

‖x⃗‖2=√∑i
x i

2

Sec. 6.3

Length normalization
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cos ( q⃗ , d⃗ )=
q⃗⋅⃗d

|⃗q||⃗d|
=

q⃗
|q⃗|

⋅
d⃗
|d⃗|

=
∑i=1

|V|
qi d i

√∑i=1

|V|
qi

2 √∑i=1

|V|
d i

2

Dot product Unit vectors

qi is the tf-idf weight of term i in the query
di is the tf-idf weight of term i in the document

cos(q,d) is the cosine similarity of q and d … or,
equivalently, the cosine of the angle between q and d.

Sec. 6.3

cosine(query,document)
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● For length-normalized vectors, cosine similarity 
is simply the dot product (or scalar product):

                                   for q, d length-normalized.

69

cos ( q⃗ , d⃗ )=q⃗ · d⃗=∑i=1

|V|
qi d i

Cosine for length-normalized vectors
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Cosine similarity illustrated
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term SaS PaP WH

affection 115 58 20

jealous 10 7 11

gossip 2 0 6

wuthering 0 0 38

How similar are
the novels

SaS: Sense and
Sensibility
PaP: Pride and
Prejudice, and

WH: Wuthering
Heights? Term frequencies (counts)

Sec. 6.3

Note: To simplify this example, we don’t do idf weighting.

Cosine similarity amongst 3 documents
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Log frequency weighting

term SaS PaP WH

affection 3.06 2.76 2.30

jealous 2.00 1.85 2.04

gossip 1.30 0 1.78

wuthering 0 0 2.58

After length normalization

term SaS PaP WH

affection 0.789 0.832 0.524

jealous 0.515 0.555 0.465

gossip 0.335 0 0.405

wuthering 0 0 0.588

cos(SaS,PaP) ≈
0.789 × 0.832 + 0.515 × 0.555 + 0.335 × 0.0 + 0.0 × 0.0
≈ 0.94

cos(SaS,WH) ≈ 0.79
cos(PaP,WH) ≈ 0.69

Why do we have cos(SaS,PaP) > cos(SaS,WH)?

Sec. 6.3

3 documents example contd.



● Represent the query as a weighted tf-idf vector
● Represent each document as a weighted tf-idf 

vector
● Compute the cosine similarity score for the query 

vector and each document vector
● Rank documents with respect to the query by 

score
● Return the top K (e.g., K = 10) to the user

Summary  vector space ranking–
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