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Outline: Intro to CL and ML

• Computational linguistics

• Machine learning

• Common tasks in CL

• Ambiguity

• Evaluation



But first: Next week you will present a research 
paper to the class
• Read a computational linguistics paper 

• Published in the last 5 years. Example venues

• ACL conferences: ACL, NAACL, EACL, EMNLP (Empirical Methods in Natural 
Language Processing), CoNLL (Conference on Natural Language Learning), See 
http://aclweb.org/anthology/

• Other conferences: COLING, IJCNLP (“Asian ACL”)

• Journals: Computational Linguistics, Natural Language Engineering, ACM/IEEE 
Transactions on Audio Speech and Language Processing

• Present the main ideas in class next week 
• 3 minute presentation

• 2 minutes for questions

http://cs.mcgill.ca/~jcheung/teaching/fall-2015/comp599/lectures/lecture1.pdf



Computational linguistics



What is Computational Linguistics?

• Applying statistical or rule-based models and machine learning 
techniques to the task of natural language processing.

• Combination of Computer Science and Linguistics

• What it’s called shifts slightly, depending on who you’re talking to / 
the tasks you’re taking about, eg. Natural Language Processing 
(NLP), Human Language Technology (HLT), Speech Processing



Comp Ling:  Science, not magic.

• “Any sufficiently advanced technology is indistinguishable from 
magic.”  -- Arthur C. Clarke



Why combine these fields?

• Linguists can test theories of language and see if they work on a 
larger scale

• Computer scientists can build more useful structures if they know 
how to handle language

• Most of these tasks that are best handled by a combination of 
linguistic and probabilistic knowledge.

• There is a lot of knowledge in machine-readable form

• Improve human/computer interactions and human-human 
communication (mediated by machines)



A Simple Example

• Something becomes an NLP program if you need to know 
something about natural language in order for it to work

• Example: Word Count 
• What did you need to know to write a program that counts the 

words in a file?
• What about word count in Chinese?



How does word segmentation work in 
Chinese?
• There are a couple of different ways to do this

• Maximum Matching Word Segmentation 
• English: “the table down there”
• Chinese: “thetabledownthere”
• Chinese WS: “theta bled own there”
• This works really well in Chinese (but not in English, obviously)

• Character tagging
• Tag singles as [s], multiples as [beg][intermid][end]
• You can do this with boundaries, too



Basics of every NLP problem (in general)

• Step 1:  translate the real world problem into an adequate model
• Figure out how to represent what you’re interested in in a way that a 

machine can understand

• Step 2: Feature extraction and representation
• Extract the representation from your training data

• Step 3: Machine Learning
• Use a machine learning algorithm to train a model for your topic

• Top 3 are regression, classification, and clustering

• Step 4: Testing
• Give your trained model new instances of your data and have it perform 

the task to the new object



Example: Sarcasm Detection in Speech
(Rachel Rakov's MA thesis)
• Goal: automatically distinguish between sarcastic and sincere 

speech utterances

• Pre-task: Get clear examples of sarcastic and sincere speech
• There wasn’t a sarcasm corpus, so she made one
• Extracted 150 sentences – aimed for 75 sincere and 75 sarcastic
• Ran a study to get human judgments 



Step 1:  translate the real world problem 
into an adequate model
• Theory:  Prosody is what distinguishes sarcastic sentences from 

sincere ones

• Goal: Model prosody in speech sentences

• “Typical” prosody modeling features:
• Mean, range, and STD pitch; mean and range intensity, duration

• But she also hypothesized that:
• Sarcasm is identifiable at the word level
• Sarcastic tone is not totally distinct from the context of the tone of 

the words around it



Step 2: Feature extraction and representation 

• Extracted the typical acoustic-prosodic features for a baseline

• Modeling prosodic contour sequences
• Modeled the pitch and intensity contours of each word
• Clustered the pitch and intensity  contours of each word
• Trained a sequence model over those cluster identities



Step 2: Feature extraction and representation

• Modeled & clustered the pitch and intensity contours of each word

• Trained a sequence model:
“I can just make out the words incipient migraine.”
Pitch contours pattern: ['B', 'B', 'B', 'B', 'B', 'B', 'B', 'B', 'B']

Legend
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Step 3: Machine Learning

• Split the data into train and test sets (2/3 split)

• Extracted all features from the train set to train our classifier 

• Used Weka’s SimpleLogistic Classifier

• Majority baseline was 55.26% accurate



Step 4: Testing
• Gave our trained classifier new instances of speech, 

had it identify it as sarcasm or sincerity
Feature Set Percent Accuracy

Majority baseline 55.26

Baseline (acoustic features) 65.78

+ pitch unigrams 76.31

+ intensity unigrams 76.31

+ all unigrams 78.94

+ all unigrams + pitch bigrams 76.31

+ all unigrams + intensity 
bigrams

81.57

+ all unigrams + all bigrams 76.31



Machine learning



What is Machine Learning?

• Automatically identifying patterns in data

• Automatically making decisions based on data
• When you write a function, your input is data and your output is some kind of result 

• In machine learning, you give a function a bunch of data and your output is a new 
function:  one that can make predictions.

• Hypothesis:

Data Learning Algorithm Behavior

Data Programmer or Expert Behavior

≥



Machine Learning:  Major Tasks

• Supervised (have target outputs)
• Classification: Predict a categorical value

• Regression: Predict a continuous value

• Unsupervised (no target output)
• Clustering: Identify groups of similar entities



Classification
• Identify which of N classes a data point, x,  belongs 

to.

• x is a column vector of features.

OR



Target Values
• In supervised approaches, in addition to a data 

point, x, we will also have access to a target value, t.

Goal of Classification

Identify a function y, such that y(x) = t



Graphical Example of Classification



Graphical Example of Classification
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Graphical Example of Classification



Graphical Example of Classification



Graphical Example of Classification



Decision Boundaries



Regression

• Regression is a supervised machine learning task.  
• So a target value, t, is given.

• Classification: nominal t 

• Regression: continuous t 



Graphical Example of Regression

?



Graphical Example of Regression



Graphical Example of Regression



Clustering

• Clustering is an unsupervised learning task.
• There is no target value to shoot for.

• Identify groups of “similar” data points, that are “dissimilar” from 
others.

• Partition the data into groups (clusters) that satisfy these 
constraints

1. Points in the same cluster should be similar.

2. Points in different clusters should be dissimilar.



Graphical Example of Clustering



Graphical Example of Clustering



Graphical Example of Clustering



Math:  Get Used To It

• Computational Linguistics is very math heavy
• Machine learning:  pretty much just really really fast math.

• Here’s the most common math used
• Probability
• Statistics
• Calculus (Vector calc)
• Linear algebra



How much math do I really need to know?

• Depends on the task you are working in

• BUT:  A lot, sort of regardless.

• HOWEVER!  What’s most important is that you understand how 
the math works to at least a general extent.  
• That doesn’t mean that you understand each variable of every equation 

• It DOES mean that when you read math parts of a paper, you can see what 
they’re trying to do with it and make a call as to whether or not that is a 
good idea.



Why us?

• “If computational linguistics is so math heavy / computer sciencey, 
why have linguists involved at all?”
• Because computer scientists do not have generally have 

intuitions regarding how language works.

• In order for us to make systems that actually solve the language 
problem that we have, we need to work together.



Common tasks in CL



Common tasks in Comp Ling
(With helpful “how much math is involved” 
footnotes!)

• Syntax (med-high)
• Tagging:  Automatically assigning parts-of-speech

• Parsing:  Taking a sentence and assigning grammatical structure to it

• Semantics (med-high)
• Word representation (vectors for word representation / word-relatedness)



Common tasks in Comp Ling
(With helpful “how much math is involved” footnotes!)

• Inside of a large document/number of documents, find stuff referring 
to:
•  Information extraction (med)
• People, places, events, organizations (Named Entity Recognition)
• When did things happen? (Temporal IE)

• Information retrieval (high)
• What stuff is related?  (Document clustering, Relation 

Extraction)
• Question answering



Common tasks in Comp Ling
(With helpful “how much math is involved” footnotes!)

• Summarization (med)
• Go through a document and automatically create a more concise summary of that 

document

• Authorship studies (med)
• Go through text to see who really wrote something
• Lie detection in text 
• Identifying fake product reviews

• Sentiment analysis (low-med)
• Go through text to see how someone feels about something (positive, negative, 

neutral)
• Product reviews, Twitter 



Common tasks in Comp Ling
(With helpful “how much math is involved” footnotes!)

• Speech synthesis (high)
• Produce realistic (human) sounding speech

• Speech recognition (high)
• Recognize human speech
• …And not just the words, either!

• Machine Translation (high)
• Computer-generated translation



NLP Tasks

• No shortage of NLP tasks 

• Many of these tasks are interdisciplinary 

• Should the task be modeled after the human mind and work the 
way human minds work, or should it just get the job done?
• There is a lot of debate on this
• Many people have strong opinions about it
• Both sides of the argument are valid



Why is NLP hard?

• Translating our problem into a modelable solution can be difficult

• Frequently dealing with ill-defined problems

• Often don’t come up with exact solutions/algorithms

• And we can’t let any of that get in the way of progress.
• 80/20 Rule:  Getting 80% of the information is doable and easy – 

getting the last 20% is almost impossible



Problems You Will Always Have

• Finding an adequate corpus
• In my opinion, this is the hardest part of comp ling
• The internet helps with this, but presents its own problems
• Methods II has a whole section on corpus creation, and why you shouldn’t 

do it unless you have to

• Data management & representation

• Getting stuck behind other unsolved problems
• Eg:  you may need to use a POS  tagger for something you’re trying to do, but no POS 

tagger is 100% accurate

• Evaluation



Other Challenges

• Natural Languages are complex 

• Natural Languages are often unrelated to each other

• Natural Languages evolve

• NLP systems are hard to evaluate – more on this later

• Natural Languages are annoying and ambiguous.



Ambiguity
"One morning, I shot an elephant in my pajamas. What he was doing in my 
pajamas I'll never know." -- Groucho Marx



Ambiguity

• One of the biggest challenges in NLP

• Computational Linguists are obsessed with ambiguity 

• How many meanings can you get from the following sentence?

“I made her duck.”



Ambiguity 

“I made her duck.”

• I cooked waterfowl for her (to eat)

• I cooked waterfowl belonging to her

• I created the artificial waterfowl that she owns

• I caused her to quickly lower her head or body

• I magically turned her into (undifferentiated) waterfowl 



Ambiguity is not just lexical

• Syntactic ambiguity 
• Syntactic structure is different for “I caused her to quickly lower 

her head or body” and “I created the artificial waterfowl she owns”

• Phonetic ambiguity
• “I’m eight or duck” or “Aye mate her duck”
• “It’s hard to wreck a nice beach.”

• Context can help to resolve ambiguity
• But it can be hard to model context



How do NLP programs handle ambiguity?

• Pipeline – hope for the best and just push through

• Tightly couple interaction between processing levels – maybe 
knowledge from other levels can help decide

• Probabilistic approaches based on what’s statistically most likely

• Don’t do anything – maybe it doesn’t matter



Evaluation



Evaluation 

• Evaluating NLP stuff is really hard
• Accuracy is not necessarily the best measure, and sometimes not possible 

(for unsupervised tasks)

• Classification is measured using accuracy

• Regression is measured using (root) mean squared error

• Retrieval is measured using precision and recall
• Precision: Portion of the retrieved materials that are relevant (what we 

wanted)

• Recall: Portion of relevant (what we wanted) materials that we retrieved 



Visualizations of metrics
Prediction ->

Right answer V

Yes No

Yes True positive False negative

No False positive True negative

Photo credit: Wikipedia

Precision and recall Accuracy and
Types of errors



How else can you evaluate?

• Gold standards
• Created by hand

• Time consuming

• Comparing to similar approaches by other people
• Requires comparable problems and approaches

• Also comparable datasets



So how good are Comp Ling programs?

• It really depends on the task – there’s a lot of variation
• A lot of POS taggers are pretty good
• Neural machine translation is decent now too (NYTimes)
• Progress often looks small, and can be measured in statistical 

significance.

• There is always room for improvement 

https://www.nytimes.com/2016/12/14/magazine/the-great-ai-awakening.html


My Research (Time & Interest Permitting)

• Bubble noise
• What cues do listeners use to understand speech in noise?

• Speech enhancement via synthesis
• Instead of modifying noisy speech, throw it out and resynthesize something 

equivalent

• Speech enhancement via multi-microphone processing
• Use multiple microphone signals to focus on spatial regions of interest



Summary



Outline: Intro to CL and ML

• Computational linguistics

• Machine learning

• Common tasks in CL

• Ambiguity

• Evaluation



Things to do...

• Article reports/discussion next week!

• Practicum 14
• Practice more with search and recursion

• Homework 5 due in 2 weeks: 12/18, worth 2x other homeworks
• Turn in via github classroom



Any Questions?
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