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1 Introduction
While human language expresses hierarchically structured mental representations, it can only be
experienced in serial, as an ordered sequence of words and phrases. Language models (or LMs)
are technologies that attempt to assign probabilities to sentences (or utterances). In the narrowest
sense of the term, language models are simply discrete probability distributions over sequences
of words or characters. But in broader sense, any technology that can rank—rather than assign
probabilities to—sequences can also be thought of as a language model.

Two features of language make this task challenging. First, any corpus of sentences is con-
strained by the grammatical constraints imposed by serialization, a richly-specified language-
specific procedure, but also by many other factors, including semantico-pragmatic plausibility:

(1) a. I went for a walk but I forgot my iPod.
b. ?I went for a walk but I forgot my torso.

Secondly, the productive nature of language and the sparse (i.e., highly-skewed) frequencies of
words (see figure 1) ensure that few sentences in any given corpus will have ever occurred before.

1.1 Applications
Language modeling is essential for automatic speech recognition (ASR). In ASR, the language
model is used to select the most plausible of a set of acoustically confusable transcriptions. More
formally, let us return to the fundamental theorem of speech recognition (Jelinek 1998:4f.), re-
peated from Lecture 2. Let A be a sequence of “acoustic symbols” and W a sequence of words.
Given an observed acoustic sequence A, the recognizer selects a transcription Ŵ according to:

Ŵ “ argmax
W

PpA | WqPpWq (2)

where the PpWq term is referred to as the language model. Language modeling is applicable to
many other tasks, including:

• (mobile) text entry (IME),

• assistive technologies such as T9 (Grover et al. 1998) and Dasher (Ward et al. 2000),

• optical character recognition (OCR),



Figure 1: Frequency of words in SUBTLEX-US (Brysbaert and New 2009), a 51-million word cor-
pus of American English subtitles, plotted on a log-log space; in accordance with Zipf’s law (Zipf
1935), log-frequency (y-axis) and log-rank (x-axis) are inversely correlated.

• machine translation (MT), and

• natural language generation.

1.2 Cognitive concerns
For much of the 20th century, language modeling was primarily inspired by formal language the-
ory and linguistic theory. Noam Chomsky, in LSLT (1975 [1955]) and Syntactic Structures (1957)
argued that linguistic wellformedness could not be reduced to probability of utterance. This ob-
servation affected a schism between cognitive-science and engineering approaches to “modeling
language”, one that persists to this day. Modern engineering solutions:

• are heuristic in nature,

• make few affordances for cognitive plausibility, and

• make no attempt to distinguish between illformed and improbable utterances.

Bibliographic note
This handout is loosely based on Chen and Goodman 1996, 1998 and slides by Brian Roark.



Software note
There are an enormous number of software libraries for creating language models. OpenGrm-
NGram1 (Roark et al. 2012) is a general-purpose command-line library for creating language mod-
els and compiling them into OpenFst-compatible weighted finite-state transducers. One popular
alternative is KenLM2 (Heafield 2011). In contrast, discriminative language models are a largely
“roll-your-own” technology: there are few widely-used publicly-available libraries.

2 Formal preliminaries

2.1 Definitions
Let V be a set of symbols.3 Many applications use a closed vocabulary of word-like tokens,
whereas others use a character vocabulary (e.g., the 95 printable ASCII characters). A language
model P is a discrete probability distribution over strings in V˚.

2.2 Sentence probability
Recall that the joint probability of some sequence W “ w1, . . .wN is given by the product of the
conditional probabilities:

Ppw1q ¨ Ppw2 | w1q ¨ Ppw3 | w1w2q . . . PpwN | w1 . . .wN´1q

For example:

Ppdu hast mich gefragtq “ Ppduq ¨

Pphast | duq ¨

Ppmich | du hastq ¨

Ppgefragt | du hast michq.

We refer to the symbols preceding the token wi, hi :“ w1 . . .wi´1, as that token’s history. Thus
for w2 “ mich, h2 “ du hast. In practice, the inherent sparsity of the data forces us to adopt
a simplifying assumption that each symbol is conditioned on only the n preceding words, and is
conditionally independent of earlier words. For instance, the 1st-order Markov model—a bigram
model—estimate is given by:

P̂pdu hast mich gefragtq “ Ppduq ¨

Pphast | duq ¨

Ppmich | hastq ¨

Ppgefragt | michq.

1http://ngram.opengrm.org
2https://github.com/kpu/kenlm
3Here we use V rather than Σ to avoid confusion with the summation symbol.



We refer to hw sequences as n-grams, and language models that adopt a Markov assumption as
n-gram models:

• a unigram (zeroth order) model assumes symbols are independent of each other,

• a bigram (first order) model conditions each symbol on the preceding symbol,

• a trigram (second order) model conditions each symbol on the preceding two symbols,

• a 4-gram (third order) model conditions each symbol on the preceding three symbols,

and so on. Compared to the alternatives, n-gram models are:

• compact: only observed n-grams and their probabilities must be stored;

• scalable: their performance increases as the amount of available data increases;4

• efficient: they can be efficiently scored and searched using finite-state algorithms; and

• unreasonably effective: their performance is hard to beat for most tasks.

2.3 Evaluation
Traditionally, language models are evaluated using a model-intrinsic metric called perplexity (Je-
linek et al. 1977), closely related to Shannon (1948) entropy. Given a language model P and a
held-out corpus of strings w1 . . .wN Ď V˚, the probability of the corpus is given by:

Ppw1 . . .wNq “

N
ź

i“1
Ppwi | hiq (3)

Perplexity is simply this quantity exponentiated by ´1{N:

PPXPpw1 . . .wNq :“ Ppw1 . . .wNq´ 1
N (4)

Intuitively, a lower perplexity indicates that the language model P assigns more probability mass
to the corpus w1 . . .wN. Whenever possible, however, we prefer to compare language models
using model-extrinsic metrics derived from downstream tasks. For instance, if we are developing
language models for automatic speech recognition, we can measure word error rate (i.e., roughly
the number of errors in the best transcription).

4Note also that most types of language models can be estimated in parallel (Allauzen et al. 2016).



3 Generative language models

3.1 Maximum likelihood estimation
Given a corpus of strings w1 . . .wN Ď V˚, let C Ď V˚ ˆ N be a function that gives the frequency
of specific n-grams. By the law of maximum likelihood, the conditional probability of seeing a
word w with history h is:

P̂pw | hq “
Cphwq

Cphq
(5)

However, due to the inherent sparsity of the data, we expect to encounter unattested n-grams, i.e.,
n-grams hw such that Cphwq “ 0, even when adopting a Markov assumption. Thus the maximum
likelihood estimate will assign zero probability to sentences that contain unattested n-grams!

3.2 Laplace smoothing
To avoid this problem, we attempt to reserve some probability mass for unseen n-grams, a tech-
nique known as smoothing. All smoothing techniques have a “Robin Hood” or “redistributive”
characteristic: some probability mass is taken from attested n-grams (“the rich”) and given to
less frequent (especially unattested) n-grams.5 One of the simplest forms of smoothing is Laplace
(or Lidstone, or add-α) smoothing. We simply add some small positive “pseudocount” α ą 0 to
each n-gram count, including unattested n-grams, then modify the denominator to reflect the
pseudocounts so as to ensure proper normalization.

P̂pw | hq “
Cphwq ` α
Cphq ` α|V|

(6)

3.3 Two types of smoothing strategies
In practice, Laplace smoothing is not a very effective smoothing technique. Modern smoothing
methods can be conceptualized in terms of either backoff or interpolation strategies.

3.3.1 Backoff

In backoff smoothing strategies, we derive the estimate for unattested n-grams using the next
lowest-order model. Given an n-gram hw “ w1h1w, we refer to h1 as the backoff history. For
instance, for the trigram du hast mich, h “ du hast and h1 “ hast. Thus the history for a
trigram is itself a bigram, and the backoff history is a unigram. Thus:

P̂pw | hq :“

#

P̃pw | hq if Cphwq ą 0
αhP̂pw | h1q otherwise

(7)

The term αh, the discount, must be defined so as to ensure proper normalization.
5In the terminology of machine learning, zero probabilities assigned to sequences with unattested n-grams can

be thought of as a type of overfitting, and smoothing can be thought of as a special case of regularization.



3.3.2 Interpolation

Interpolation conceives of smoothing not as a disjunction between attested and unattested n-gram
probabilities, but rather as a mixture—a weighted sum—of lower- and higher-order estimates:

P̂pw | hq :“ λhP̃pw | hq ` p1 ´ λhqP̂pw | h1q (8)
Note that 1 ´ λh corresponds loosely to the discount αh in (7).

3.4 Common smoothing techniques
3.4.1 Katz smoothing

Katz (1975) smoothing is based on the Good-Turing probability estimation technique, which is
inspired by the following two intuitions:

• Uniformitarianism: All n-grams that have the same frequency should have the same
probability.

• Leave-one-out estimation: The expected frequency of an n-gram with frequency nr is
roughly that of the observed frequency of n-grams with frequency nr`1.

Definition Let nr be the number of types that occur r times in the sample. Thus, pr ` 1qnr`1 is
the total count of all words that occur r ` 1 times. To obtain the probability estimate, we simply
divide by the number of words N and by nr, the number of words of frequency r.

P̃pwq :“
r ` 1
N

nr`1

nr
, where r “ Cpwq. (9)

Usually only infrequent n-grams are so smoothed (and the normalization corrected to reflect).

Usage Katz smoothing is still widely used used for high-order large-vocabulary models.

3.4.2 Jelinek-Mercer smoothing

Defintion In Jelinek-Mercer smoothing (Jelinek et al. 1983), λh is determined empirically—
using maximum likelihood estimation or expectation maximization—from some held-out sample.

Usage This form of smoothing is not widely used for language modeling anymore, but it is
sometimes employed to estimate the PpTq term in taggers.

3.4.3 Witten-Bell smoothing

In Witten-Bell smoothing (Bell et al. 1990), λh is computed using statistical properties of h. The
intuition here is that the MLE estimate is of higher quality, and requires less smoothing:

• when a history h is more frequent, or

• when a history has few unique continuations.



For instance, if Rolls is a common history, or if it is followed by few words other than Royce,
the estimate P̂pRoyce | Rollsq is given more weight than the backoff probability P̃pRoyceq.

Definition Let |hw˚| be the number of unique words w P V for which Cphwq ą 0. Then:

λh :“
Cphq

Cphq ` κ|hw˚|
(10)

where κ is a hyperparameter (but usually κ “ 1).

Usage Witten-Bell smoothing is generally thought to be the best choice for high-order charac-
ter language models (e.g., Carpenter 2005), but is rarely used for large-vocabulary models.

3.4.4 Kneser-Ney smoothing

In Witten-Bell smoothing, the degree of smoothing is conditioned in part by the promiscuity of
the history h. In Kneser-Ney smoothing (Kneser and Ney 1995), however, the smoothed estimate
is conditioned on the promiscuity of the continuation w. For instance, if Royce is preceded by
few words other than Rolls, the MLE estimate is given more weight.

Definition Given w and a backoff history h1, let |w˚h1wi| be the number of unique histories of
the form h “ w1h1 for which Cphq ą 0. Then:

P̃pw | hq :“ λhP̂pw | hq ` p1 ´ λhqP̃pw | h1q, where P̃pw | h1q9|w˚h1w|. (11)

Usually, only lower-order distributions are so smoothed.

Usage Variants of Kneser-Ney smoothing are generally thought to be one of the best methods
for medium- and large-vocabulary models (e.g., Chen and Goodman 1998).

4 Finite-state encoding
N-gram language models can be encoded as weighted finite-state acceptors (WFSAs). While a
finite-state representation of a language model is useful for many applications, it is essential in
building finite-state speech recognition systems, as discussed below.

4.1 FST weights
WFSAs are defined similarly to (unweighted) finite-state acceptors but are also associated with
a semiring, a triple pK,b,‘q where K is a (possibly infinite) set of weights and b and ‘ are
multiplication and addition operators, respectively.6 Each transition in δ, and each final state F Ď

Q, is associated with a weight in K. Then the weight of a path is given by the product (according
to b) of all that path’s transition’s weights and the weight of the final state. One commonly
used semiring is the so-called probability semiring pr0, 1s,ˆ,`q; in this semiring, b is ordinary

6For a complete definition of semirings, see Roark and Sproat 2007, pages 8–12.



Figure 2: Unigram language model topology

multiplication, so the probability of a path is just the product of all transition probabilities and
the final probability of the final state. Similarly, in log semiring, we store probabililties in negative
log space and b is simply the addition operator. For those semirings that have the path property,
the Viterbi algorithm (or, more generally, the family of shortest-path algorithms) can be used to
find the most likely path.

4.2 Topology
Let us assume that Σ “ thello, byeu and that we are deriving counts from the following corpus:

hello
bye
hello
bye bye

We also use Kneser-Ney smoothing with backoff, encoding weights using the log semiring. Fig-
ures 2–4 provide the associated topologies. Note that in the bigram and trigram models, the state
labeled 1 is the start state, and the state 0 represents a backoff to the unigram model.

4.3 Backoff encoding
Under backoff, we transition from a state encoding a history h to another state encoding the
backoff history h1. This is only licensed when the current symbol has never been observed im-
mediately following h; that is, where Cphwq “ 0. We can approximate this process by adding an
ε-transition from state h to h1 with weight αh, the backoff cost), as we did in figures 2–4. How-
ever, for some inputs, it is globally more optimal to take this transition and incur the backoff cost
even when Cphwq ą 0, which will give an inflated path probability. One way to avoid this is to
introduce φ-transitions (Allauzen and Riley 2018). Like ε-transitions, φ-transitions do not match
or emit a symbol of their own, but a φ-transition from state s is only licensed when there are no
appropriate non-φ transitions leaving s. Lexicographic semirings (Sproat et al. 2014) offer another
exact alternative.



Figure 3: Bigram language model topology

Figure 4: Trigram language model topology



4.4 Application to speech recognition
The traditional finite-state speech recognizer (e.g., Mohri et al. 2002) consists of a so-called HCLG
model. In this setup, the acoustic model, a hidden Markov model usually uses a trigram repre-
sentation of each phone;7 that is, the acoustic events map not onto phonemes like [æ] but rather
onto context-dependent phones like [æ] /b g.

• H is a WFST containing a finite-state representation of the hidden Markov acoustic model;
each arc represents the probability of outputting some context-dependent phone with some
probability.

• C is an unweighted FST deterministically mapping context-dependent phones onto context-
independent phones.

• L is a unweighted FST mapping context-independent pronunciations onto word labels (e.g.,
k æ t to cat).

• G is an WFSA language model encoded as above.

Decoding then consists of finding the highest-probability path:

T̂ “ ShortestPath rπopH ˝ C ˝ L ˝ Gqs . (12)

To make this feasible, large-vocabulary systems with high-order language models require both
static optimizations—such as determinization and minimization—to the HCLG WFST itself, and
heuristics used to minimize computation during the search.

5 Discriminative language models
In addition to the above “classical” generative models, there are also exist several forms of dis-
criminative language models. In some cases, these models can be encoded or approximated using
weighted finite-state transducers. But when they cannot, it is usually impossible to perform effi-
cient exact decoding (i.e., scoring). One common strategy to get around this limitation is to first
use a generative model to generate a list of the k-best hypotheses, then use the discriminative
model to rescore this k-best list. Two types of discriminative model are described below.

5.1 Log-linear language models
One alternative to classical language models are log-linear language models, i.e., sparse multi-
nomial logistic regression (or maxent) classifiers over words (Σ) or entire sentences (Σ˚). Such
models support arbitrary features, such as

• n-grams from both higher and lower orders

• skip-grams (e.g., wi | wi´1,wi`1)
7Here the term phone is used becausewe do not assert that elements of the transcription are necessarily phonemic.



• predicted part-of-speech tags

• predicted morphological features

and so on, but can be interpreted as a probability distribution over Σ˚, just like classical models.8

Definition A word-level log-linear model can be defined as follows. Given feature function Φ
and a sparse weight vector β, the probability model has the form:

Ppwi | hiq :“
exp p

ř

s βsΦsphiwiqq

Zphiq
(13)

where Z is defined so as to ensure proper normalization. If one desires simply to select the most
likely w given a context h, the exponentiation can be eliminated:

ŵ “ argmax
w

ÿ

s“1
βsΦsphwq. (14)

Usage Log-linear models are commonly used for rescoring large-vocabulary ASR systems.

5.2 Neural language models
A second alternative to classical language models use neural networks to estimate the probability
of a token in a given context. Suchmodels require a tremendous amount of parameters per symbol
and often push the limits of modern computational resources. For this reason, early work was
therefore limited to rather small vocabularies. Bengio et al. (2003), for instance, use only 16,383
words occurring more than 3 times in the 1.1 million words of the Brown corpus; the remaining
words are merged into a single rare-word category (UNK). More recent work (e.g., Jozefowicz et al.
2016) gets around this limitation with a character vocabulary.9
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