
Inferential data analysis
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Today's topic

Inferential data analysis attempts to infer properties of (or ask questions about) the 
larger population from which the sample was drawn.

This is in contrast to descriptive data analysis, which simply characterizes or 
summarizes data samples.

Please consult the readings (Johnson 2014, Gorman & Johnson 2013); occasional 
pointers towards relevant software will be provided throughout.



Outline for today

1. Modeling associations between two nominal variables: contingency analysis
2. Modeling associations between two continuous variables: correlation analysis
3. Notebook with examples: 

https://github.com/mim/ling83800dataAnalysis/blob/master/lecture13.ipynb

https://github.com/mim/ling83800dataAnalysis/blob/master/lecture13.ipynb


Contingency analysis



Categorical analysis

Suppose we have two nominal random variables X and Y and independent random 
paired samples of the form (x  ∈ X, y  ∈ Y) and wish to determine whether there is any 
statistical dependence between the two.

Let our null hypothesis (H0) be that the two are independent.

We can compute a probability for the null hypothesis using the Pearson Ꭓ2 (chi-
square or chi-squared) test.



Example (after Agresti 2001:39)

Male Female

Democrat 484 762

Republican 477 468

Independent 239 327



Computation

If the two variables were independent, 
then p(x, y) = p(x) p(y)

So compute the probabilities under that 
assumption and then measure different 
to observations

Then normalized versions of those 
residuals follow the Ꭓ2 distribution 
parameterized by the “degrees of 
freedom” of the comparison

By Geek3 - Own work, CC BY 3.0, 
https://commons.wikimedia.org/w/index.php?curid=9884213



import numpy
import scipy.stats

d = numpy.array([[484, 762], [477, 468], [239, 327]])
(chi2, p, df, _) = scipy.stats.chi2_contingency(d)
print(f"Chi^2:\t{chi2:.2f}")
print(f"d.f.:\t{df}")
print(f"P(Chi^2):\t{p:.4f}")

Ꭓ2 = 30.07, d.f. = 2,  P(Ꭓ2) < .0001.



The Fisher exact test

The Pearson Ꭓ2 test is asymptotically correct and is inappropriate for small samples 
(one common rule of thumb: n < 30). For such cases, use the Fisher exact test.

NB: the scipy.stats implementation only supports binary variables (e.g., 2 × 2 
tables) but the test is defined for any pair of nominal variables.

Fisher exact test: count number of ways to get all possible results, calculate 
probability of observed result from counts



Example (after Agresti 1990:61f., Fisher 1935)

https://en.wikipedia.org/wiki/Lady_tasting_tea 

Guess \ Truth Tea added first Milk added first

Tea added first 3 1

Milk added first 1 3

 Woman tastes 8 cups of tea, picks 4 that she thinks had milk added first

 70 possible outcomes, of which 16 correspond to getting 3 right

 Only 1 way to get all 4 right, so p = 1/70

 In reality, the woman in question was able to correctly identify all 4 cups, but that’s not as good a story

https://en.wikipedia.org/wiki/Lady_tasting_tea


import numpy
import scipy.stats

d = numpy.array([[3, 1], [1, 3]])
(_, p) = scipy.stats.fisher_exact(d)
print(f"P(Fisher):\t{p:.4f}")

P = .4857



Correlational analysis



Correlational analysis

Correlational analysis involves the computation of coefficients measuring the 
association between two variables (usually continuous).

These coefficients are usually associated with p-values representing the probability 
that the observed correlation would arise under the null hypothesis (H0) of no 
association, but they seem to be are very liberal with large data sets.

Therefore these techniques are primarily used for exploratory analysis (and the p-
values ignored or interpreted with a grain of salt).



Pearson (product moment) r

The Pearson r is defined as the covariance of two variables X, Y, written cov(X, Y), 
divided by the product of their standard deviations, σXσY.

Values range from [-1, 1] where the two boun values indicate that all data points (x, y) 
 ∈ X × Y  lie on a X-Y line.

This is appropriate when we hypothesize that X and Y are linearly related.

When the independent variable is binary, this is known as point-biserial correlation.

https://en.wikipedia.org/wiki/Point-biserial_correlation_coefficient
https://en.wikipedia.org/wiki/Point-biserial_correlation_coefficient
https://en.wikipedia.org/wiki/Point-biserial_correlation_coefficient


Spearman ρ

The Spearman ρ is a non-parametric correlation coefficient. It is equivalent to the 
Pearson r computed over the ranks of X and Y.

E.g., given X = [1, 4, 3, 7, 1], let RgX = [0, 3, 2, 4, 1] (though more complex formulae are 
often used).

Values range from [-1, 1] where the two edge values indicate that X and Y are perfect 
monotone functions of each other.

This is appropriate when we hypothesize that X and Y are monotonically related.

It is much less sensitive to outliers than the Pearson correlation.



Kendall τb*

The Kendall τb is an alternative non-parametric correlation coefficient, defined as:

Values range from [-1, 1] where the two edge values indicate that X and Y have 
perfectly agreeing (disagreeing) rankings. "Ties" introduce additional complexities.

This is appropriate when we hypothesize that X and Y are monotonically related.

When ties are ignored, this is known as the Goodman-Kruskal ɣ.

*Kendall's original paper introduced three versions; the b variant is the one that caught on.

https://en.wikipedia.org/wiki/Goodman_and_Kruskal%27s_gamma
https://en.wikipedia.org/wiki/Goodman_and_Kruskal%27s_gamma


Example (after Gorman 2013)

X: average goodness rating on a 7-point scale (Albright & Hayes 2003):

● Highest-ranked nonce word: [sleɪm]
● Lowest-ranked nonce word: [pwʌdʒ] 

Y: negative log bigram phoneme probability with Laplace smoothing

http://wellformedness.com/courses/LING83800/Data/albright_hayes_2003.tsv 

http://wellformedness.com/courses/LING83800/Data/albright_hayes_2003.tsv






import pandas
import scipy.stats

SOURCE = 
"http://wellformedness.com/courses/LING83800/Data/albright_hay
es_2003.tsv"
d = pandas.read_csv(SOURCE, sep="\t")
x = d.bigram_score
y = d.rating



(stat, p) = scipy.stats.pearsonr(x, y)
print(f"Pearson R:\t{stat:.4f}\t(P = {p:.4f})")
(stat, p) = scipy.stats.spearmanr(x, y)
print(f"Spearman rho:\t{stat:.4f}\t(P = {p:.4f})")
(stat, p) = scipy.stats.kendalltau(x, y)
print(f"Kendall tau:\t{stat:.4f}\t(P = {p:.4f})")



Correlation coefficients

Pearson r −.7457

Spearman ρ −.6987

Kendall τb −.4994

All tests P < .0001.



Causality: https://m.xkcd.com/552/ 

https://m.xkcd.com/552/


Causality

● It is usually impossible to determine whether:
○ X "causes" Y
○ Y "causes" X
○ Some unmodeled Z causes both X and Y

● However, when X and Y are time series one can determine whether X 
Granger-causes Y.

● Both ρ and τb are appropriate when one or more variable is ordinal rather than 
continuous; r usually is not.

● τb is more stringent, its magnitude is usually less than or equal to ρ.

https://en.wikipedia.org/wiki/Granger_causality


Anscombe's (1973) quartet

Anscombe's quartet are four data sets of eleven (x, y) points with (near-)identical:

● mean of X,
● mean of Y,
● sample variance of X,
● sample variance of Y, 
● Pearson correlation between X and Y (r = .816), and
● best-fit line (y = .5x + 3).





How not to get tricked

● Plot your data!
● Consider non-parametric statistics
● Perform outlier analysis or use robust statistics
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