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Abstract
Binaural Model-Based Source Separation and Localization
Michael I. Mandel
When listening in noisy and reverberant environments, human listeners are able to focus
on a particular sound of interest while ignoring interfering sounds. Computer listeners,
however, can only perform highly constrained versions of this task. While automatic speech
recognition systems and hearing aids work well in quiet conditions, source separation is
necessary for them to be able to function in these challenging situations.
This dissertation introduces a system that separates more than two sound sources from
reverberant, binaural mixtures based on the sources’ locations. Each source is modelled probabilistically using information about its interaural time and level differences
at every frequency, with parameters learned using an expectation maximization (EM)
algorithm. The system is therefore called Model-based EM Source Separation and Localization (MESSL). This EM algorithm alternates between refining its estimates of the
model parameters (location) for each source and refining its estimates of the regions of
the spectrogram dominated by each source. In addition to successfully separating sources,
the algorithm estimates model parameters from a mixture that have direct psychoacoustic
relevance and can usually only be measured for isolated sources. One of the key features
enabling this separation is a novel probabilistic localization model that can be evaluated at
individual time-frequency points and over arbitrarily-shaped regions of the spectrogram.
The localization performance of the systems introduced here is comparable to that of
humans in both anechoic and reverberant conditions, with a 40% lower mean absolute
error than four comparable algorithms. When target and masker sources are mixed at
similar levels, MESSL’s separations have signal-to-distortion ratios 2.0 dB higher than four
comparable separation algorithms and estimated speech quality 0.19 mean opinion score
units higher. When target and masker sources are mixed anechoically at very different
levels, MESSL’s performance is comparable to humans’, but in similar reverberant mixtures
it only achieves 20–25% of human performance. While MESSL successfully rejects enough
of the direct-path portion of the masking source in reverberant mixtures to improve
energy-based signal-to-noise ratio results, it has difficulty rejecting enough reverberation
to improve automatic speech recognition results significantly. This problem is shared by
other comparable separation systems.
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Chapter 1

Introduction
1.1 Motivation
Humans with normal hearing are very good at listening to speech, even in the presence of
other speakers, background noise, and reverberation. The canonical example of this ability
occurs at a cocktail party, where two guests can carry on a conversation in the din of other
such nearby conversations. Listeners can also determine the direction of a sound source by
listening, for example turning to face someone who has called out to them.
Machines are less good at these tasks. Current automatic speech recognition systems work
quite well for speech recorded in quiet with a microphone close to the speaker’s mouth.
They work much less well when there is noise present, especially the noise of other people
speaking. Performance is also diminished by reverberation, as would be more prominent if
the microphone were sitting on a desk instead of in a headset. Humans with hearing loss
have difficulty in these situations as well. While current hearing aids improve a wearer’s
ability to understand a conversational partner in quiet and over the telephone, they do not
provide this improvement in noisy or reverberant environments.
The vision of this work is to create a computer system that can “hear” as well as humans
in spatially realistic conditions. Such a system should be able to analyze a recording made
with two microphones of multiple people speaking in a room and
• infer the speakers’ locations in the room
• separate the sounds of their voices “enough”
• transcribe what is said
• characterize the room.
While complete solutions to these goals are still many years away, this work reports
progress towards each of them.
Many authors in the field of source separation have focused on the goal of perfect reconstruction of the clean, dry, “original” waveform of a source of interest from a mixture.
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We believe that this goal is unnecessarily difficult, and we endeavor instead to separate
sources of interest sufficiently for successful speech recognition. Existing machine solutions
leave much room for improvement, although the fact that such a goal is attainable, at least
within certain bounds, is proven by the human auditory system (Bronkhorst, 2000).

1.1.1

Separation and localization are useful

Machines that could separation and localize sounds as well as humans would enable many
applications. As mentioned above, automatic speech recognition and hearing aids would
be greatly improved in their current roles. Additionally, automatic speech recognition
could be fielded in new situations, particularly in “passive” systems that listened for long
periods of time. Hearing aids would be able to help their users in noisy social situations,
and even improve the ability of normal-hearing individuals to focus on a speaker of
interest. Furthermore, musical signals, carefully constructed stereo sound mixtures, might
be more easily indexed and organized after being separated into sonic objects. Multimodal
interfaces for these systems could provide some indication of the types of sounds present
in a space along with information about the space itself, e.g. for the profoundly deaf.
Source separation could benefit automatic speech recognition (ASR) in traditional “active”
user interfaces, but could also enable “passive” user interfaces. Active ASR interfaces, in
which the user engages in a “conversation” with a computer system, are now available on
GPS units, phones, and other mobile devices, and in directory assistance and call centers.
Improved robustness to noise would enable these systems to successfully recognize speech
from noisy environments. Source separation might be even more useful, however, in
facilitating passive ASR interfaces, where the system listens for long periods of time, taking
notes, waiting for commands, etc. Such systems might transcribe meetings (Janin et al.,
2003), analyze a “life log” recording (Ellis and Lee, 2006), or control various systems in
the home (Ducatel et al., 2001). Because these systems would always be on, they would be
much more likely to encounter simultaneous speech. If they were installed in rooms, they
would be much more likely to encounter reverberation as well.
As will be discussed in section 2.2.3.3, even listeners with normal hearing can become
overwhelmed by speech information from non-target sources in a mixture, especially when
these sources are too similar to one another. If these masking sources are removed, however,
the target source becomes much more intelligible (Brungart et al., 2006). This problem is
even more severe for listeners with hearing impairment, who find it much more difficult to
understand a target source in reverberant and noisy mixtures (Nábělek and Mason, 1981).
One of the most common complaints of hearing aid users is that their hearing aids do not
improve the intelligibility of conversations in noisy environments (Kochkin, 2000). Hearing
aids that utilize source separation could address these issues by presenting target sources
to their wearers while suppressing interfering sources.
While this work does not directly address the problem of musical source separation, our
separation system could be applied to musical signals with a few modifications. Musical
source separation could be useful in automatically describing and summarizing songs,
albums, artists’ oeuvres, record labels, genres, etc. If these signals were broken down
first into distinct sonic objects, such classifications could be made more easily, without
the distraction of competing sounds. Stereo recordings are standard in music, facilitating
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localization-based separation, although they are not necessarily mixed in a way that
presents realistic spatial cues. Humans perform such tasks effortlessly, however, and
machines that could match those talents could help humans multiply their productivity in
dealing with commercial-scale music collections.

1.1.2

Separation and localization are difficult

While researchers have been able to solve many limited problems in source separation and
localization, these solutions rely on simplifying assumptions that are frequently unrealistic.
Furthermore, these assumptions are not required by the human auditory system to solve
these same problems, leaving room for improvement in difficult conditions. As will be
described in more detail in sections 2.4 and 2.5, automatic separation and localization
systems typically work well for statistically stationary sources in anechoic conditions
with more microphones than sources. They typically work less well on mixtures with
more sources, fewer microphones, more complex source statistics, and more reverberation.
Realistic recordings, as heard by humans in everyday listening conditions, contain most or
all of these complications.
Source separation algorithms can be divided into overdetermined and underdetermined
algorithms. Overdetermined algorithms can separate at most as many sources as they
have observations, i.e. microphones. This includes the condition in which the number
of sources and observations is equal, known as the critically determined condition. The
underdetermined case is more difficult than the overdetermined because the system must
bring additional prior information to bear on the problem in order to separate the sources.
In general, source separation and localization become more difficult as more sources are
introduced and as microphones are removed. The human auditory system is able to solve
the underdetermined problem: humans have only two ears, but can separate and localize
at least three simultaneous sources (Hawley et al., 1999). Additionally, while humans are
able to ignore diffuse sources, overdetermined algorithms can only cancel compact sources.
Automatic systems are also more easily analyzed when sources have consistent, idealized
behavior including whiteness, Gaussianity, and stationarity. Very few natural signals
exhibit these properties; and speech, most notably, exhibits none of them. The lack of these
simplifying assumptions makes speech more difficult to separate than noise. Similarly,
separation is more difficult when the noise in which speech is embedded does not exhibit
these properties. An extension of this limitation is that signals become more difficult to
localize and separate as their duration decreases, as there is less of an opportunity to collect
statistics about the signals involved.
Human speech separation and localization performance suffers its own limitations due to
several factors. These factors also limit automatic solutions and it is not clear whether they
can be overcome. First, reverberation makes separation and localization harder, especially
as the amount of reverberant energy increases relative to that of non-reverberant energy.
Such an increase can be due to either lengthier reverberation, as would be found in a larger
or less absorptive room, or louder reverberation, as would be found in a less absorptive
room or as a source moves farther away.
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Figure 1.1: Overview of the Model-based EM Source Separation and Localization system (MESSL). In the E-step, models of sources’ interaural
parameters are used to estimate probabilistic time-frequency masks. In the
M-step, these masks are used to re-estimate the parameters of each model
from relevant regions of the spectrogram.
One roadblock to human separation performance that might not afflict machines is a
limitation on attention. Humans are able to attend to only a small number of sources
at a time. If a successful machine source separator were built, increasing the number
of sources that it could attend to could be as simple as adding computational resources.
Machines also might be able to separate sources based on specific criteria more easily than
humans. Humans are adept at exploiting any difference between two speakers’ voices
when separating them from one another. If such a difference contradicts other information
or is distracting, however, it cannot be ignored completely, but its effect can be mitigated
(Ihlefeld and Shinn-Cunningham, 2008). The single-minded focus of the computer can
enable separation in conditions that humans find confusing or unnatural.
This work focuses on systems that are capable of separating and localizing sources in
reverberant, underdetermined mixtures. Frequently, anechoic and critically-determined
mixtures are also used as points of comparison, or to facilitate analysis where underdetermined performance is not qualitatively different. It also explores situations in which
the target and masker energies are very different, although our system was not designed
specifically with these situations in mind.

1.2 Overview of MESSL
The system proposed in this work separates sources by modeling the location of each one
probabilistically, with parameters learned using an expectation maximization (EM) algorithm. It is therefore called Model-based EM Source Separation and Localization (MESSL).
Each source in a mixture is described by a probabilistic model of the interaural time and
level differences, features that are closely tied to location. One of the key ingredients
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enabling this is a probabilistic localization model that can be evaluated independently at
every time-frequency point. Chapter 4 introduces such a model. This model is similar to
the computation of the cross-correlation in that it compares a number of interaural delay
hypotheses, but unlike the cross-correlation, it is formulated in such a way that it can be
applied to arbitrarily-shaped regions of a spectrogram in order to localize multiple simultaneous sources. The separation system described in chapter 5 infers the appropriate regions
of the spectrogram in which to apply each localization model and in this way localizes
each source using as much relevant data as possible, while avoiding data corrupted by
other sources.
As illustrated in figure 1.1, this EM algorithm alternates between refining its estimates of
the model parameters (location) for each source and refining its estimates of the regions
of the spectrogram dominated by each source. In the expectation step of the algorithm,
spectrogram points are assigned to models probabilistically in proportion to the agreement
between the observation at that point and each model. In the maximization step, parameters
for each source model are re-estimated from points in proportion to their affinity with
that model. Basic models include the interaural time difference (ITD) via the interaural
phase difference (IPD), and the interaural level difference (ILD), but the flexibility of
the framework and its probabilistic nature allow the addition of other information such
as models of the sources themselves. This flexibility also allows the system to separate
mixtures made with both human-like dummy head recordings and free-field microphones,
although the experiments in this work focus on dummy head recordings.
In addition to successfully separating sources, these models are transparent in their
representation of the sources, i.e. the model parameters are interesting in and of themselves.
It is straightforward to estimate interaural level and time differences for a single source
in an anechoic recording. MESSL, however, can estimate these same parameters from a
reverberant recording in the presence of other sources, a much more difficult task. This
topic is discussed in more detail in section 5.3.
MESSL has a number of advantages over similar systems that will be discussed in sections 2.4 and 2.5. First, in contrast to independent component analysis and other traditional
blind source separation techniques, MESSL is able to separate underdetermined mixtures.
Unlike generalized cross-correlation or source-modeling techniques, it does not depend
on any specifics of the sources involved in the mixture, although explicit models of them
can be added if desired. While a number of algorithms generate binary separation masks,
MESSL generates real-valued masks with true probabilities that can be easily combined
with other probabilistic masks. In contrast to many source separation systems, MESSL has
been shown to work in reverberant environments. And unlike beamforming techniques, it
requires little prior knowledge of the microphones’ geometrical arrangement, the room, or
the head transfer function, although again such information can be added if desired.
In order to avoid these limitations, MESSL must make a few assumptions. The first is that
sources do not move in space, a result of the batch processing of sounds and the lack of
a model for sources’ spatial dynamics. It also assumes that one source dominates each
time-frequency point, a property known as windowed-disjoint orthogonality that will be
explored in section 3.1.4. Finally, it assumes that the number of sources and the possible
interaural time delays of the sources are known a priori.
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Although this work focuses mainly on the first two goals described in section 1.1, it
also address the final two goals, determining what is said and characterizing rooms.
Experiments carried out in chapter 6 use automatic speech recognition to measure the
amount of speech information isolated by various separation algorithms. This experiment
was based on the study of intelligibility with human subjects described by Bressler and
Shinn-Cunningham (2008), and the results of the two studies are compared. In terms of
characterizing rooms, MESSL does capture information that could be relevant to such a task,
including the interaural spectrum of early echoes and an estimate of the time-frequency
points that are dominated by reverberation. Using this information to infer properties of
rooms is left as future work, however.

1.3 Contributions
The primary contribution of this work is the Model-based EM Source Separation and
Localization algorithm, a probabilistic separation and localization system. Under this
umbrella are a number of additional contributions:
• a tractable probabilistic mixture model of interaural phase differences based on time
differences
• a model of interaural level difference (ILD) and a prior on ILD that enables the model
to estimate ILD parameters even in reverberation
• an explicit model of reverberation of the same form as other source models
The work also contributes two source separation evaluation metrics:
• a particular formulation of signal-to-noise ratio that penalizes both undesirable
energy that is included in a separation and desirable energy that is excluded from
the separation.
• an analysis of the effect of mask-based separations on the direct-path, early echo, and
late reverberation portions of the target and masker signals.
Other contributions include:
• a bound on the performance of separation algorithms like MESSL, called the ideal
interaural parameter mask
• a clarification of the definitions of desirable and undesirable signals used in constructing ground truth masks and evaluating source separation algorithms.
This work was described in five papers, but also includes some previously unpublished
material. The localization algorithm was introduced in (Mandel and Ellis, 2006), but has
been greatly expanded in chapter 4. The first version of MESSL, which separated sources
based only on interaural phase difference cues, was introduced in (Mandel et al., 2007).
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This was followed by (Mandel and Ellis, 2007), which added interaural level difference
cues, and (Mandel and Ellis, 2009), which added robustness to reverberation in the form
of a prior on ILD parameters and an explicit model of reverberation. That paper also
introduced the ideal interaural parameter mask, which will be discussed in section 3.2.2.
These papers were summarized in (Mandel et al., 2009), which also included a number of
additional experiments investigating the behavior of various aspects of the system. This
paper serves as the basis for chapter 5. Finally, (Weiss et al., 2008) introduced a model of
speech sources into MESSL, which is described in section 5.2.3. The experiments described
in chapter 6 have not been published before.

1.4 Outline
This section provides an overview of the structure of the rest of this document. Chapter 2
introduces the binaural room impulse response in detail. It then describes human performance in separating sound sources, particularly in reverberation and in mixtures. This
is followed by a discussion of human performance in localizing sources, particularly in
reverberation and in mixtures. Machine performance in these two areas is then discussed.
Chapter 3 illustrates, using an extended example, the interaural spectrogram and the
observations that are used by all of the algorithms tested in subsequent chapters. These
observations motivate the assumptions and models used in subsequent chapters. It also
describes various oracle masks that provide upper bounds on mask-based separation
performance, including the novel ideal interaural parameter mask.
Chapter 4 describes a probabilistic, top-down localization algorithm. It discusses this algorithm in the context of both generalized cross-correlation (GCC) localization algorithms
and localization algorithms based on higher order maximum entropy circular probability
distributions. It then presents two localization experiments, which show that the probabilistic algorithm can localize single sources in reverberation more accurately than GCC-based
methods and requires shorter observations to do so. Its performance in reverberation is
comparable to that of humans in anechoic conditions. Also, a novel region-based localization and separation algorithm based on a smoothed normalized cross-correlation is
presented, which is shown to be able to localize sources in reverberant mixtures.
Chapter 5 describes the full MESSL system and evaluates it with a number of experiments.
These experiments are based on separating and localizing two and three sources in anechoic
and reverberant mixtures, while the angle between the sources is varied. They show that
of the five algorithms tested, MESSL separates sources with signal-to-distortion ratios
2.0 dB higher than comparable algorithms, and localizes sources with 40% lower mean
absolute error. Experiments on various aspects of MESSL show that its most complex
parametrizations perform best without over-fitting the data, that it is more difficult to
estimate parameters from mixtures than to estimate masks, but that even from a mixture,
MESSL can estimate interaural parameters that are close to those measured in isolation.
Chapter 6 examines the performance of these algorithms along with a number of groundtruth mask-based separations on another experiment, for which human performance data
are available. This experiment varies the target-to-masker ratio of mixtures, with the
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sources at fixed locations, using automatic speech recognition to compare algorithmic
performance to human performance. It shows that in anechoic conditions, many of the
algorithms perform similarly to humans, but that in reverberation, they perform much
worse. Because of a failure of the localization algorithm that initializes it, MESSL cannot
separate sources in reverberation when one source is more than 15 dB louder than the other.
A number of metrics are also compared for evaluating source separation performance and
the limitations of these metrics are discussed.
Finally, chapter 7 summarizes the findings and conclusions of this work and discusses
directions for future research.
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Chapter 2

Literature review
This chapter reviews some of the research relevant to source separation and localization by
humans and machines. While the literature on these topics is extensive, effort has been
made to limit the discussion to areas that are most relevant to the later chapters of this
work, namely localization and separation of speech in the presence of other speakers and
under realistic spatial listening conditions, including reverberation. In some areas, these
specific topics have not been studied in much depth, and we must fall back on studies
that use noise maskers or tonal targets instead of speech, headphone listening instead
of free-field, or anechoic environments instead of reverberant. There are many excellent
reviews of each of these topics and each section begins with references to relevant reviews.
Section 2.1 begins the chapter with an overview of the binaural room impulse response,
broken down into direct-path, early echo, and late reverberation portions. It describes the
information carried in these parts, and their effect on the acoustics and psychoacoustics of
binaural listening.

2.1 Anatomy of a binaural room impulse response
The binaural room impulse response (BRIR) is the transfer function from a source to both
ears of a human listener (or dummy head). It is influenced by and contains information
about the room, the head, the torso and shoulders, and the position and orientation of
these things relative to one another. It does not contain information about any particular
sound source, only the channel that would convey the sound from that source were it
located in that particular configuration. Any signal that travels through this channel will
be convolved with this impulse response.
The BRIR is made up of three main components, the direct-path, early echoes, and late
reverberation, which have both acoustic and psychoacoustic relevance. See figure 2.1 for an
example BRIR with these three components highlighted. Separate versions of each of these
components can be simulated from a pre-recorded impulse response by setting various
parts of the impulse response to 0.
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Figure 2.1: The first 64 ms of two example binaural room impulse responses
(BRIRs). The direct path is red, early echoes (here defined as all energy
between 10 and 32 ms) are purple, and late reverberation is blue. The
left ear is the lighter lines, the right ear the darker lines. A DC offset is
introduced to aid in distinguishing between the two ears.
Mathematically, the binaural room impulse response, h` (t) and hr (t), can be decomposed
into the sum of these three components
`
h` (t) = h`dp (t) + h`ee (t) + hrev
(t)

hr (t) = hrdp (t) + hree (t) + hrrev (t)

(2.1)

where each hdp is the direct path impulse response for a particular ear, hee is the early echo
impulse response, and hrev is the late reverberation impulse response. The convention used
here is to distinguish these components by stipulating that at most one of them is non-zero
at a particular time, t, for each ear. In particular, hdp is non-zero first, followed by hee , and
then hrev . Because of the linearity of convolution,
`
s(t) ∗ h` (t) = s(t) ∗ h`dp (t) + s(t) ∗ h`ee (t) + s(t) ∗ hrev
( t ).

(2.2)

Thus, with access to a recording of a BRIR, the direct-path, early echoes, and late reverberation can be individually included, omitted, or manipulated.
The next sections discuss the properties of these three parts of a BRIR. Table 2.1 summarizes
these sections and figure 2.2 shows an example sound convolved with these three parts.

2.1.1

Direct-path

The direct-path sound is the sound coming directly from the source. It travels the shortest
distance from the source to the listener, and so it is the first to arrive. Its energy falls off as
r2 , where r is the distance between the source and listener. In an anechoic chamber, this
is the only path that sound takes from source to listener. The direct-path sound contains
accurate information about the location of the source, because it arrives from the true
direction of the source. Psychoacoustically, this is the component of the impulse response
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Table 2.1: A comparison of some of the characteristics of the three components of a binaural room impulse response.
Relative timing
Information about
Change with distance
Change with motion
Effect on intelligibility
Interaural parameters

Direct-path

Early echoes

Late reverberation

0 ms
source location
r −2
moderate
improve
main trend

1–30 ms
room geometry
constant?
slow
improve
perturb mean

> 30 ms
room size, materials
constant
details change rapidly
diminish
increase variance

that is used in localizing sources (Litovsky et al., 1999). Because the direct-path sound
depends on the relative location of source and listener, it changes with the motion of either
one. The source-to-listener distance can be quite small, so it can change with relatively
small motions of the source or listener.
The direct-path signal is colored by the head-related transfer function (HRTF), which
is the portion of the transfer function between source and listener that depends on the
listener’s body, including the head, outer ears (pinnae), shoulders, and torso (Algazi et al.,
2001a). It depends mainly on the relative azimuth and elevation of the source and listener,
varying little with distances greater than about 1 m. It thus contains information useful for
localization in both azimuth and elevation.

2.1.2

Early echoes

Early echoes arrive immediately after the direct-path sound. Acoustically, these are any
echoes that can be considered “specular”, i.e. that could be considered distinct sources
on their own. Specular reflections can be distinguished by their high coherence (cf.
section 4.1.3) at the two ears (Gardner, 1992) . Psychoacoustically, they arrive soon enough
after the direct-path sound to be grouped with it into a single percept (Watkins and Holt,
2000). Typically, this means they arrive within 1 to 30 ms of the direct-path (Litovsky et al.,
1999), although the upper limit, known in psychoacoustics as the “echo threshold” changes
dramatically with the impulse responses used (Ebata et al., 1968) and with experimental
conditions (Hidaka et al., 2007). These echoes carry information about the geometry of a
space, including such information as its volume and the number and orientation of walls
(Benade, 1985). Early echoes also improve the intelligibility of speech by increasing the
amount of speech energy arriving at the listener (Aigner and Strutt, 1935; Haas, 1951;
Bradley et al., 2003; Watkins and Holt, 2000).
Specular reflections can be simulated with the so-called image model (Allen and Berkley,
1979), in which walls are treated as acoustic mirrors. Because of the law of reflection, a
reflection creates a virtual replica of the original source that acts like it is located behind the
wall symmetrically. In the simplest case, for a room that is shoe-box shaped, i.e. with six
walls that are all either parallel or perpendicular to one another, these virtual sources are
arranged in a three-dimensional grid and computation of the impulse response is relatively
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(a) Direct-path only

(b) Early echoes only

(a) Original

(c) Late reverberation only

(b) Combined

Figure 2.2: An example utterance convolved with different parts of a binaural room impulse response. Shows the original signal, the signal convolved
with the direct-path, early echoes, and late reverberation portions of the impulse response, and the full reverberated signal, in the time and spectrogram
domains. Only the left ear signals are shown.
straightforward. For rooms with other geometries, ray tracing can be used to calculate an
impulse response using this model (Krokstad et al., 1968; Schroeder, 1970).
Early echoes depend on the geometry of a space, source, and listener. They are generally
less sensitive to listener or source movement than the direct-path sound because of the
larger source-to-listener distance. The virtual sound sources are farther away than the
actual sound source, and so the same absolute motion is smaller relative to these larger
source-to-listener distances. In addition, the energy of the early echoes depends less on the
source-to-listener distance than that of the direct path because moving farther from one
virtual source brings a listener closer to others.

2.1.3

Late reverberation

Late reverberation arrives after the early echoes. Acoustically, it is made up of a very
large number of higher order reflections and scattering off of walls and objects. It behaves
somewhat like a diffuse source (Morrow, 1969; Izumi et al., 2007), generally does not
contain specular reflections, and is incoherent at the two ears (Gardner, 1992) . While
individual reflections cannot be discerned, it is useful for its bulk properties, which include
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a characterization of the size of the room (Cabrera et al., 2005) and the materials that
a room’s walls are made of (Huopaniemi et al., 1997). This is because the frequencydependent reflectance of the walls is amplified many times after many reflections off of
surfaces in a room.
Psychoacoustically, late reverberation is the portion of the impulse response after the echo
threshold. This could include specular reflections (echoes), as from a far away wall, but
typically indoors it includes more diffuse reverberant energy. It actively detracts from
speech intelligibility (Lochner and Burger, 1964), especially for non-native speakers (Takata
and Nábělek, 1990) and the hearing impaired (Nábělek and Mason, 1981).
The amount of energy in the late reverberation is typically spread throughout a room
rather uniformly, and so is the same for a listener in any location in a room. While the
direct-path energy falls off as r2 with distance, the late reverberation energy stays relatively
constant. Humans use this ratio, quantized coarsely (Larsen et al., 2008), to distinguish
near from far sources (Von Békésy, 1960, pp. 301–313). The so-called critical radius is the
distance from a source at which the direct-path and reverberant energies are equal. A
related psychoacoustic quantity is the reverberation radius, which is the distance inside of
which intelligibility increases because of direct-path energy and beyond which intelligibility
remains constant (Libbey and Rogers, 2004; Peutz, 1971). This distance is typically 3–3.5
times the critical radius.
Late reverberation changes very rapidly with the motion of either the source or the listener,
as it is made up of a combination of a very large number of reflections and their interaction
is very dependent on the phase of those additions. It is also very sensitive to air currents
and temperature gradients for the same reason (Omura et al., 1999). While this instability
in the fine detail makes it difficult to deconvolve the late reverberation from a signal
(Radlovic et al., 2000), it does not change the “sound” of the reverberation to listeners.

2.1.4

Summary

A recorded binaural room impulse response may be decomposed into three distinct components. The direct-path component carries information about the location of sources, and
section 2.3 discusses the ways in which humans take advantage of this information. It also
aids intelligibility, as do early echoes, while late reverberation detracts from intelligibility.
These properties will be discussed further in section 2.3. This decomposition of the BRIR
forms the basis of our direct-path, early echo, reverberation, target, masker (DERTM)
evaluation metric and is important to the analysis of the automatic speech recognition
results in chapter 6.

2.2 Human separation performance
Humans are quite good at listening to a conversational partner in a wide variety of
conditions. This section describe some experiments that have measured the ability of
humans to understand speech in adverse conditions with the goal of later comparing these
results against the performance of our source separation systems. There are a number of
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very good review articles on this topic and the interested reader is referred to (Bronkhorst,
2000; Assmann and Summerfield, 2004; Brown and Palomäki, 2006; Darwin, 2007).
The motivating example of the robustness of human hearing is the cocktail party, in which
it is possible to carry out a conversation in a room full of similar conversations taking place
nearby. Plomp (1977) calculated, after many approximations, that for the signal-to-noise
ratio to be greater than 0 dB in such a situation, the speaker and listener must stand no
more than 0.7 m apart (Darwin, 2007). Furthermore, without reverberation the speech
energy reaching the listener is a mere 2 dB above the threshold required for 95% speech
intelligibility, and reverberation can easily remove this advantage (Brown and Palomäki,
2006).
This work exclusively studies binaural means of localizing and separating sound sources.
This choice was made because of the interesting property of human hearing that binaural
hearing provides an advantage over monaural hearing in many tasks (Cherry, 1953). The
simplest examples of this are experiments involving headphone presentation of speech and
noise combined with different polarities in time (Licklider, 1948). In this work, a speech
target, s(t), and noise masker, n(t), were presented to listeners over headphones at varying
relative levels. When the same signal, n(t) + s(t), was presented to both ears of the listener,
the speech-to-noise ratio for 50% intelligibility (known as the speech reception threshold,
or SRT) was approximately −5 dB. When one ear was presented with n(t) + s(t) and the
other was presented with n(t) − s(t), the SRT was approximately −8 dB, meaning that
the speech was intelligible at lower relative levels. Thus, binaural headphone listening
provided a “release from masking” of approximately 3 dB.
Another example of the power of binaural hearing is the spatial release from masking that
occurs when the target and noise are located at different positions in space (Hirsh, 1950) or
even different perceived positions in space (Freyman et al., 1999). A third example, noted
qualitatively in 1931 by Von Békésy (1960, p. 376) and by Koenig (1950), and which is a
kind of spatial release from masking, is the increase of the intelligibility of a single source
in reverberation when listening with two ears instead of just one.
We now discuss some results in the psychoacoustics literature that are relevant to the
intelligibility of speech when heard binaurally in reverberation and with interfering sources.
It should be noted that the prediction of the intelligibility of anechoic speech mixed with
stationary noise is very well described by the Articulation Index (AI) (French and Steinberg,
1947; Fletcher and Galt, 1950). This is a simple model based on the long-term spectral
averages of the signal and interference. Some models of spatial hearing, hearing with
speech interferers, and hearing in reverberation attempt to translate other types of noise
into an effective frequency-dependent SNR that can be input to the AI calculation.

2.2.1

Single source in reverberation

Nábělek and Robinson (1982) reported the intelligibility of words presented in various
reverberant conditions to subjects of various ages. Their results show that for subjects of all
ages, reverberation decreased intelligibility, with greater amounts of reverberation (longer
reverberation time) decreasing intelligibility more. In a six-way forced choice task, the
subjects who performed the best, the 27 year old age group, when listening monaurally,
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were correct 99.7% of the time for anechoic speech, but 97.0, 92.5, and 87.7% of the time
for reverberation times of 0.4, 0.8, and 1.2 s, respectively. The 10-year-olds in this study
performed significantly worse than the adults, suggesting that humans learn strategies for
dealing with reverberation over the course of their childhood.
In the same study, Nábělek and Robinson (1982) also found that binaural listening improved
intelligibility by approximately 5 percentage points as compared to monaural listening
in all conditions. This provides a quantitative measure of the qualitative observations
of the binaural release from reverberant masking observed by Von Békésy (1960) and
Koenig (1950). Other measurements of binaural release from reverberation have found
an improvement in intelligibility of 10 percentage points for phonetically balanced words
(Moncur and Dirks, 1967) and 10-25 percentage points for the same six-way choice task
(Nábělek and Pickett, 1974). While the values of these percentages vary with the task, it is
clear that the intelligibility of reverberant speech increases under binaural listening.
Gelfand and Silman (1979) studied the effects of reverberation on the perception of specific phonetic information on rhyming words. They found that recognition performance
decreased for both initial and final consonants, but decreased more for final consonants. In
examining the effect of reverberation on types of phonetic information, they found that it
interfered the most with the perception of place of articulation, and for stop and fricative
consonants. The least affected phonetic information was sibilance, duration, and semivowel
information. These results led the authors to conclude that reverberant interference acts
much like additive noise, with greater noise coming after the more energetic vowels than
after initial consonants. This explanation is known as overlap-masking.
The overlap-masking hypothesis has been qualified by Libbey and Rogers (2004), who
measured the difference in masking caused by reverberation and by reverberation-like
noise with the same time-frequency profile but randomized fine-structure. The randomized
noise was combined with the direct-path signal in different direct-to-reverberant ratios and
the intelligibility of phonetically balanced sentences was measured for diotic (same signal
to both ears) and binaural presentations. For the real reverberation, binaural listening
provided an advantage of 6 percentage points over diotic listening. For the reverberationlike noise, however, this advantage was only 2.6 percentage points. From this result, the
authors concluded that the binaural release from masking can only partly be explained by
a release from overlap-masking, while the rest must come from some other mechanism.
The reduction in intelligibility caused by reverberation of a particular channel can be
predicted by the Speech Transmission Index (STI) (Houtgast and Steeneken, 1985). The STI
is based on the so-called modulation spectrum of speech, which is essentially the Fourier
transform of each filterbank band’s envelope. Because reverberation smears out speech in
time, it fills in troughs in the modulations of speech. By sending specific signals through a
channel, the STI computes the effect of that channel on various modulation frequencies in
various bands, from which it can predict the intelligibility of speech transmission in that
channel.

16

2.2.2

2.2 Human separation performance

Spatial release from masking

Spatial release from masking is the increase in intelligibility of speech that occurs when
interference is moved from the same spatial location as the target to a different location.
It can also be used to describe the difference in intelligibility of a target speaker in the
presence of distracting noise or other speakers when the target and distractors are colocated versus being spatially separated. This effect is only significant when subjects are
listening binaurally, and it occurs in both anechoic and reverberant environments.
Comprehensive studies on the spatial release from masking in anechoic environments
include (Plomp and Mimpen, 1981; Bronkhorst and Plomp, 1988; Peissig and Kollmeier,
1997), which all examined the intelligibility of speech presented directly in front of the
listener in anechoic conditions as a function of the azimuth of a noise masker. By definition
the spatial release from masking is 0 dB at 0◦ , when the sources are colocated. They are
in close agreement that the spatial release from masking is approximately 10 dB with the
noise at 90◦ and 1–2 dB with the noise directly behind the listener. These results are shown
in Bronkhorst (2000, fig. 2).
2.2.2.1

In reverberant environments

Prior to work in this decade, only a handful of studies have examined the effect of
reverberation on the intelligibility of speech in a mixture (Hirsh, 1950; MacKeith and Coles,
1971; Plomp, 1976; Koehnke and Besing, 1996). We shall briefly discuss the findings of
Plomp (1976), who measured the intelligibility of speech with a masker in both reverberant
and anechoic conditions. In contrast to other studies, both speech and noise maskers
were used in these experiments. All of the conditions placed the target utterance directly
ahead of the listener at 0◦ , and in all but one condition the source-to-listener distance
was 1 m. In the anechoic condition, Plomp found that the spatial release from masking
speech was 4–5 dB, and as much as 6 dB with the masking utterance at 135◦ . As in the
anechoic experiments described above, there was still a spatial release from masking when
the masker was directly behind the listener of approximately 3 dB.
For the reverberant conditions, speech reception became more difficult for colocated sources
as the reverberation time increased. When the source-to-listener distance was increased
from 1 m to 2 m, the threshold increased further. The spatial release from masking (the
difference between performance for colocated sources and spatially separated sources)
was still present for all reverberation times, however, although it was smaller than in the
anechoic case. For a moderate reverberation time of 0.4 s, spatial release from masking
was approximately 3 dB at 135◦ , dropping to approximately 2 dB with the masker directly
behind the listener. For longer reverberation times of 1.4 and 2.3 s, the spatial release from
masking dropped to approximately 2 dB. And for the 2.3 s reverberation time and 2 m
source-to-listener distance, it dropped to about 1 dB. Notably, for the longer reverberation
times, spatial release from masking became approximately equal for all masker locations
aside from 0◦ .
Plomp’s results for the noise masker were very similar to those for the speech masker, but
with an offset of 3 dB. This offset meant that the masking speech needed to be 3 dB louder
than the masking noise to achieve the same level of intelligibility. This extreme similarity

2. Literature review

17

is somewhat curious and has been revised by subsequent studies. It could be a result of
the subjective methodology this study employed, in which the target-to-masker ratio was
adjusted until listeners indicated that they believed the intelligibility of the sentence to be
50%.
Culling et al. (2003) performed related experiments, measuring intelligibility in a variety of conditions. The target and masker were either colocated at 0◦ or at ±60◦ , were
either normally intonated, algorithmically modified to be monotonous, or algorithmically
modified to invert the pitch contour, and were either simulated in an anechoic room or a
reverberant room. They found that speech was more intelligible with natural intonation
and with spatial separation in anechoic conditions, but not in reverberant conditions. This
could be due to the relatively large source-to-listener distance (2 m) or relatively small
room (40 m3 in volume), both of which led to the low direct-to-reverberant energy ratio of
−10 dB. They also created the head-related transfer functions used in the experiment with
free-field microphones, creating only minimal interaural level differences, to eliminate any
advantage for one ear cause by different ILDs (the “better ear advantage”). The lack of ILD
might have interfered with listeners’ abilities to use localization cues in separation.
2.2.2.2

Based on perceived location

An interesting result in spatial release from masking is that sometimes a true spatial
separation is not necessary to release a target from masking, but only a perceived spatial
separation. This is done using the precedence effect, the fact that humans generally localize
a source based on its direct-path signal, described in more depth in section 2.3.2. Freyman
et al. (1999, 2001) take advantage of this effect to manipulate the perceived position of
the masking sound source without changing the amount of energy or the directions from
which it comes. In the experiment, sounds are delivered to subjects in an anechoic chamber
via two speakers, one directly ahead and one 60◦ to the right. For one type of stimuli,
which we will refer to as“precedence effect” stimuli, an utterance was played from both
speakers with a 4 ms delay between them. Because of the precedence effect, subjects
perceived the sound as coming from the direction of the leading speaker. The target
utterance was always presented so that it was perceived as coming from straight ahead.
Among other conditions, Freyman et al. (1999) examined the situation where both target
and masker were these “precedence effect” stimuli with the target in center-leading
presentation and the masker in either center- or right-leading presentation. When the
masker was speech-shaped noise, there was little difference in terms of intelligibility
between right-leading and center-leading masker presentation. When the masker was
speech, however, there was a significant improvement in intelligibility for right-leading
masker presentation compared to center-leading masker presentation. Even though the
spatial distribution of speech energy was identical, the perception of a spatial separation
was sufficient to improve intelligibility of the target.
Freyman et al. (2001) use the same experimental framework with a wider variety of
masking signals including modulated speech-shaped noise, a mixture of two utterances,
time-reversed speech, and speech in a foreign language the subjects did not understand.
They showed that the release from masking due to perceived spatial location was still
significant for non-noise stimuli, but that it was most pronounced in the situations where
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the target and masker were most similar. The difference between the masking properties
of speech and noise of the same root mean square (RMS) level will be discussed further
when we discuss informational and energetic masking in section 2.2.3.3.

2.2.3

Streaming

One explanation for the results of these experiments on perceived spatial separation
depends on the idea of streaming from auditory scene analysis (Bregman, 1990). Auditory
scene analysis theorizes that the incoming soundscape is segmented using certain cues into
small time-frequency fragments from the same “auditory object”. After these fragments
are formed, they are clustered with similar fragments using another, possibly different, set
of cues.
In vision, space is a primary dimension, in that images on the retina are arranged according
to the spatial position of objects in the world. In hearing, space is a computed dimension,
arising from later processing of the signals from the two ears, while time and frequency
are primary dimensions available at the very periphery of the perceptual system. The
next sections discuss experiments that aimed to determine spatial hearing’s influence on
the initial formation of fragments and on the later streaming of fragments into auditory
objects.
2.2.3.1

Source segmentation using spatial cues

A number of experiments have examined the role of space as a primary cue in auditory
scene analysis. They have generally found that basic spatial cues like ITD and ILD only
help segmentation weakly, but that perceived spatial location provides a strong cue for
streaming (Darwin and Hukin, 2000a). Instead, spectro-temporal sound structure cues
are thought to be the primary cues for segregation. These include common onsets and
offsets, harmonic structure and continuity over time. Higher-order features are thought
to be used to group segments together over time. These include timbre, pitch, vocal tract
length, perceived location and even word identity, grammatical structure, and semantics
(Shinn-Cunningham, 2008; Darwin, 1997).
According to Brown and Palomäki (2006), the idea that segmentation might occur before
localization was first proposed by Woods and Colburn (1992) and pursued by Hill and
Darwin (1996). Their hypothesis was that localization could be performed by pooling
ITD over frequencies that other cues determined to be from the same source. These
experiments involved presenting to subjects tone complexes with various combinations of
cues, including binaural cues, and determining whether one or two objects were formed.
They found that ITD alone was not sufficient to segregate concurrent sounds. These results
have since been qualified by Darwin and Hukin (1999), who show that this isn’t the case
for more complex sounds.
Another experiment along these lines was reported by Culling and Summerfield (1995). In
this experiment, four bandpass noise stimuli were used to simulate the first two formants
of four vowels. Depending on their grouping, subjects would hear either “ah”+“ee” or
“oo”+“uh”. The authors showed that subjects were able to recognize these vowels when
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a pair of formants was played exclusively to each ear over headphones. They were also
recognizable when one pair of formants was coherent at the two ears and other was
incoherent at the two ears. They were not recognizable, however, when pairs of formants
shared their ITD in headphone presentation. These results imply that ITD does not allow
the grouping of simultaneous signals.
The conclusion that this failure of ITD to facilitate segregation over headphones implies
the failure of all spatial cues to facilitate segregation was qualified, however, by Drennan
et al. (2003). They showed that when the same stimuli were presented in free-field listening
conditions, the vowels were recognizable above chance levels. They also showed that they
were recognizable from headphone presentation of these stimuli using full head-related
transfer functions, which included ILD information. The authors hypothesize that the
difference in performance might have come from the introduction of ILD cues, which
would be more effective at cuing the location of the highest formant at 2 kHz, although
this experiment did require much more training of the subjects (on the order of 30 hours
each), and showed a wide inter-subject variability.
2.2.3.2

Source streaming using spatial cues

A number of papers have examined the role of higher-level cues in the streaming process
(Darwin and Hukin, 1999, 2000a; Freyman et al., 2001; Brungart, 2001; Hawley et al., 2004).
This process is tied to the idea of auditory attention (Ihlefeld and Shinn-Cunningham,
2008; Kidd et al., 2005a), which is thought to act on fragments already segmented from
the incoming soundscape, and is thus involved in the streaming process. Ihlefeld and
Shinn-Cunningham (2008) found that when attention is not focused on location, but on
timbre, spatial separation still improves the segmentation of the incoming audio. When
attention is focused on location, spatial separation improves both the segmentation and
the selection of the proper segments.
Darwin and Hukin (1999, 2000a) studied the role of ITD, vocal tract length, and prosodic
cues in streaming key words into cue sentences. In later work, Darwin and Hukin (2000b)
performed the same experiment again, but in the presence of reverberation. In anechoic
listening, pitch and other prosodic cues were not strong enough to override an interaural
time difference of 91 µs, but when combined with a vocal tract length difference of ±15%,
they were able to override an ITD of 181 µs. In reverberation, however, listeners were less
able to use ITD in streaming. Although they were able to use large ITDs to some extent,
the vocal tract and prosodic cues were more robust to reverberation.
Brungart (2001) found that for diotic (same sound to both ears) mixtures of two speakers,
intelligibility was highest for a speaker of the opposite gender, lower for a speaker of
the same gender, and lowest for other utterances from the target speaker. Hawley et al.
(2004) measured the binaural benefit of attending to speech with different types of maskers,
and found that this benefit was larger for speech and time-reversed speech than for noise
or speech-modulated noise. This result could be due to the release from informational
masking in the case of speech, but not noise. Similarly, Freyman et al. (2001) found that the
spatial release from masking was largest for speech in a language the subjects understood,
smaller for speech in a language they didn’t understand or time-reversed speech, and
smallest for speech-shaped noise or speech-modulated noise, i.e. the interference power of
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the masker tracks its similarity to the target speech. From a different perspective, at some
level the maskers are all equivalent when they are spatially resolvable from the target, but
as they become spatially inseparable from the target, their interference depends on their
similarity to the target speech.
2.2.3.3

Informational masking

As mentioned previously, spatial release from masking is larger for a speech masker than
for a noise masker. This is one phenomenon in a set of phenomena referred to collectively
as informational masking (Durlach et al., 2003; Kidd et al., 2007). Masking in general is
the effect that one signal has on another to decrease the fidelity of its perception. In the
situations we consider here, this means that it interferes with the intelligibility of speech.
The energetic masking of speech by stationary noise is a result of the noise blotting out
the energy of the target signal, an effect which occurs at the peripheral auditory system.
Informational masking, however, is defined as any masking that is not a result of energetic
masking and by definition occurs higher up the processing chain. Because of this negative
definition, there are likely a number of different effects currently grouped under this label.
There is one effect in particular that will be briefly discussed here, namely errors in
streaming of segments of sounds. The type of errors subjects typically make when asked
to attend to one speaker in a mixture of colocated speakers typically involve reporting
information from the interfering speaker as opposed to random choices from those available
(e.g. in a multiple-alternative forced-choice task). This has been shown for monaural
listening with two speakers (Brungart, 2001) and for binaural listening (Ihlefeld and ShinnCunningham, 2008; Kidd et al., 2005a). This is less the case with non-native speakers of a
language, however (Cooke et al., 2008). The implication of this result is that the short-term
segregation process is functioning in these conditions, but the streaming together of these
segments is failing.
Progress has been made towards studying both energetic and informational masking in
isolation. Brungart et al. (2006) attempted to isolate energetic masking using the ideal
binary mask, an idea originally from the automatic speech separation literature (see
section 3.2 for further discussion). In this experiment, a mixture of 2–4 speakers was
masked with the ideal binary mask for the target speaker and the intelligibility of the
resulting separation was measured. The ideal binary mask was created by selecting all of
the time-frequency points in the spectrogram for which the target source was a certain
amount louder than the combination of the other sources. Their results showed that
intelligibility was close to that of the target alone when the target-to-interference ratio was
between −12 and 0 dB and dropped off outside of that region. Further experiments have
shown, however, that this intelligibility gain includes more than just an elimination of
energetic masking. In particular Wang et al. (2008) show that applying an ideal binary
mask to only noise still yields quite intelligible results. Because the speech is intelligible
with effectively infinite “energetic masking”, additional information must be present in the
shape of the mask itself.
Informational masking is more easily isolated. Using a cochlear implant front end, Arbogast
et al. (2002) divided speech utterances into a number of frequency sub-bands. They
compared the spatial release from purely informational masking with that from combined
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informational and energetic masking when speech was masked by either another speaker
or speech-shaped noise. In the purely informational masking condition, different utterances
were assigned to disjoint sets of sub-bands. Because the utterances did not overlap in
frequency at all, no energetic masking could occur. In the energetic-plus-informational
condition, both signals were presented in the same bands. They found that for 50%
intelligibility, spatial release from the informational masking was 18 dB for the speech
masker, while it was less than 10 dB for the noise masker in both the informational and
energetic-plus-informational masking conditions. This implies that spatial release from
informational masking is larger for speech than for noise, and that informational masking
and energetic masking for noise have approximately equivalent effects.
This experiment was extended to include the effects of reverberation by Kidd et al. (2005b).
They found that when the masking was primarily energetic, reverberation decreased
the spatial release from masking from 8 dB to 2 dB. When the masking was primarily
informational, the spatial release from masking remained at 15–17 dB regardless of reverberation. This implies that while spatial release from energetic masking can be degraded by
reverberation, spatial release from informational masking is more robust to reverberation.

2.2.4

Summary

While its precise causes and consequences are still actively being investigated, it is clear
that binaural hearing makes speech more intelligible in reverberation and in conditions
where a target is spatially separated from maskers. Reverberation makes source separation
more difficult, although it is more detrimental during monaural listening than binaural.
Spatial cues appear to be involved less in the formation of segments of audio from one
source than in the assembly of these segments into “auditory objects”.

2.3 Human localization performance
Localization of sound by human listeners has been studied extensively for over 100 years.
This section discusses only the points that are relevant to subsequent chapters including
localization in anechoic environments, which has been very well studied; localization
in adverse conditions, which has been well studied for certain conditions; and models
of human sound localization. For a more complete treatment, the interested reader is
directed to (Middlebrooks and Green, 1991; Grantham, 1995; Durlach, 2005; Stern et al.,
2006; Blauert, 1997).
Before describing these results on localization, we briefly discuss the coordinate system
used for discussing these results. This work uses the interaural coordinate system (Algazi
et al., 2001b), shown in figure 2.3(a), which has symmetries similar to those of human
auditory physiology. A point’s position is specified by its elevation, azimuth, and range.
In addition, some important features of this coordinate system are shown in figure 2.3(b):
the interaural axis and the median, horizontal, and frontal planes.
Elevation is the angle between the horizontal plane and a point’s projection onto the
median plane. Azimuth is the angle between the a point’s projection onto the plane at
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(a) Interaural polar coordinates

(b) Important features

Figure 2.3: The geometry of localization. A source is located at elevation φ
and azimuth θ. Lines on the head show contours of constant azimuth and
elevation.
that elevation that passes through the interaural axis and the median plane. Elevation
measures the vertical angle of a point, ranging from 0◦ ahead, to 90◦ above, to 180◦ behind
the listener. Below the listener is an elevation of both 270◦ and −90◦ . Azimuth measures
the lateral angle of a point, ranging from 90◦ along the interaural axis to the right of the
listener, to −90◦ along the interaural axis to the left of the listener. A surface of constant
azimuth in this coordinate system defines a cone coaxial with the interaural axis.
Humans can localize sounds to varying degrees in azimuth, elevation, and distance. To
a first order approximation, different cues are used for each dimension. Azimuth uses
interaural time and level differences, as described by Lord Rayleigh a century ago (Strutt,
1907), elevation uses pinna cues, and distance uses a combination of direct-to-reverberation
ratio, sound level, and high-frequency content (Grantham, 1995). The spatial resolution in
azimuth or elevation of the auditory system is typically measured in terms of the minimum
audible angle (Mills, 1958), which Blauert (1997) refers to as localization blur. This is
the smallest angle separating two sources of the same sound that subjects can reliably
discriminate.

2.3.1

Localization of a single source in an anechoic environment

Localization in azimuth (with which we are primarily concerned in this work) is based
mainly on interaural time and level differences. Listeners tend to use ITD for frequencies
up to 1–1.5 kHz, and ILD for frequencies above 4 kHz (Wightman and Kistler, 1992). Mills
(1958) and Stevens and Newman (1936) showed that azimuthal localization performance is
worse for tones between 2 and 4 kHz than at higher or lower frequencies, and that the ITD
and ILD cues are both weak in that region.
In the best case, for a wideband source directly in front of the listener in anechoic conditions,
azimuthal resolution can be as low as 1◦ . Makous and Middlebrooks (1990) found that
averaged across listeners and conditions, this resolution was approximately 2◦ . Localization
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resolution falls off for sources away from the median plane to approximately 10◦ for sources
at 75◦ azimuth (Mills, 1958). Klumpp and Eady (1956) found that for wideband stimuli,
the just-noticeable difference of ITD itself was about 10 µs. They found it to be similar for
a 1 kHz tone, but much larger for tones much higher or lower.
Localization in elevation is mainly enabled by cues from the pinnae (outer ears), the folds
of which create elevation-dependent filtering of incoming sounds (Roffler and Butler, 1968).
It depends primarily on high frequencies, and although there is some debate over the lower
cutoff frequency for these cues, Middlebrooks and Green (1991) estimate that frequencies
above 4 kHz are important. Butler and Humanski (1992) showed that for sources off of the
median plane, listeners also use interaural level and time differences to localize in elevation.
Listeners learn to hear with their particular pinnae, and listening through headphones to
a simulation using another person’s pinnae leads to an increase in front-back and other
confusions (Wenzel et al., 1993). Roffler and Butler (1968) found that filling in the folds
of the pinnae prevented subjects from localizing sounds in elevation, although azimuthal
localization was not affected. Hofman et al. (1998) found that listeners were able to relearn
localization in elevation after several weeks of wearing molds that modified their pinnae,
and were instantly able to localize sounds in elevation after the molds were removed.
(Grantham, 1995) reports that in the median plane localization in elevation is accurate
to about 4◦ . Makous and Middlebrooks (1990) found that averaged across listeners and
conditions, this localization blur was approximately 3.5◦ . This localization blur increases
to 10◦ or more for sources slightly behind the vertical (Blauert, 1997, Fig. 2.5). Makous
and Middlebrooks (1990) found that for some rear directions combined azimuthal and
elevational localization blur was as high as 20◦ . Mills (1960) showed that the just noticeable
difference in interaural level between two tones was between 0.5 and 1 dB.
Localization in distance is enabled by the direct-to-reverberant energy ratio, the source
intensity, and the high frequency content of a signal (Grantham, 1995). The direct-toreverberant ratio provides a cue to absolute distance in reverberant environments, as it
decreases with increasing source-listener distance (Mershon and Bowers, 1979). Intensity
aids distance perception because the energy in the direct-path signal decreases by 6 dB
for each doubling of distance. Coleman (1968) found that subjects judged clicks with
more high-frequency content to be closer to them, possibly because of the slight low-pass
characteristic of air (Coleman, 1968), which could provide a cue for distance judgment
over long distances. The familiarity of a source can transform a relative distance cue
like intensity or high-frequency content into an absolute distance cue (Grantham, 1995;
Mershon and Bowers, 1979).
Middlebrooks and Green (1991) discuss the possibility of localization with interaural phase
and time differences for higher frequencies. While it does not appear that humans use these
cues in such circumstances, it is possible that other animals might. Even though humans
are only sensitive to interaural phase differences for sinusoids up to about 1.5 kHz, Rose
et al. (1967) showed that there is significant phase coding in the auditory nerve of other
primates up to 5 kHz. Moiseff and Konishi (1981) showed that the barn owl is sensitive
to interaural phase differences for frequencies up to 7 kHz. At those frequencies, and
because of the distance between the owl’s ears, the IPD of a single tone is an ambiguous
cue to localization, but IPDs at two frequencies provides enough information for the owl to
resolve this ambiguity and infer an ITD (Knudsen, 1984; Middlebrooks and Green, 1991).
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Another cue that is thought to be used in spatial perception is interaural coherence. Faller
and Merimaa (2004) showed that cues from time-frequency regions of high interaural
coherence provide more reliable localization than cues from other regions. Coherence
can be used in this way to discriminate time-frequency regions dominated by direct-path
signal as opposed to incoherent reverberation. Gabriel and Colburn (1981) showed that
humans listeners are sensitive to changes in interaural coherence, much more so for high
coherence signals than for low coherence signals. Coherence is measured on a scale from
0.0 to 1.0, and they found the just-noticeable difference for high-coherence signals to be
0.02, as compared to 0.3–0.4 for low coherence signals.

2.3.2

Localization in adverse conditions

Localization in reverberant environments has not been studied as thoroughly as localization
in anechoic environments. In one early study, Hartmann (1983) measured subjects’ ability
to azimuthally localize sounds when sitting 12 m from a set of loudspeakers in a concert
hall. He showed that reverberation did not affect the localization of tones with onset
transients, which could be localized with an RMS error of about 3◦ , but that it made
localization of tones with slow onsets nearly impossible. Broadband noise turned on slowly
in the same way was localizable with a similar accuracy, although less so as the amount of
reverberation increased.
Many more psychoacoustic experiments have examined the so-called precedence effect
(Wallach et al., 1949), although these experiments typically only involve a direct-path sound
and a small number of echoes, often just a single echo. The precedence effect involves a
number of observations about localization in the presence of echoes, notably that early
echoes are perceived as fused with the direct-path signal into a single auditory percept and
the location of that percept is the location direct-path percept alone (Litovsky et al., 1999).
The fusion of impulses into a single percept has been shown to build up over time, and
will break down if certain characteristics of the leading and lagging stimuli are changed
suddenly, and then build up again gradually (Clifton, 1987).
Localization accuracy has also been studied with multiple simultaneous sources. Good
and Gilkey (1996) asked listeners to localize a square-wave stimulus in the presence of
broadband noise. They found that localization accuracy decreased as SNR increased,
but that some dimensions of localization were much more sensitive to the interference
than others. In particular, at lower SNRs, listeners tended to make more front-back
confusions, and localization in elevation was less accurate. Localization in azimuth was
practically unaffected until the sound source was inaudible. Because it used an absolute
localization task instead of measuring a minimum audible angle, and because of the coarse
quantization of locations, Good and Gilkey (1996)’s results are quantitatively different
from others discussed in this section. For localization in azimuth, RMS errors were
approximately 12◦ in quiet, 18◦ at 0 dB signal-to-noise ratio (SNR), and almost 40◦ at
−10 dB SNR. For localization in elevation, RMS errors were approximately 18◦ in quiet,
28◦ at 0 dB, and slightly less than 40◦ at −10 dB SNR.
More apropos to this work is the human ability to localize speech heard simultaneously
with other speakers. Hawley et al. (1999) found that azimuthal localization is still accurate
when listening to a mixture of three competing sentences and that intelligibility of speakers
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in a mixture was not limited by localization ability. These localization results were similar
to those of Good and Gilkey (1996) in that the localization task was an absolute task with
coarse quantization. Also similar in task and in results was Yost et al. (1996), who found
that listeners could localize up to three simultaneous speakers, even when listening to
signals recorded at the ears of a KEMAR dummy head.

2.3.3

Models of human sound localization

Two main models of binaural localization have been extensively tested against the classic
psychoacoustics literature, which was mainly concerned with headphone presentation of
tones and noise. These are the cross-correlation model (Jeffress, 1948) and the equalizationcancellation (EC) model (Durlach, 1963). Many book chapters discuss these models in
great depth and the interested reader is directed to (Stern et al., 2006; Stern and Trahiotis,
1995; Colburn and Kulkarni, 2005; Braasch, 2005).
The model of Jeffress (1948) and models derived from it localize sounds in azimuth using
coincidence detection or cross-correlation. Jeffress proposed a neural mechanism for
lateralization where individual neurons are coincidence detectors sensitive to particular
interaural delays and the population of neurons can estimate the most likely delay. Sayers
and Cherry (1957) were the first to attempt to relate this lateralization explicitly to the
cross-correlation of the signals at the two ears, specifically using a running cross-correlation.
Colburn (1973) instead based his model on the running cross-correlation of the signals
as they would be represented on the auditory nerve, after having been processed by the
peripheral auditory system. Most notably, this requires separate cross-correlations at
different frequencies. Stern et al. (1988) further extended the model to include an explicit
mechanism for converting cross-correlations into subjective judgments of laterality and
added a coincidence mechanism to detect ITDs that were consistent across a number of
frequencies.
The equalization-cancellation model was developed to explain the results of binaural
detection experiments like those of Licklider (1948) performed over headphones with
sinusoids in noise (Stern et al., 2006). The model proposes that the signal from one ear
is equalized in amplitude and delay and then subtracted from the other signal to cancel
the interfering source, hopefully revealing the target. This process is subject to internal
noise and limitations on the accuracy of the equalization process, allowing it to render
quantitative predictions. In the classic binaural detection experiment, when a sinusoid and
white noise are both presented identically to the two ears, the sinusoid is detectable only
at much higher levels than when it is inverted at one ear while the noise is still identical
at both ears. The EC model predicts that in the first case the noise cannot be canceled
without also canceling the sinusoid, whereas in the second case the noise can be canceled
without affecting the sinusoid. This method can only be directly applied when a single,
coherent noise source is present and fails in reverberation. It is similar to certain blind
source separation systems in this way, as described in section 2.4.2.
A model that combines aspects of both the EC and cross-correlation models is that of
Breebaart et al. (2001a,b,c). It uses a cancellation model but in a Jeffress-like coincidence
framework. For each frequency band, the cancellation is performed at many interaural
time and level differences simultaneously, creating a two-dimensional grid of responses.
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The point or points at which the response is minimal, i.e. cancellation is maximal, provides
an estimate of the interaural time and level differences.

2.3.4

Summary

Human localization performance is quite accurate, especially when the target sound
is broadband or impulsive. It is relatively unaffected by reverberation and concurrent
interfering sound sources. Although the classic models of human sound localization make
accurate predictions for anechoic stimuli, they need to be developed further to make similar
predictions in reverberation.

2.4 Separation systems
Many source separation algorithms have been proposed in the literature, although none of
them can sufficiently separate a target speaker from a reverberant mixture well enough
to restore automatic speech recognition performance to its levels in quiet. This section
describes some of these approaches and their performance and limitations in reverberation. The broad categories of systems described include microphone arrays, blind source
separation and independent component analysis, which typically utilize more than two
microphones; monaural separators and strong prior models of speech and robust speech
recognition, which typically utilize only a single microphone; and finally binaural computational auditory scene analysis (CASA) systems, which are most similar to this work,
involving a pair of microphones. References to reviews of each of these topics are given in
the appropriate sections, but for general overviews please see Weiss (2009, Chap. 2) and
Brown and Palomäki (2006).

2.4.1

Microphone arrays

Initially developed for radar, sonar, and seismology applications, microphone arrays allow
for accurate and powerful localization and separation of signals based on their direction
of arrival. These initial applications were mainly concerned with narrowband signals, i.e.
the bandwidth of the signal of interest was much smaller than its center frequency. When
adapting microphone arrays to speech applications, however, these techniques had to be
generalized to wideband signals, as even highly bandlimited telephone speech covers more
than 4 octaves from 300 Hz to 3000 Hz.
The simplest narrowband beamformer is the delay-and-sum beamformer. When a microphone array is arranged in a linear structure, sound from a far away target source at a
particular angle relative to the array arrives at each microphone in turn, delayed by an
amount proportional to the distance between the microphones and dependent on the angle.
By applying appropriate delays, all of the advanced signals can be brought into alignment
in time, and summing them cancels out uncorrelated noise.
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While the delay-and-sum beamformer can be applied to wideband signals, the width of
the beam depends on the size of the array, measured in wavelengths, and so is frequencydependent. This means that an off-axis wideband signal will not be rejected entirely, but
only at certain frequencies, causing a net filtering effect. To remedy this problem, various
array designs have been proposed, and Ward et al. (2001) describe a general design theory
for constant beamwidth arrays. This theory treats space as a continuous quantity when
constructing the array and only samples it with actual microphone positions at the very
end. Additionally, instead of using a delay-and-sum technique, it uses the more general
filter-and-sum technique, where for a given target direction each microphone is processed
by a finite impulse response filter to impose an appropriate frequency-dependent delay.
These beamformers depend only on the position of a target source and are dependent
on the calibration of the array while not being able to take advantage of the position of
interfering sources. Adaptive beamforming methods address some of these shortcomings
by focusing on both passing the target signal and rejecting unwanted interference and are
less sensitive to array calibration. A narrowband adaptive beamforming technique was
first introduced by (Capon, 1969) for use with seismic data. This method aims to pass
signals coming from the “look” direction unmodified while minimizing the total output
power, which has the effect of canceling signals from all non-look directions. While this
method was successful, it involved a matrix inversion that was computationally expensive
and numerically sensitive.
A wideband generalization of Capon’s adaptive beamformer was introduced by Frost
(1972), which applies an adaptive filter to each microphone signal, allowing frequencydependent directional cancellation. This method was slow to converge and an improvement
on it was presented by Griffiths and Jim (1982), which transformed the linearly constrained
minimum variance problem into a constraint-free minimization, known as the generalized
sidelobe canceler. This method is still slow to converge, but is simpler than Frost’s method
and has become the most common adaptive beamformer (Feng and Jones, 2006).
Because of their linearity, all of these algorithms can be thought of as steering nulls in
space. Some of them can direct these nulls independently at different frequencies. This
property is due to the fact that at each frequency, microphones are combined with gains
and delays, making them equivalent to a finite impulse response filter, i.e. an all-zero filter.

2.4.2

Blind source separation

Adaptive beamformers can be considered one class of solutions to the general problem
of blind source separation (BSS) (Douglas, 2001; Pedersen et al., 2007). The term “blind”
serves to emphasize that neither the signals nor the mixing system (array parameters)
are known by the separator. While beamforming focuses on the spatial qualities of the
sources, independent component analysis (ICA) is another class of BSS algorithms that
take advantage of the statistical properties of the signals themselves.
ICA was first proposed by Bell and Sejnowski (1995), who focused on solutions to the
instantaneous mixing problem, i.e. the measured signals were assumed to be noiseless
linear combinations of a set of input signals. By optimizing appropriate signal-dependent
criteria, the original signals could be unmixed from one another up to an arbitrary scaling
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and permutation of the sources. Many overviews of ICA have been written, the interested
reader is referred to (Hyvärinen, 1999; Choi et al., 2005).
Because acoustic mixtures tend not to be instantaneous, but include delays and convolutions with spatial impulse responses, Smaragdis (1998) proposed applying ICA to
individual frequency bands of spectrograms instead of directly in the time domain. Thus
any delays or convolutions that were shorter than the window used to calculate the spectrogram were transformed into phase modifications and instantaneous ICA could still be
applied. Solving a separate ICA problem in each frequency leads to the so-called source
permutation problem, in which the wideband signals must be reconstructed by combining
the appropriate narrowband separations. Many methods have been proposed to resolve
this problem including comparing the envelopes of the separated narrowband signals
(Ikeda and Murata, 1999), using the spatial location of the narrowband signals (Saruwatari
et al., 2001), and a combination of the two (Sawada et al., 2004).
BSS has also been generalized to longer convolutions using a number of approaches.
Pedersen et al. (2007) provide an excellend overview. Convolutive BSS systems take
advantage of both spatial and signal-based properties of sound mixtures. One particular
example of a convolutive ICA system is Triple-N ICA for Convolutive mixtures (TRINICON)
(Buchner et al., 2004). It takes advantage of the non-whiteness, non-stationarity, and nonGaussianity of speech to estimate a convolutive unmixing system. Extensions of this work
have been published in (e.g. Buchner et al., 2005; Aichner et al., 2007) and will be discussed
in chapter 5.
All of the microphone array and BSS techniques discussed so far can only separate sources
from so-called overdetermined mixture conditions. This means that there are at least as
many microphones as there are sources to be separated. They cannot separate sources from
underdetermined mixtures where there are more sources than microphones. In this work,
we present methods designed for separating sources from underdetermined mixtures, as
humans are able to do.

2.4.3

Speech models and monaural speech separation

When some information about the target signal is known, it is possible to improve separation performance. Such information is especially important in the most underdetermined
mixture possible, a monaural mixture, i.e. a single-microphone recording of multiple sound
sources.
In the speech recognition literature, speech is modeled using a hidden Markov model
(HMM) in which each state represents a small piece of a phoneme and hundreds of
thousands of these small pieces are strung together in a very sparse network. The acoustical
model at each state captures much of the variability in the instantiation of any particular
observation while the network captures constraints at the acoustic, phonemic, word, and
language levels. The transcript generated by a speech recognizer depends on the path that
a particular utterance traverses through this network of connections.
Because speech enhancement and source separation systems do not need to generate a
transcript, they have more freedom in the models that they use. Many ignore temporal
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constraints altogether and focus simply on modeling the acoustic observations with Gaussian mixture models (Kristjansson et al., 2004; Reddy and Raj, 2004; Roweis, 2003). Others,
however take advantage of at least simple temporal constraints (Ephraim et al., 1989; Varga
and Moore, 1990; Gales and Young, 1996; Weiss and Ellis, 2007; Reyes-Gomez et al., 2004).
Early approaches to model-based source separation focused on speech recognition in the
presence of noise (Varga and Moore, 1990; Gales and Young, 1996). Varga and Moore (1990)
proposed the use of factorial hidden Markov models, in which both the speech and the
noise are modeled with an HMM and observations are compared to the joint state space of
both models. They also proposed the use of the so-called log-max approximation, which
approximates the sum of two signals’ power (measured in dB) as the maximum of the
two. Gales and Young (1996) use a similar approach known as parallel model combination
with explicit speech and noise models. This technique allows their system to increase
the vocabulary of their system from 10s of words to 1000 words. Another early system,
Ephraim et al. (1989) focused on speech enhancement instead of recognition by alternately
estimating parameters for speech and noise models.
More recently, authors have been able to relax temporal constraints by using more complicated models of the interaction of the mixed signals (Kristjansson et al., 2004) or by
using clever pruning techniques to make larger models tractable (Roweis, 2003). HMMs
with larger state spaces can also be used if inference is carried out in separate frequency
bands and coupled using a loopy belief propagation algorithm (Reyes-Gomez et al., 2004).
And more complex speaker models can be used if parameters only need to be learned in
a lower-dimensional parametrization (Weiss and Ellis, 2007). Larger speech models can
also be combined with microphone array processing to improve speech separation (Attias,
2003).
Finally, Hershey et al. (2009) show that a system using the sophisticated observation
combination technique of (Kristjansson et al., 2004) along with temporal constraints both on
the short-term acoustic scale and the long-term word and grammar scale, can outperform
humans in certain circumstances. In particular, they outperformed human subjects in the
monaural speech separation challenge (Cooke et al., 2009), which used a very constrained
grammar. By limiting their recognizer to that grammar, Hershey et al. (2009) were able to
achieve an error rate of 21.6% compared with the human error rate of 22.3%.

2.4.4

Missing data speech recognition

While many of the previous systems integrated the speech separation process into the
recognition process, another research track has explored the recognition of speech from
incomplete observations of an utterance (Raj et al., 2000; Cooke et al., 2001; Raj et al., 2004;
Palomäki et al., 2004; Kolossa et al., 2005; Barker et al., 2005). These systems, known as
missing data speech recognizers, are typically used in tandem with other source separation
algorithms, which provide an estimate of the specific times and frequencies that belong to
the target source.
Three approaches to the process of missing-data speech recognition have been proposed
based on the idea that a time-frequency mask of reliability is available for the target speech.
The first reconstructs the speech in the regions of the spectrogram that are determined
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to be unreliable (Raj et al., 2000, 2004). The second computes the mel frequency cepstral
coefficients of the corrupted speech while converting uncertainty in the spectral domain
into the cepstral domain (Kolossa et al., 2005). The final method performs recognition only
on the reliable regions of the spectrogram while taking into considering constraints on
unobserved parts of the target signal created by observed parts of the interfering noise
(Cooke et al., 2001; Palomäki et al., 2004; Barker et al., 2005).

2.4.5

Binaural CASA systems

Many systems have been proposed to take advantage of the cues that humans use to
perform “auditory scene analysis” (Bregman, 1990) in a process referred to as computational
auditory scene analysis (CASA). While many CASA systems were monaural, a few have
been binaural. These typically combine ideas of source localization with time-frequency
masking, as our system does.
Perhaps the earliest was presented by Lyon (1983), who proposed using the cross-correlation
of the outputs of binaural cochlear filterbanks to localize and separate sounds. The system
was very computationally intensive at the time, and he was only able to run it on a single
200 ms example. It was able to separate a vowel sound from an impulsive sound and their
attendant reverberations, although because the microphones were very close together there
was little problem with the multimodality of the narrowband cross-correlations.
A similar system was proposed by Bodden (1993) that additionally included a model of
interaural level difference. After estimating the azimuth of each source, it derived a soft
mask for separating the target source from interference. According to Brown and Palomäki
(2006) this system did not perform well in reverberation because strong early reflections
were classified as separate sources. An extension of this work that uses interaural coherence
to distinguish between direct-path and reverberant sounds is described by Kollmeier et al.
(1993) and Wittkop et al. (1997). Aoki and Furuya (2002) have extended these systems
further to explicitly model of the dependence of IPD and ILD on direction and weighting
binaural cues by their reliability. (Liu et al., 2001; Palomäki et al., 2004) are in this vein as
well.
While these systems may perform relatively well and include many ideas related to
MESSL, their construction is rather heuristic. chapter 3 examines the problem from a more
statistically-minded point of view, on which MESSL is based.

2.4.6

Summary

Many systems have been presented to approach the problem of understanding or isolating
speech in noise. These systems run the gamut from very plausible binaural systems
to exercises in linear algebra. Many place limitations on the number of sources that
they can separate based on the number of microphones available, although this is not a
problem for time-frequency masking techniques. Many are tuned for a particular type of
noise or signal and fail for other signals, although this is not a problem for systems that
model the interaural parameters instead of the signals directly. Many are not robust to
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reverberation or coherent reflections, although this is not a problem for systems that place
looser restrictions on the relationships between frequencies.

2.5 Localization systems
While many localization systems have been developed in the radar, sonar, and seismology
communities, they typically rely on large arrays of sensors. Because in this work we
are concerned with the localization and separation of sources using only two sensors,
we will not devote much space to these array techniques. A two-sensor array limits the
performance of classical localization techniques as do reverberation and interfering sources.
Two-microphone methods almost exclusively focus on localization in azimuth, ignoring
elevation and distance.
When only two microphones are available, cross-correlation is a popular localization technique. Systems based on cross-correlation are similar to the models of binaural localization
described in section 2.3.3. In particular, cross-correlation has been studied extensively as
a method for machine localization of sounds as well. Knapp and Carter (1976) describe
the generalized cross-correlation (GCC) framework in which a number of localization
algorithms fit. These methods produce point estimates of the time delay between two
microphones by including a weighting function in a cross-correlation calculation. Under
the assumption of uncorrelated, stationary, Gaussian sources, the maximum likelihood
estimate of the delay fits into this formulation. Another particularly useful localization
algorithm in this framework is the Phase Transform (PHAT), which whitens the two signals
before cross-correlating them to provide a more sharply peaked correlation. While these
methods generally perform well in uncorrelated noise, reverberation leads to increased
bias, variance, and spurious detections (Champagne et al., 1996).
Aarabi (2002) extended this method to the localization of multiple speakers by calculating
point estimates of source localization using the generalized cross-correlations on small time
scales. These estimates are then pooled together over longer time scales in a histogram
and the peaks of that histogram can be used in localizing multiple simultaneous sources.
The rationale behind this two-stage approach is that each source will dominate the GCC
performed in some of the frames at the shorter time scale. While this is typically the case
for speech, it may work less well when sources overlap more in time, but less in frequency
as in certain musical signals. Empirically, this technique also works well in reverberation.
A method that is very similar to our own is presented by Nix and Hohmann (2006) and
based on histograms of interaural phase and level differences. Their system was able to
successfully localize sounds in azimuth and elevation in the presence of realistic noise
conditions, although the target speech was anechoic. While our own method is parametric,
Nix and Hohmann (2006) use nonparametric estimates of source parameters, which can be
more accurate, but require much more data to build.
One more binaural localization system worth mentioning is that of Wilson and Darrell
(2006), which learns in a data-driven way to predict the reliability of localization cues in
time-frequency regions of a signal from the magnitude spectrum. By passing the same
signal through a large number of simulated room impulse responses, the reliability of
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localization cues can be estimated. A regression of this reliability on the magnitude
spectrum learns filters that can predict this reliability from novel speech. The predictors
that the system learns show features of the precedence effect, in that both broadband
power and an onset localized in frequency lead to higher predictions of reliability. While
this reliability predictor was used for localization, it is related to those that are used for
separation in missing data speech recognition discussed in section 2.4.4.
Microphone array techniques Dibiase et al. (2001) categorizes microphone array localization techniques as belonging to either cross-correlation or time-delay methods, steered
response power (SRP) systems, or high-resolution spectral estimators. Cross-correlation
methods have already been discussed, but it should be noted that with N microphones,
cross-correlations can be performed between all N ( N − 1)/2 microphone pairs and then a
physical location can be determined intersecting the set of hyperbolas generated by these
time differences.
Localization methods based on the steered response power are more computationally
intensive, but tend to be more robust to reverberation and to be able to extract more
information out of the same number of observations (Dibiase et al., 2001). In these
methods, a microphone array is steered to search for the point in space with the most
power. These methods typically assume that the target and interference sources’ spectra
are known and that there is no reverberation, although Dibiase et al. (2001) describe their
own SRP-PHAT algorithm, which is robust to reverberation. In the two-microphone case,
SRP reduces to a simple cross-correlation.
The final class of microphone array localization algorithms are the high-resolution spectral
estimators, including MUSIC (Schmidt, 1986) and ESPRIT (Roy and Kailath, 1989). These
methods analyze the eigen-structure of the matrix of spatial correlations between microphones and with N microphones can localize N − 1 sources. Correlated noise from early
reflections tends to distort the correlation matrix, leading inaccurate localization. These
algorithms were originally designed for narrow-band signals, but have been extended, at
much greater computational expense, to wideband signals.

2.6 Summary
This chapter has provided some background on the tasks of sound source separation
and localization. Humans perform well at these tasks, especially in interfering noise and
reverberation. Automatic systems have just started to reach comparable performance on
very limited versions of these tasks.
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Statistics of interaural parameters
This chapter presents an overview of the behavior of the signals in the source separation
problem. Section 3.1 builds on an extended example of two signals mixed in reverberation
and examines the interaural parameters of each of the sources in isolation and in the
mixture. It explains the beginnings of the model of interaural parameters that will be used
in subsequent chapters and it examines the effect that reverberation and early echoes have
on the interaural parameters of individual sound sources. Section 3.2 describes a number
of source separation masks that can be derived from pre-mixed sources, each of which
can be considered optimal in some sense. These masks will also be used in evaluations in
subsequent chapters.

3.1 Interaural cues
As discussed in section 2.3, humans use a number of cues for localizing sound sources,
namely the interaural time and phase differences, the interaural level difference, the
direct-to-reverberant ratio, spectral cues from the outer ears (pinnae), and the coherence
of the signals at the two ears. This work focuses on the interaural time, phase, and level
differences and occasionally mentions the coherence and direct-to-reverberant ratio because
it is primarily concerned with localizing sources in azimuth. While section 2.3 discussed
localization in each of the three dimensions of polar coordinates, this section in particular
focuses individually on the three interaural cues used for localization in azimuth, interaural
time, phase, and level differences. See figure 3.1 for a schematic representation of the
causes for these cues, which will now be described in greater depth.
The interaural time difference (ITD) is caused by the finite velocity of sound. When a
sound source is located closer to one ear than another, there is a delay between the signal’s
arrival at the two ears. For a human listener, ITDs are generally bounded by ±750 µs
(Algazi et al., 2001b), although this limit depends on the size and shape of the listener’s
head. The average human head width is approximately 145 mm (Algazi et al., 2001b),
although with a speed of sound of 340 m/s, an interaural delay of 750 µs corresponds
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Figure 3.1: The causes of interaural time, phase, and level differences. From
Ellis and Mandel (2009)
to an acoustic distance of 255 mm. This extra distance is due to the sound following the
circumference of the head instead of the diameter at higher frequencies.
Because of the symmetry of the head and ears, the ITD conveys information about the
azimuthal location of a sound source. For a spherical head, a fixed ITD between two ears
defines a hyperboloid of possible source locations, which can be approximated as a cone
far from the head. This cone is known as the “cone of confusion” (Mills, 1958) because
ITD alone cannot resolve the location of a sound source on such a cone. In the interaural
coordinate system described in section 2.3, such cones are very easy to describe, as they
have a constant azimuthal angle. Humans resolve this ambiguity using pinna cues. The
complicated folds of the outer ears (pinnae) impart a coloration to a sound that depends
on the direction of the source relative to the listener’s head in both azimuth and elevation.
Interaural phase difference (IPD) is closely related to ITD, but more appropriate for
narrowband signals. Narrowband signals are similar to sinusoids. Because such signals are
close to being periodic, it is very difficult to distinguish a delay of more than one cycle from
the corresponding delay of less than one cycle. This ambiguity can be considered a form of
aliasing, and it is known as spatial aliasing when it is due to the spatial configuration of
microphone arrays. It is particularly relevant when working with analyses of filterbank
channels or other spectral representations. In such analyses, it makes more sense to analyze
the interaural phase difference (IPD) as opposed to the interaural time difference.
The interaural level difference (ILD) is caused by the “shadowing” of the far ear by the
head. Because a listener’s head is large relative to certain wavelengths of sound, it serves
as a barrier to them, creating a shadow. If the diameter of the head is 145 mm, then it
is approximately the size of one wavelength for sounds at 2300 Hz. Thus the head is
much larger than the wavelength of sounds above 3–4 kHz and it serves as an effective
obstruction to them. For sounds with wavelengths comparable to the head, the head acts as
a diffuser, scattering these sounds when they reach the head. For sounds with wavelengths
much larger than the head, the head is effectively transparent, and they pass around it
undisturbed. The net effect of this is that the shadow and ILD only exists for sounds above
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Left ear

(a) Source 1

(b) Source 2

(c) Mixture

Right ear

(d) Source 1

(e) Source 2

(f) Mixture

Figure 3.2: Example observations in the time-frequency domain at the left
and right ears. Two speakers in a reverberant classroom, the first at 0◦ and
the second at 75◦ .
approximately 3–4 kHz.

3.1.1

Example mixture

This section presents an example reverberant mixture of two people speaking and describes
some of the properties of the mixture and of the features extracted from it that are used in
subsequent chapters. The target speaker is female and is located at 0◦ , saying, “Presently,
his water brother said breathlessly.” The interfering speaker is male and is located at
75◦ , saying, “Tim takes Sheila to see movies twice a week.” These utterances come from
the TIMIT acoustic-phonetic continuous speech corpus (Garofolo et al., 1993), and the
impulse responses that spatialize them were recorded in a real classroom and come from
(Shinn-Cunningham et al., 2005). This same example mixture is used in section 5.3 to
show example masks and parameter estimates of both our system and the other systems
evaluated in chapters 5 and 6. Sound files from this example are also available on the
project’s webpage1 .
1 http://labrosa.ee.columbia.edu/projects/messl
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IPD

(a) Target at 0◦

(b) Masker at 75◦

(c) Mixture

ILD

(d) Target at 0◦

(e) Masker at 75◦

(f) Mixture

Figure 3.3: Example observations of the interaural spectrogram: IPD and
ILD. Two speakers in a reverberant classroom, the target at 0◦ and the
masker at 75◦ .
Figure 3.2 shows the basic observations on which all of the systems discussed in this work
are run. It includes the left and right channels of the individual sources before mixing
and of the mixture. These plots only show the magnitude (in dB), but do not include
phase information. Because the timing differences between the two ears are much smaller
than the window size used in making the spectrograms, the timing information visible in
the spectrogram (i.e. the horizontal alignment of the images) appears to be identical. The
relative level of the two ears is more noticeably different, both in the individual signals
and in the mixture. While the target has 0 ILD because it is directly in front of the listener,
the masker is closer to the listener’s right ear, so more energy is apparent in its plot in the
bottom row than in the top row.
The mixture also shows the extent to which the details of each source survive the mixing,
at least coarsely. Even though many faint harmonics are noticeable in the target’s spectrograms, they are generally not present in the mixture, having been overwhelmed by energy
from the masker. Some of the target’s higher power harmonics, however, are still noticeable
at the low frequencies.
Figure 3.3 shows the observations as the interaural spectrogram, which is displayed as its
magnitude and phase components, the interaural phase and level differences, respectively.
The IPD is shown in the top row of figure 3.3. The position of the target again leads
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to a relatively uniform IPD across frequency, especially in regions of high energy. The
IPD regions of low energy is quite evenly distributed throughout [−π, π ). The masker’s
IPD, on the other hand, changes quite rapidly with frequency. It completes a 2π cycle
approximately every 1.7 kHz, the first three of which are very clearly visible as a “rainbow”
pattern. At higher frequencies, where the masker is less energetic, the pattern becomes
more difficult to discern. In the mixture, both of these IPDs are well preserved. The blue
regions from the target are distinguishable from the rainbow regions of the masker.
The ILD is shown in the bottom row of figure 3.3. The ILD of the target is close to 0
throughout because target is positioned directly in front of the listener. In time-frequency
regions where there isn’t much direct-path energy from the target, however, the variance of
the ILD increases. The outlines of these high energy regions are most visible at frequencies
between 2 and 6 kHz, where the target is most energetic. Reflecting the level difference
observable in figure 3.2, the masker’s ILD is quite large at high frequencies. Because of the
frequency dependence of head shadowing, described in section 3.1, this ILD is strongest
above 4 kHz, although it is noticeable down to 2 kHz. The ILD of the mixture nicely
reflects the ILDs of the two individual sources, with only a small amount of interaction
between them.

3.1.2

Model of interaural cues

This section begins the discussion of a model of the interaural parameters of a single source
and its relationship to the above observations. It is further developed for localization
in chapter 4 and for separation in chapter 5. Denote the sound source as s(t) and the
signals received at the left and right ears as `(t) and r (t), respectively. For a sufficiently
narrowband source, the two received signals relate to the source by some delay and gain,
in addition to a disruption due to noise. For a wideband source, this delay and gain can
vary with frequency, which, in the time domain, manifests as a short impulse response at
each ear. These impulse responses capture information about early echoes. In subsequent
chapters we explore both frequency-dependent and frequency-independent models of this
delay and gain.
For analytical convenience, we assume a noise process that is convolutive in the time
domain, making it additive in both the log-magnitude and phase domains. For the
frequency-independent model, the transfer function is modeled as a single large, deterministic coefficient at a certain delay and small, randomly changing coefficients at all
other delays. The frequency-dependent model does not have as simple a time-domain
interpretation. As discussed in chapter 4, a reverberant noise model is still able to localize
sources in the presence of additive noise, the noise model typically used by other authors.
Combining the frequency-dependent gains and delays into two short impulse responses,
g` (t) and gr (t), the various signals are related by:

`(t) = s(t − τ` ) ∗ g` (t) ∗ n` (t)

r (t) = s(t − τr ) ∗ gr (t) ∗ nr (t).

(3.1)
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The ratio of the short-time Fourier transforms, F {·}, of both equations is the interaural
spectrogram,
L(ω, t)
= 10α(ω,t)/20 e jφ(ω,t)
R(ω, t)

≈ 10a(ω )/20 e− jωτ (ω ) N (ω, t)
{n` (t)}
N` (ω,t)
= F
, τ (ω ) =
Nr (ω,t)
F {nr (t)}
F { g` (t)}
. Equation (3.2) is the
F { gr (t)}

where N (ω, t) =

(3.2)
(3.3)

τ` − τr + ω −1 ∠G (ω ), a(ω ) = 20 log10 | G (ω )|,

and G (ω ) =
ratio of the actual observations at both ears,
while equation (3.3) is our model of that ratio. The two are not equal because the model
assumes that any energy that cannot be explained by the frequency-dependent gain and
delay is part of the noise.
Equation (3.2) factors the interaural spectrogram into φ(ω, t), the interaural phase difference
(IPD) at frequency ω and time t, and α(ω, t), the interaural level difference (ILD) measured
in dB. Equation (3.3) models a source at a particular location with the frequency-dependent
interaural time difference (ITD), τ (ω ), and the frequency-dependent interaural level
difference, a(ω ). Note that when the interaural time difference in frequency independent, it
is just a single delay, which becomes a linear phase advance in the frequency domain

F { x (t − τ )} = e− jωτ F { x (t)}.

(3.4)

Because the IPD is constrained to be in [−π, π ), even the frequency-dependent model
never gets very far from this frequency-independent trend.
As will be demonstrated in the next section, a(ω ) and τ (ω ) capture the spatial information
from the direct-path and early echoes, while N (ω, t) captures the spatial information from
the late reverberation along with the possibly inconsistent information from previous time
frames.
For this model to hold, τ must be much smaller than the window over which the Fourier
transform is taken. For dummy head or in-ear recordings of people, position-dependent
delay differences are limited to 750 µs, while the window length used in these experiments
is almost 100 times bigger (1024 samples at a sampling rate of 16 kHz). Similarly, g(t)
must be smaller than the window, but because distinguishing between g(t) and n(t) is an
ill-posed problem, parts of g(t) beyond one window’s length can be considered part of
n(t), with a corresponding increase in the noise variance.
Localizing a signal requires inference of a(ω ) and τ (ω ) from the observed interaural
parameters α(ω, t) and φ(ω, t), while minimizing the effects of the noise, N (ω, t). In order
to accomplish this goal, however, it is necessary to characterize the behavior of the noise in
both magnitude and phase for known a(ω ) and τ (ω ). Because the noise is modeled as
convolutive, it is possible to analyze its effects on phase and magnitude separately
log | N (ω, t)| = α(ω, t) − a(ω )

∠ N (ω, t) = φ(ω, t) + ωτ (ω ) + 2kπ,

(3.5)

where the integer k is chosen so that ∠ N (ω, t) ∈ [−π, π ), due to the inherent 2π ambiguity
in phases. We will call these observations with the main trend subtracted the ILD and IPD
residuals.
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IPD

(a) Target at 0◦

(b) Masker at 75◦
ILD

(c) Target at 0◦

(d) Masker at 75◦

Figure 3.4: Two-dimensional histograms of IPD and ILD of the target at 0◦
and the masker at 75◦ . These sources used the first 32 ms of the classroom
impulse responses.
The next section explores the effects of the direct-path, early echoes, and late reverberation
on the a(ω ), τ (ω ), and N (ω, t) terms. It shows that the direct-path and early echoes mainly
affect the a(ω ) and τ (ω ) terms and that the later reverberation mainly affects N (ω, t). It
also shows that it is reasonable to assume that the noise is independent and identically
distributed across time with a relatively constant variance across frequency.

3.1.3

Interaural noise observations

This section explores the effects of various parts of the binaural room impulse responses
on speech in order to validate the model described in the previous section. It does this by
examining two-dimensional histograms of IPD or ILD as a function of frequency, which
summarizes these observations over time. To generate one of these plots (e.g. figure 3.4),
an utterance is convolved with a specific part of a binaural impulse response and then
converted to the IPD and ILD representation of equation (3.2). This section also compares
the interaural parameters of these utterances to those of utterances generated by adding
speech-shaped Gaussian noise to anechoic speech signals. The effects of additive noise are
similar to those of reverberation and fit in this modeling framework, although there are
notable differences.
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Figure 3.4 shows two-dimensional histograms of the IPD and ILD at different frequencies
for two different sources, revealing the basic dependence of IPD and ILD on azimuth. The
plots on the left side of this figure show that both the IPD and ILD of the target source at
0◦ are close to 0. There are certain frequency-dependencies in the means and variances of
the lines, which are most noticeable at high and low frequencies, where the energy of this
source is lowest.
The plots on the right side of the figure show that the IPD and ILD for the masker at 75◦
deviate substantially from 0. The IPD shows a basic linear trend, wrapping around 2π
five times, indicating a delay of approximately −10 samples or −625 µs. The variance of
the IPD is relatively constant, and comparable to the variance for the source at 0◦ , except
at high frequencies, where it is much larger. The ILD is very negative, indicating that
the signal is 20 dB louder on the right than on the left at frequencies above 5 kHz, and
approaches that ILD approximately linearly from lower frequencies. The ILD variance is
similar for the two sources, but slightly larger for the source at 75◦ .
3.1.3.1

IPD noise

The IPD and IPD residual are shown in figure 3.5 for a signal convolved with the same
BRIR truncated at different points. In the first plot the source is convolved with only
the direct path. In the second plot it is convolved with the sum of the direct path and
early echoes. And in the third plot it is convolved with the whole impulse response,
including the late reverberation. The top row shows a histogram of the IPD of the resulting
spatialized signals. At each frequency, these histograms show the IPD to be unimodal,
with roughly the same mean for all of the impulse response lengths, but with increasing
variances. When the impulse response is just the direct path, the high frequencies are very
well resolved and appear to fit the basic trend of the low frequencies. With the longer
impulse responses, however, the high frequencies get “washed out” to some extent, and
the trend is less easily discernible. The IPD mean at the high frequencies also changes
rapidly for these signals, probably due to the influence of the early echoes.
The bottom row of plots in figure 3.5 shows the IPD residual, i.e. φ(ω, t) with ωτ (ω )
subtracted out of it. In these plots, ωτ (ω ) is the mean of the direct-path IPD at each
frequency, leading to a perfectly flat line in the direct-path residual plot. The other two
plots are also centered at 0, meaning that they follow the same trend line, but the variance
of the residual is much larger. Especially for the signal convolved with the full impulse
response, there are points at all possible values of the IPD residual, although they are
concentrated at the mean. Again, the most reliable regions are the frequencies from 0 to
5 kHz, beyond which the variance increases substantially.
Note that the IPD of the target and masker in figure 3.3 are the same at harmonically
related frequencies. This is most notable in (c), the IPD mixture plot, where it occurs
around 1.6 kHz and 3.2 kHz. This happens because of the 2π wrapping of the phase of the
masker, as can be seen in figure 3.4.
As shown in equation (3.4), the dominant relative delay between the two ears manifests
itself in the frequency domain as a linear phase advance with frequency. For any two
delays for the target and masker, τ1 and τ2 , the resulting IPDs will then be e jωτ1 and e jωτ2 .
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IPD

(a) Direct-path

(b) First 32 ms

(c) Full impulse response

IPD Residual

(d) Direct path

(e) First 32 ms

(f) Full impulse response

Figure 3.5: Two-dimensional histograms of IPD and IPD residual of a source
at 75◦ . The IPD residual is computed by subtracting the mean of the directpath IPD out of the IPDs. The same impulse response is used for the three
conditions, but it is truncated at 10, 32, and 565 ms.
These are equal for all frequencies at which
ωτ1 ≡ ωτ2 mod 2π
k2π
ω=
τ1 − τ2
for all integers, k, i.e. every
where the two lines cross.
3.1.3.2

2π
τ1 −τ2 .

(3.6)
(3.7)

This effect can also be seen on the right side of figure 4.8

ILD noise

The ILD noise is shown in figure 3.6 for the same utterance convolved with the various
parts of the same impulse response. The top row shows the ILD corresponding to the
signals in the top row of figure 3.5, while the bottom row of figure 3.6 shows the ILD of
just the early echoes and just the late reverberation.

42

3.1 Interaural cues

(a) Direct path

(b) First 32 ms

(d) Early echoes only

(c) Whole impulse response

(e) Late reverb only

Figure 3.6: Two-dimensional histograms of ILD of a source at 75◦ . The
same impulse response is used for the three conditions, but it is truncated
at 10, 32, and 565 ms. The top row shows the ILD with truncated impulse
responses, the bottom row shows the ILD for signals convolved with only
part of the impulse response.
As can be seen in figure 3.6(d), the ILD trend in the early echoes is opposite that of the
direct-path, i.e. the ILD is positive for the early echoes, but negative for the direct-path.
This makes sense if the early echoes’ ILD is dominated by a virtual source on the opposite
side of the body from the true source. When the two signals are added together, the two
trends are also added, as can be seen in (b).
The basic trend in the ILD plots is that as more of the impulse response is used, the ILD
shrinks towards 0 dB. At 7 kHz, the direct-path ILD is close to −30 dB. When early echoes
and late reverberation are introduced, however, the mean ILD at 7 kHz decreases to −15
or −20 dB. It also takes on a very different shape for those high frequencies, particularly
when the early echoes are added.
This ILD shrinkage with reverberation has been reported as the ratio of energy from the
direct-path sound to the reverberant sound is decreased (Ihlefeld and Shinn-Cunningham,
2004). This effect is due to the generally isotropic nature of reverberation, as discussed
in section 2.1.3. As more reverberant energy is added, either through a longer impulse
response or a more energetic reverberant portion of the impulse response, the ILD of
the direct-path will be mixed with the ILD of the reverberation. Because the amount of
reverberation from a source is basically the same throughout a room, it will be similar at
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(c) ILD

Figure 3.7: Two-dimensional histograms of interaural parameters for a
direct-path source at 75◦ azimuth with additive, speech-shaped noise.
both of a listener’s ears, regardless of the position of the source. Thus, it will have an ILD
close to 0 dB as can be seen in figure 3.6(e). This also means that the ILD decreases with
larger source-to-listener distances, as the direct-to-reverberant ratio decreases.
In figure 3.6(c), the ILD has many observations at the ILD of (b), but also has many
observations close to 0 dB. This can be seen as a bimodality or a skew towards the origin.
Because of the nonstationary and sometimes impulsive nature of speech, the direct-toreverberant ratio of speech varies with time. When this ratio is high, the ILD cues are
closer to the direct-path cues in (a), and when it is low, the ILD cues are closer to the late
reverberation only cues in (e). In particular, at the beginning of utterances and after bursts
preceded by short pauses, such as stop consonants, reverberation hasn’t had time to set in,
and the ILD is closer to its value for the direct-path signal. This process is related to the
precedence effect (Litovsky et al., 1999), and predicting a similar effect for ITD cues from
monaural spectral features has been investigated by Wilson and Darrell (2006).
3.1.3.3

Additive noise

The IPD and ILD noise is illustrated in figure 3.7 for the anechoic signal at 75◦ mixed with
additive noise. It was generated by convolving the signal with the direct-path portion of the
BRIR and then adding speech-shaped noise to it at the same “direct-to-reverberant” ratio
as the reverberation, approximately 10 dB. The speech shaped noise was filtered to match
the average spectrum of 15 utterances chosen at random from the TIMIT corpus. These
utterances were used in other experiments in this work as well, particularly section 3.2.3
and section 5.4.
The most notable feature of these plots is that the interaural parameters are very concentrated between 2.5 and 6 kHz and very diffuse outside of that range. This is most likely
due to variation in per-frequency SNR cause by a mismatch between the energy profiles
of this utterance and the speech shaped noise. The ILD plot is similar to figure 3.6(c),
although the bimodality is more clearly defined for the additive noise while the early
echoes in the reverberant case create more fine structure, i.e. rapid variation in the means
of parameters with frequency. The IPD plot is similar to figure 3.5 as well, but similarly
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Figure 3.8: Histogram of the difference in energy between two simultaneous
speakers at corresponding time-frequency points. Vertical lines show ±6 dB.
lacks fine structure from the early echoes. Subfigure (b) shows the difference between the
IPD and the mean of the direct path, as in figure 3.5(d)–(f). Notice that the mode across
frequency is quite close to 0, meaning that IPD cues are preserved with additive noise.

3.1.4

W-Disjoint orthogonality

A property of speech that makes it easier to separate than stationary processes is windoweddisjoint orthogonality, abbreviated W-disjoint orthogonality or WDO (Yilmaz and Rickard,
2004). As a result of the “sparsity” of speech in the time-frequency domain, when two
speech utterances are mixed together, one of them is generally much more energetic than
the other at any given time-frequency point.
Figure 3.8 shows this W-disjoint orthogonality property for the example mixture under
consideration in this chapter. Both plots are histograms of the difference in energy between
the two sources at corresponding time-frequency points. The first is for anechoic sources,
the second is for reverberant. The mixture of two sources at a particular point will be just
the louder of the two, if the difference in energies is at least 6 dB (Roweis, 2001). The lines
on the plot contain the region for which the two sources are within 6 dB of one another,
and fewer than 25% of the points lie in this region. Thus it is generally a reasonable
assumption that one source dominates the other at any particular time-frequency point.
Although speech has a wide bandwidth, the energy of an utterance is not spread evenly
over the time-frequency plane. For example, the harmonicity of vowels means that most
of the energy of a vowel is concentrated at the harmonics and very little in the spaces
between harmonics. Similarly, for stop consonants, energy is concentrated in the burst,
with very little during the stop. Other types of phones are sparse in the time and/or
frequency domains to varying degrees. Fricatives, even though they are not sparse in high
frequencies, have very little energy at low frequencies.
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3.2 Ground truth separations
The Ideal Binary Mask, also known as the oracle binary mask, has been proposed as an
upper bound on the performance of source separation algorithms that generate binary
time-frequency masks (Li and Wang, 2009). It is “ideal” both in being optimal in terms
of signal-to-distortion ratio and in being unattainable from real-world mixtures. This is
because it is created using knowledge of the signals before they were mixed. A similar
mask, which we call the ideal Wiener mask, or just Wiener mask, is a continuous mask
that is optimal in terms of minimizing the mean squared error between the magnitude
spectrogram of a signal and the reconstruction of its magnitude spectrogram from a
mixture. It is also created using knowledge of the signals before they were mixed. In this
section, we discuss oracle masks and propose a similar upper bound on algorithms that
perform time-frequency masking using only point-wise interaural parameters. This section
is based on Mandel and Ellis (2009).
This upper bound, which we call the Ideal Interaural Parameter Mask (IIPM), has access to
the pre-mixed signals, but creates a binary time-frequency mask based solely on interaural
level and phase differences. All points at a given frequency having a particular ILD
and IPD must be either included or excluded from the mask together. By comparing
the performance of such an estimator to that of the ideal binary mask, it is possible to
determine the separation power of the interaural parameters in reverberation and additional
separation performance that must be sought through other means, e.g. monaural source
separation, source modeling, dereverberation, etc.

3.2.1

Oracle masks

All of the oracle masks described here are computed based on the energy in two signals,
what we call the desirable energy and the undesirable energy. Desirable energy is the
energy from sources that we would like to extract from a mixture, while undesirable energy
is all of the other energy in the mixture. The optimal mask in the minimum mean squared
error (MMSE) sense, i.e. for reconstructing the magnitude spectrogram of the desirable
signal from the mixture, is the Wiener mask. Assuming that the desirable and undesirable
signals are uncorrelated, this mask is approximately (Bodden, 1993)
MW (ω, t) ≈

|S(ω, t)|2
|S(ω, t)|2 + | N (ω, t)|2

(3.8)

where S(ω, t) is the STFT of the desirable signal and N (ω, t) = ∑i Ni (ω, t) is the STFT of
the combined undesirable signals. The ideal binary mask (IBM) is constructed from the
same signals according to
(
1, |S(ω, t)| ≥ | N (ω, t)|
MO (ω, t) =
(3.9)
0, |S(ω, t)| < | N (ω, t)|.
This mask can be considered to be a thresholded version of the Wiener filter mask (Ellis,
2006).
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Table 3.1: The six oracle masks used in this work. + indicates that the mask
treats a signal component as desirable, − indicates that the mask treats it as
undesirable. Signal components are: target direct-path, target reverberation,
masker reverberation, and masker direct-path. Note that early echoes are
included in reverberation.
Name

Type

DP-Oracle
DP-Wiener
Oracle
Wiener
OracleAllRev
WienerAllRev

Binary
Wiener
Binary
Wiener
Binary
Wiener

Target DP

Target Rev

Masker Rev

Masker DP

+
+
+
+
+
+

−
−
+
+
+
+

−
−
−
−
+
+

−
−
−
−
−
−

Under certain conditions on hop size and window shape, the ideal binary mask is the
optimal binary mask in terms of minimum mean squared error. This can be converted to a
signal-to-noise ratio measured as
SNRLi ≡ 10 log10

∑ t s2 ( t )
∑t (s(t) − ŝ(t))2

(3.10)

where s(t) is the target signal and ŝ(t) is the estimate of that target signal separated from a
mixture (Li and Wang, 2009). While this mask is optimal locally for each time-frequency
point, and for each spectrogram frame, the overlapping of frames can lead to suboptimal
global performance. In such cases, however, the performance of the ideal binary mask is
generally close to optimal. Leaving those issues aside, we consider the oracle binary mask
to be a close approximation to the optimal binary time-frequency mask.
One aspect of these masks that has not received much attention, but which we believe to be
important, is the definition of the desirable signal. Because much of the initial work on the
ideal binary mask (Roman et al., 2001; Roweis, 2001) was formulated for anechoic signals,
its application to reverberant signals has followed closely in the same thread. Typically,
this means that sources are convolved with an impulse response or reverberated in some
way individually, and then combined to form the mixture. Signal s(t) or S(ω, t) is then
defined as the target source after it has been spatialized or reverberated.
We believe, however, that all reverberation, even reverberation from the target source,
should be considered to be undesirable because it is detrimental to intelligibility (Lochner
and Burger, 1964). We thus include the task of dereverberation in the task of source
separation and use evaluation metrics that compare the output of source separators to the
direct-path target signal only. Note, however, that it is impossible, with a binary mask, to
recover the original, pre-spatialized target source. This is because the direct-path of the
BRIR imparts a filtering due to the anechoic HRTF to the signal at each ear, as can be seen
in comparing figure 2.2(d) and (a). Thus we focus on the goal of isolating the direct-path
signal from the mixture instead of recovering the original unspatialized signal.
This distinction between the direct-path and the reverberation of the target and masker

3. Statistics of interaural parameters

47

signals leads to the definition of six oracle masks. See section 6.4 for an evaluation metric
based on this classification. While all of the ground truth masks are constructed based
on the ratio of desirable energy to undesirable energy at each time-frequency point, these
masks differ in their classification of these four types of energy as desirable or not. Table 3.1
indicates the desirability of each signal in each mask.
The DP-Oracle mask is a binary mask that only considers the target direct-path signal to
be desirable. This mask provides an upper bound on masking separation performance
under the metrics that we use, because the metrics also consider only the target direct-path
signal to be desirable. It is used in experiments in chapters 5 and 6. The Oracle mask is
the same, but also considers the reverberation of the target signal to be desirable. This
is the mask that other authors have used and it provides an upper bound on separation
performance under metrics that also consider target reverberation to be desirable. It is
used in experiments in chapters 5 and 6. The OracleAllRev mask additionally considers
the reverberation of the interfering signal to be desirable. This mask is proposed as an
idealized comparison for the algorithmic separations described in chapter 6, which tend
to successfully reject the direct-path signal from the interfering source, but have more
difficulty rejecting its reverberation.
For each binary mask, there is a corresponding Wiener filter mask computed using
equation (3.8) as the ratio of the desirable energy to the total energy at each time-frequency
point. The DP-Oracle mask considers only the direct-path signal of the target source as
desirable. The Wiener mask is the same, but also considers the reverberation from the
target signal to be desirable. And finally, the WienerAllRev mask additionally considers
the reverberation from the interfering source to be desirable. These masks are used in the
automatic speech recognition experiments in chapter 6.
In constructing these masks, early echoes are considered to be part of the reverberation.
In experiments with masks similar to those listed in table 3.1, but treating early echoes
differently, performance was not noticeable different than for those listed in table 3.1. In
particular, masks considering only direct-path and early echoes of the target to be desirable
performed similarly to the DP masks. And masks considering only direct-path and early
echoes of the masker to be undesirable performed similarly to the AllRev masks. This
could be because the early echoes are 10 dB less energetic than the direct-path signal
in these impulse responses (see figure 6.4). They also might not affect the masks much
because they always occur in time-frequency points containing significant direct-path
energy.
Note that because the observations are in stereo, an oracle mask could be produced for
each ear. In practice, however, we do not do this because the systems in our evaluations
only generate a single mask for both ears. We instead average the left and right signals
together and build the oracle mask based on those averages.

3.2.2

Ideal Interaural-parameter mask

The Ideal Interaural Parameter Mask (IIPM) uses the ILD and IPD at each frequency to
construct a mask similar to the ideal binary mask. From knowledge of the separated
sources, the IIPM creates models for the interaural parameters weighted by the target and
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(a)

(b)

(c)

Figure 3.9: Example kernel density estimates in dB of (a) target energy,
(b) masker energy, (c) energy ratio between target and masker with lines
indicating the decision boundary at 0 dB. From the 4125 Hz band, target at
0◦ and masker at 90◦ .
masker energies. Specifically, it models them with kernel density estimators (KDEs) (Parzen,
1962), nonparametric models similar to histograms.
These kernel density estimates are created by weighting the observation of the training
mixture at each time-frequency point by the energy of the signal at that point. Let
x (ω, t) = [α(ω, t) φ(ω, t)] T be the a vector containing interaural level and phase differences
of the mixture at frequency ω and time t. The KDEs describing the target and interference
interaural parameters are, respectively,
k Tω ( x 0 ) =

∑ wT (ω, t) N (x0 | x(ω, t), ΣT (ω, t))

(3.11)

∑ w I (ω, t) N (x0 | x(ω, t), Σ I (ω, t))

(3.12)

t

k Iω ( x 0 ) =

t

where x 0 is the arbitrary (ILD,IPD) point at which the estimate is being evaluated, wT and
w I are the energy of the individual target and masker observations, and the covariance
functions Σ T and Σ I are diagonal and are set using Silverman’s rule-of-thumb (Silverman,
1986, p. 48). Note that the density is estimated separately for each frequency channel. Note
also that both KDEs are formed from the same points, the interaural parameters from
the mixture, but weight those points differently using knowledge of the unmixed sources.
We use the bounded error complexity reduction of Ihler (2005) to remove redundant
kernels in the estimator while minimally distorting the modeled density. See Figure 3.9
for an example of target and masker KDEs and the decision boundary they induce at one
particular frequency. The IIPM is then created according to
(
k ( x (ω,t))
1, kTω( x(ω,t)) ≥ γ
Iω
M I IPM (ω, t) =
(3.13)
0, otherwise
where γ is a user-defined threshold. As with the Ideal Binary Mask, we use γ = 1, meaning
that a point in the interaural spectrogram is included if the KDE of the target energy at
that pair of interaural parameters is larger than the KDE of the masker energy.
Two different IIPMs can be defined. The first separates signals using the interaural
parameters calculated directly from each of the signals involved in a given mixture. We
refer to this IIPM as the “training” IIPM. If the bandwidth of the kernels were infinitely
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(c) 5141 Hz

Figure 3.10: Correlations between time-frequency points in the DP-oracle
mask. Each plot is the correlation between a point at the indicated frequency
and zero lag and its neighbors in time and frequency.
small, this IIPM would revert to the Ideal Binary Mask. This can be thought of as overfitting the density estimator to the particular mixture under analysis, and would have a
very low leave-one-out cross-validation likelihood. The training IIPM avoids this by setting
the bandwidths according to the rule-of-thumb estimate, which tends to create favorable
leave-one-out cross-validations.
The second IIPM uses interaural parameters calculated from different signals, but passed
through the same impulse responses as the signals being separated. We refer to this IIPM
as the “testing” IIPM. It still uses oracle knowledge of the unmixed signals to construct
the KDEs, but to a lesser extent than the “training” IIPM does. It is guaranteed not to
over-fit the test data. This IIPM is trained on a set of seven five-digit sentences from the
target speaker, a total of 14 seconds of audio, which exhausted our memory resources. The
threshold in each band implicitly includes an estimate of the signal-to-noise ratio, so if the
per-band SNR between testing and training is significantly different, the threshold should
be adjusted. We used similar utterances from the same speaker in the two conditions, so
we did not adjust the threshold.

3.2.3

Correlations between mask points

One feature of these ground truth separation masks that should be useful in designing
mask-based separation algorithms is the correlations between time-frequency points. When
a point in a mask belongs to one source, it is likely that nearby points also belong to
the same source. These correlations are not actually used in the systems described in
subsequent chapters, but could be useful in future work.
This correlation can be seen in figure 3.10, which shows that nearby points’ mask values
can have correlation coefficients as high as 0.8, with quite a few above 0.7. These plots
were made by analyzing the DP-Oracle masks for 90 different mixtures of two sources in
reverberation. The utterances used were 15 sentences from the TIMIT acoustic phonetic
corpus (Garofolo et al., 1993). The DP-Oracle masks depend to a large extent on the sources
and only to a small extent on the BRIRs used to mix them, so the fact that the 90 mixtures
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only included 15 different sources might have increased the amount of correlation that
would have been found between masks made from a more diverse set of signals.
These correlations were calculated by aggregating sufficient statistics over all of these
masks. The masks were first rasterized, converting each region plotted in figure 3.10 into a
long vector. These long vectors were advanced one frame at a time, so that adjacent vectors
shared most of the same information, but in entries shifted relative to one another. The
calculation then used the outer product of these vectors with the mask values at the three
frequencies shown, along with the mean and standard deviation of each of the individual
dimensions of both vectors.
A number of trends are visible in figure 3.10. First, for the mask point at 438 Hz, correlations
are greatest at the same frequency. Correlations are also high at zero lag and at harmonically
related frequencies. There is an interesting negative correlation between the mask at this
frequency and the high frequencies at zero lag, possibly because many syllables are either
dominated by low or high frequencies, but not both, e.g. vowels and fricatives, respectively.
The mask point at 1547 Hz is correlated with a relatively small group of points around it.
These points are neighbors in frequency at small lags. Compared to the point at 438 Hz,
these correlations are across more frequencies and fewer lags.
The mask point at 5141 Hz is correlated with many other points, especially other frequencies
at zero lag. It is also negatively correlated with points at similar frequencies, but lags
of ∼150 ms before and after it. This negative correlation could be a result of the 3–4 Hz
temporal modulation rate of speech (Drullman et al., 1994a,b), if the two sources alternate
at that rate. These oscillations are visible in the low frequency point’s correlation pattern
as a positive correlation with high frequencies at a lag of ∼150 ms.
Note that all of these correlation patterns are approximately the same duration, except for
the very specific temporal pattern of the lowest frequency. This is rather surprising, as
one would expect the temporal correlation to decrease for higher frequencies if this were a
result of bandwidths that were roughly proportional to center frequencies, as are observed
in many mechanical resonance structures. The temporal modulation rate of speech could
account for this regularity across frequency, however. Another possibility is that it is a
result of the overlap of 75% between adjacent frames.

3.3 Summary
This chapter provided an in-depth introduction to the interaural parameters of sources
passed through the binaural room impulse responses introduced in section 2.1. It discussed
the interaural parameters that will be used in subsequent chapters for source localization
and separation: the interaural phase, time, and level differences. It demonstrated the effects
of each of the portions of the impulse response on each of these parameters. Specifically, the
direct-path signal establishes the main trend in both IPD and ILD, which the early echoes
disturb to some extent. Reverberation increases the variance of the IPD measurements
and pushes the mean of the ILD measurements towards 0 dB. The chapter then discussed
the convention that will be used in subsequent chapters of treating reverberation from
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the target source as noise, and distinguished between six oracle masks, including the
DP-Oracle and Oracle masks.
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Chapter 4

Localization
This chapter, based on (Mandel and Ellis, 2006), discusses a number of approaches for
localizing sound sources in azimuth, and generalizes them in two different ways. The first
generalization, in section 4.1, expands the definition of cross-correlation from the time
domain into the time-frequency domain, so that it can be calculated over arbitrarily shaped
regions of a spectrogram. This top-down localization combines the information-gathering
power of broad-band cross-correlation with the robustness to concurrent sources of bottomup methods (e.g. Jourjine et al., 2000), which pool together narrowband localizations.
Section 4.2 discusses the von Mises circular probability distribution and generalizations
of it for use in modeling the interaural phase difference at individual spectrogram points.
It explains how these distributions can be used to create a probabilistic cross-correlation
related to the more flexible time-frequency cross-correlation discussed in section 4.1. It also
discusses recent results on the equivalence between the likelihood of a particular interaural
time difference under a von Mises probability model and the generalized cross-correlation
technique known as the Phase Transform (PHAT). Thus these generalizations of circular
distributions are further generalizations of PHAT.
Finally, as in (Mandel and Ellis, 2006), section 4.3 presents experiments that show that this
probabilistic method can localize sources using shorter observations than the generalized
cross-correlation. The experiments also show that this model works well not just in
reverberation, but also in additive speech-shaped noise with a similar signal-to-noise ratio
and when localizing multiple sources in a mixture, validating the convolutional noise
model for both types of noise.
This chapter focuses on the localization of sound sources using only the interaural phase
difference, ignoring the interaural level difference. As discussed in section 2.3, humans
predominantly use IPD to localize sources in azimuth, particularly at frequencies below
1.5 kHz (Wightman and Kistler, 1992), and barn owls have been shown to use it for
frequencies up to 7 kHz (Moiseff and Konishi, 1981). The interaural level difference will be
re-introduced in chapter 5.
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4.1 The generalized cross-correlation
As discussed in section 3.1.2, when a single sound source, x (t), is received at two microphones in different locations, the resulting observations, `(t) and r (t) are

`(t) = a` x (t − τ` ) ∗ n` (t)

r (t) = ar x (t − τr ) ∗ nr (t).

(4.1)

In this chapter we assume that a` , ar , τ` , and τr are frequency independent, but we relax
this assumption in chapter 5. In addition, additive noise could be present and there could
be other filtering of the signals, but we assume that they are not present. Even with
these assumptions, this model has been found to work well in practice and we explore its
properties here. To the extent that the observations follow this model, the left and right
channels are related to each other as

`(t) = a`r r (t − τ`r ) ∗ n`r (t) = a`r r (t) ∗ δ(t − τ`r ) ∗ n`r (t)

(4.2)

where the per-ear delays, gains, and noises have been combined into the relative qualities,
a`r , τ`r , and n`r (t).
The relative delay between the two signals can be estimated through their cross-correlation,
defined as
N −1

r `r ( τ ) ≡

∑

`(t)r (t − τ )

τ = −N + 1 . . . N − 1

(4.3)

t =0

which can be rewritten as a convolution
N −1

r `r ( τ ) =

∑

`(t)r (−(τ − t)) = `(t) ∗ r (−t).

(4.4)

t =0

Under the model of equation (4.2), this becomes
r`r (τ ) = a`r r (t) ∗ δ(t − τ`r ) ∗ n`r (t) ∗ r (−t)

= a`r rrr (τ ) ∗ δ(τ − τ`r ) ∗ n`r (τ )

(4.5)
(4.6)

where rrr (τ ) is the auto-correlation of r (t). Thus the cross-correlation is a copy of the
auto-correlation shifted by the delay τ`r and since the auto-correlation is peaked at 0,
the cross-correlation is peaked at τ`r . Taking the Fourier transform of both sides of this
equation gives
S`r (e jω ) = L(e jω ) R∗ (e jω ) = a`r Srr (e jω )e− jωτ`r N`r (e jω ).

(4.7)

The convolution in time has become multiplication in frequency, the reversal in time has
become conjugation, and the delay has been become a pure phase term that is linear in
frequency.
The time-delay of arrival between the two signals, τ`r , can thus be estimated as
τ̂ = argmax r`r (τ ).
τ

(4.8)
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By performing this calculation in the frequency domain and then taking the inverse
transform, the it becomes
r `r ( τ ) ∝

N/2−1

∑

L(e jω ) R∗ (e jω )e jωτ

ω=

2πk
N

(4.9)

k =− N/2

where the proportionality comes from the N1 in the inverse Fourier transform, which will
be ignored from now on. For notational convenience, subsequent equations will elide k
and ω and indicate a sum over ω. Because the argmax of r`r (τ ) is used in estimating the
delay, the values of that function only matter relative to one another, not on an absolute
scale, i.e. any monotonic warping can be applied to it without affecting the estimate.
In this form, the cross-correlation can be evaluated at non-integral values of τ. Because
the r`r (τ ) signal is band-limited, however, evaluating equation (4.9) at such values merely
interpolates between the integral values. Care must be taken when using the discrete
Fourier transform to compute this sum in this situation, however. The e jωτ term must be
computed for k = − N2 . . . N2 − 1 and not for k = 0 . . . N − 1. For integral values of τ these
two ranges of k will produce the same e jωτ vector, but for non-integral values of τ, the
version using positive ks introduces a Hilbert transform-like phase offset that is constant
with frequency.
The Generalized Cross-Correlation (GCC) (Knapp and Carter, 1976) introduces a weighting
function into equation (4.9)
g(τ ) =

∑ ψ(e jω ) L(e jω ) R∗ (e jω )e jωτ .

(4.10)

ω

Various algorithms in this family can be defined by using different ψ(e jω ) functions, some
of which depend on the specific observations L(e jω ) and R(e jω ), and others on their
statistical properties or estimates thereof. Optimal localization results are possible in this
framework when the signals and noise fit certain models. Other weighting functions work
well empirically in many situations, one of which is the Phase Transform (PHAT), in which
the weighting factor ψ(e jω ) cancels the magnitudes of the left and right signals,
1
| L(e jω )|| R∗ (e jω )|

(4.11)

L(e jω ) R∗ (e jω ) jωτ
e
| L(e jω )| | R∗ (e jω )|

(4.12)

ψPHAT (e jω ) =
so that the GCC cost function becomes
g(τ ) =

∑
ω

This whitening works well for broadband signals, but amplifies background noise when
the target signal is in fact narrowband. In this case, another ψ(e jω ) can be used. If the
signal embedded in L(e jω ) and R(e jω ) is limited to the frequency band ωmin to ωmax , then
using values outside of this region would add to the noise and would not help the estimate
of the delay between the two channels. In this case, the following weighting function could
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be used

(
ψBL (e jω ) =

1
0

ωmin ≤ ω ≤ ωmax
otherwise.

(4.13)

In effect, this changes the set of ωs over which the sum is taken in equation (4.9). This
band-limited weighting could also be combined with PHAT if the magnitude of the target
signal varies significantly within this frequency band.

4.1.1

Comparison to other approaches

When calculated explicitly in the frequency domain, equation (4.9) can be considered to be
a top-down localization method. This means that it can be calculated for a single value of
τ or for any number of values. This can be thought of as testing hypotheses against the
observations. The problem with using a regular cross-correlation, however, is that it tends
to become unreliable in the presence of multiple sources. Bottom-up localization methods,
on the other hand, include DUET (Jourjine et al., 2000), and the straightness-based measure
of (Stern and Trahiotis, 1995), can successfully localize multiple simultaneous sources
by performing some form of localization separately at each frequency band and then
attempting to assemble the local estimates into global estimates. Each of the component
narrowband localizations, however, suffers from a multimodal cross-correlation.
The probabilistic approach, described later in this chapter and based on the frequencyrestricted GCC weighting of equation (4.13), combines the best aspects of these two
methods. It compares top-down hypotheses using narrowband features. It provides a
structured way to combine information across frequency bands. Another such method
was proposed by Liu et al. (2000), although it operates on ITDs instead of IPDs. Because
delays affect IPD linearly with frequency, however, we find that IPD provides a more useful
representation for localization.
The frequency-domain GCC framework can be used to compute cross-correlations in
auditory filterbanks much more quickly than when processing them in the time domain (e.g.
Faller and Merimaa, 2004). The time domain calculation begins by filtering both channels
through a set of bandpass filters with impulse responses {h f (t)}, where f is the center
frequency of each channel. This creates a number of bandpassed versions of each channel
that are sampled at the original signal’s sampling rate, {`(t) ∗ h f (t), r (t) ∗ h f (t)}. Crosscorrelations are then performed between the two channels in corresponding frequency
bands. In the convolution notation of equation (4.4), this can be written
f

r`r (τ ) = `(t) ∗ h f (t) ∗ r (−t) ∗ h f (−t).

(4.14)

It can also be computed recursively using a running cross-correlation (e.g. Faller and
Merimaa, 2004).
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In order to speed up this computation slightly, each per-band cross-correlations can be
performed in the frequency domain using equation (4.9)
f

r `r ( τ ) =

∑ L f (e jω ) R∗f (e jω )e jωτ

(4.15)

ω

= ∑ L(e jω ) H f (e jω ) R∗ (e jω ) H ∗f (e jω )e jωτ

(4.16)

= ∑ | H f (e jω )|2 L(e jω ) R∗ (e jω )e jωτ

(4.17)

ω
ω

where H f (e jω ) is the discrete Fourier transform of h f (t). This requires two Fourier transforms for each band. Note, however, that this equation is a generalized cross-correlation,
with ψ f (e jω ) = | H f (e jω )|2 and the dependence on the bandpass filter is entirely contained
in the weighting function. This means that the Fourier transform can be computed just once
on the original signals and different GCC weightings used to generate the cross-spectra
of all of the bandpass signals affording significant computational savings. Each band still
requires an inverse Fourier transform to convert the cross-spectrum to the cross-correlation,
but in certain circumstances it is possible to avoid this computation. Larger speedups can
also be achieved if the filters H f (e jω ) are nonzero at a small number of frequencies or if
they are a constant shape, and only vary in center frequency.

4.1.2

Generalization across time

Similarly to its generalization in frequency, the cross-correlation can be generalized to
multiple time points in a time-frequency representation like the short-time Fourier transfer
(STFT). Define the GCC at time t as
gt ( τ ) =

∑ ψt (e jω ) L(ω, t) R∗ (ω, t)e jωτ

(4.18)

ω

where L(ω, t) and R(ω, t) are the STFTs of the left and right signals, respectively. There are
two ways to combine estimates from multiple instants of time. Either the gt (τ ) functions
can be added together before taking the argmax in equation (4.8), or the argmax can be
taken first and a histogram of τ̂t values can be accumulated. The technique in which
multiple argmaxes are collated is called PHAT-Histogram by Aarabi (2002). The technique
in which the argmax is applied to the sum of the cross-correlations fits into the framework
of equation (4.9) and under it that equation can be rewritten
tmax

g(τ ) =

∑ ∑ ψt (e jω ) L(ω, t) R∗ (ω, t)e jωτ .

(4.19)

t=tmin ω

Care must be taken to avoid over-counting observations, however. When the STFT is
thought of as a filterbank, if the bands are sampled more frequently than their critical rate,
correlated values will be combined, possibly biasing the estimates.
Using this formulation, the GCC, which began with a sum over all values of ω in a single
frame of the STFT, can be taken over fewer frequencies or over more time frames. In fact,
the sum can be taken over any arbitrarily shaped set of points in the STFT. It can even
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be computed over a single point. If Ω is the set of time-frequency points over which the
cross-correlation is taken, then the generalized generalized cross-correlation can be written
simply as
g(Ω; τ ) = ∑ ψ(ω, t) L(ω, t) R∗ (ω, t)e jωτ
(4.20)
(ω,t)∈Ω

where ψt (ω ) has been rewritten as ψ(ω, t) to emphasize the fact that it has into a twodimensional window function, also known as a kernel.
When a different region is associated with each point in the spectrogram, a cross correlation
can be assigned to each point based on this region,
g(ω, t; τ ) =

∑

0

ψ(ω 0 − ω, t0 − t) L(ω 0 , t0 ) R∗ (ω 0 , t0 )e jω τ .

(4.21)

(ω 0 ,t0 )∈Ω(ω,t)

where Ω(ω, t) is the set of time-frequency points neighboring the point (ω, t). See figure 4.1
for examples of such a cross-correlation computed with four different kernels. The signal
being analyzed is the example mixture from chapter 3, with two speakers in a reverberant
environment, one located at 0◦ and one at 75◦ . Equation (4.21) is calculated for the 61
values of τ between −15 and 15 in steps of 0.5 (corresponding to −940 to 940 ms in steps
of 30 ms) and then the argmax of equation (4.8) is taken over τ.
Figure 4.1(d)–(f) shows the cross-correlations that result from the use of the three Gaussian
kernels shown in (a)–(c). Greater amounts of smoothing in either direction increases the
reliability of the cross-correlation in regions of the spectrogram that are dominated by
one of the sources. These estimates are less reliable at boundaries between such regions,
because they are forced to combine conflicting information. In particular, as described in
section 3.2.3 at high frequencies, a single source tends to dominate adjacent frequencies,
but not necessarily adjacent times. Similarly, at low frequencies, a single source tends
to dominate adjacent times, but not adjacent frequencies. Thus the kernel used in these
regions should reflect these trends.
The ground truth plot in (g) was created using the DP-Oracle masks for the two sources,
which are disjoint. Each point was assigned to the delay of the DP-Oracle mask that is
active at it. If no mask was active at a particular point, it was colored blue to distinguish
it from the two true sources. In the other plots, these areas should be randomly colored
because the diffuse nature of the reverberation leads to random cross-correlation peaks.
Designating this plot ground truth assumes that the direct-path signals are perfectly
localized while reverberation is perfectly diffuse, containing no localization information.
This is clearly not the case, but it is a useful simplifying assumption.
The kernel in (a) is the most “horizontal” of the three, with standard deviations of 47 Hz
in frequency and 40 ms in time. Notice that its results, in (d), are correlated across time,
but only slightly across frequency. This kernel agrees with the ground truth best at low
frequencies, because at these frequencies, a single source tends to dominate adjacent
points in time, but not in frequency. The kernel in (b) is more “symmetric” in time and
frequency, having standard deviations of 130 Hz and 13 ms. Its results, in (e), are correlated
moderately across time and frequency and it agrees with the ground truth best at mid
frequencies. And the kernel in (c) is more “vertical” in time and frequency, having standard
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(a) 47 Hz by 40 ms

(b) 130 Hz by 13 ms

(c) 470 Hz by 4 ms

(d) 47 Hz by 40 ms

(e) 130 Hz by 13 ms

(f) 470 Hz by 4 ms

(g) Approx. gnd. truth

(h) Piecewise freq.-dep.

(i) True freq.-dep.

Figure 4.1: Example of cross-correlation taken over axis-aligned Gaussian
regions around each time-frequency point in a spectrogram. Values are
the argmax across τ of the cross-correlation function. The signal being
analyzed is the example mixture from chapter 3. The Gaussian kernels in
(a)–(c) with the indicated standard deviations are used in (d)–(f). (g) DPOracle mask points assigned to appropriate locations with blue indicating
no direct-path source present, (h) Combination of the three kernels at low,
mid, and high frequencies, (i) True frequency-dependent kernel keeping the
time-frequency product constant.
deviations of 470 Hz and 4 ms. Its results, in (f), are correlated across frequency and it
agrees with the ground truth best for high frequencies.
These plots are combined in (h), using (d) for frequencies below 800 Hz, (e) for frequencies
between 800 and 2400 Hz, and (f) for frequencies above 2400 Hz. Thus each of these kernels
is used in the region where it best matches the ground truth. Taking this idea to its logical
conclusion, in (i) a different kernel is used for every frequency band in the spectrogram
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while maintaining a constant time-frequency product. This approach achieves greater
accuracy at the expense of added computational complexity. Intermediate strategies could
also be used that combine more than three, but fewer than 511 kernels, to select a particular
accuracy-complexity trade off. Note that (h) resembles (i), except close to the boundaries
between the three frequency bands where there are discontinuities. These discontinuities
are mitigated as the number of bands increases. The time-frequency product for all of the
kernels used in this section was selected to maximize the separation performance of the
KernelXcorr algorithm used in the multi-source localization experiments in section 4.3.2.

4.1.3

Interaural coherence

A related quantity to the cross-correlation is the coherence between two signals (Faller
and Merimaa, 2004; Allen et al., 1977; Carter, 1993). Whereas the cross-correlation is the
argmax of g(τ ) over τ, the coherence is the actual maximum value of the cross-correlation.
In order for this value to be meaningful, however, the cross-correlation has to be normalized
so that it is always within a fixed range. The normalized cross-correlation, which is closely
related to g(τ ), is defined as
γ` r ( τ ) = p

r (τ )
∑t `(t)r (t − τ )
= p `r
2
2
r`` (0)rrr (0)
(∑t ` (t)) (∑t r (t))

(4.22)

In the frequency domain, this becomes an inner product between unit-power versions
of L(e jω ) and R(e jω ), and the Cauchy-Schwarz inequality ensures that this will always
be between −1 and 1. Because the delay does not change the magnitude of any of the
terms involved in the inner product, it does not affect this bound. Note that the savings of
computing the filterbank cross-correlations as in equation (4.17) also apply to coherence
computations.
This normalized cross-correlation is made up of a cross-correlations and two auto-correlations,
each of which can be generalized in the same way that the cost function in equation (4.9)
is generalized to cover arbitrary regions of the spectrogram while still maintaining the
normalization of equation (4.22)
γ`r (Ω; τ ) = r

∑(ω,t)∈Ω ψ(ω, t) L(ω, t) R∗ (ω, t)e jωτ

.
∑(ω,t)∈Ω ψ(ω, t)| L(ω, t)|2 ∑(ω,t)∈Ω ψ(ω, t)| R(ω, t)|2

(4.23)

This array can be computed efficiently by precomputing certain quantities. First, the two
magnitude spectrograms, | L(ω, t)|2 and | R(ω, t)|2 , can be computed. Then, for each τ
under consideration, the spectrogram L(ω, t) R(ω, t)e jωτ can be computed. After that, the
computation of γ`r (Ω; τ ) is a simple matter of multiplying these quantities by the kernel
ψ(Ω) and then summing.
See figure 4.2 for examples of such a coherence calculation, computed with three different
kernels. This figure is complementary to figure 4.1 in that it contains the max, while
figure 4.1 contains the argmax. This figure also uses the same kernels as figure 4.1. Note
that figure 4.2 seems much less noisy than figure 4.1, even for computations with the same
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(a) 47 Hz by 40 ms

(b) 130 Hz by 13 ms

(c) 470 Hz by 4 ms

(d) 47 Hz by 40 ms

(e) 130 Hz by 13 ms

(f) 470 Hz by 4 ms

(g) Piecewise freq.-dep.

(h) True freq.-dep.

(i) Direct-to-reverberant ratio
Figure 4.2: Example of coherence taken over axis-aligned Gaussian regions
around each time-frequency point in a spectrogram. The signal is the
example from chapter 3. The Gaussian kernels in (a)–(c) with the indicated
standard deviations are used in (d)–(f). (g) Combination of the three kernels
at low, mid, and high frequencies, (h) True frequency-dependent kernel
keeping the time-frequency product constant, (i) Ratio of direct-path energy
to reverberant energy, in dB.
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4.1 The generalized cross-correlation

(a) Normalized cross-corr. at τ = 0

(b) Smoothed cross-corr.

(c) Smoothed | L(ω, t)|2

(d) Smoothed | R(ω, t)|2

Figure 4.3: The three different spectrograms involved in the calculation of
the normalized cross-correlation at τ = 0 for figure 4.2(e).
kernel. This is because of the differences in the noise characteristics of the max versus the
argmax when applied to a multimodal function. These values are multimodal in τ, as can
be seen in figure 4.4. Specifically, the max is only perturbed slightly if the function jumps
between modes, whereas the argmax displays a large discontinuity.
Similarly to figure 4.1, (d) is more smoothed across time and works better for low frequencies, (e) is more smoothed in general, and (f) is more smoothed across frequency and works
better for high frequencies. The combination of the three plots in (h) also closely approximately the frequency-dependent calculation in (i), except at the edges of the frequency
bands. The direct-to-reverberant energy ratio is shown in (g) as a proxy for real ground
truth. Because the direct-path signal is supposed to be compact and the reverberation
diffuse, time-frequency points with more direct-path than reverberant energy should be
more coherent than those in which reverberation dominates. Thus the direct-to-reverberant
ratio should be qualitatively similar to the coherence, and comparison with the coherence
plots shows this to be the case. One notable difference is that the direct-to-reverberant ratio
is generally higher at higher frequencies, which is not the case for the coherence.
The computation of the coherence in equation (4.23) is similar to that of (Allen et al., 1977),
which was proposed for dereverberation of binaural signals. By performing calculations
without the e jωτ term, they were able to use just a single running cross-correlation instead
of one for each value of τ required by equation (4.23). This τ dependence can be ignored
when the smoothing kernel is only applied across time, but it is required to pool across
frequency. Note that without any pooling, the coherence calculation yields 1 uniformly,
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(b) 130 Hz by 13 ms

(d) Piecewise freq.-dep.

(c) 470 Hz by 4 ms

(e) True freq.-dep.

Figure 4.4: Example of the multimodality of cross-correlation in τ, using
axis-aligned Gaussian regions around each time-frequency point in a spectrogram. The signal being analyzed is the example from chapter 3, the
time slice occurs at 0.96 s, and the sources are located at ITDs 0 and 0.7 ms.
Gaussian kernel standard deviations are indicted.
as the cross-spectral magnitude at a single time-frequency point is the product of the
magnitudes at each ear at that point. As shown in section 3.2.3 and figure 4.2, pooling
across frequency is very important for capturing detail in the coherence at high frequencies.
Pooling mainly across time will result in coherence plots more like figure 4.2(d), although
using an auditory spectrogram will help bring it closer to (h), assuming that the time-scale
of the smoothing is adjusted accordingly. Note that while Allen et al. (1977) reported that
their algorithm subjectively decreased reverberation, Bloom and Cain (1982) found that it
did not improve intelligibility.

4.2 Probabilistic cross-correlation
Each STFT-like “slice” of equation (4.21) for a given value of τ can be thought of as
accumulating energy for that τ in g(τ ). The τ with the largest g(τ ) then “wins” the crosscorrelation. By converting this accumulation of energy into an accumulation of probability
or likelihood, we can take advantage of a number of nice features of probability, building
the foundation for the source separation system described in chapter 5. After describing
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Figure 4.5: A histogram of measured IPD residual angles in a reverberant
environment. Shown for two cycles of IPD.
the data that are being modeled and a family of probability distributions that does a good
job of modeling these data, we will describe the probabilistic computation using them.
In section 3.1.3.1, we showed examples of the distribution of IPD angles around −ωτ. In
general, we found that after factoring out this linear frequency dependence, the observations generally followed the same frequency-independent distribution. Thus we make
the assumption that all observations in the time-frequency plane are independent and
identically distributed (IID) conditioned on their true delay.
More formally, we now describe the model for these measurements. For any single point
in time and frequency, define the observed IPD and the IPD residual as, respectively,


L(ω, t) − jωτ
L(ω, t)
φ̂(ω, t; τ ) = ∠
e
.
(4.24)
φ(ω, t) = ∠
R(ω, t)
R(ω, t)
Without using the phase residual, phase circularity becomes a problem when observations
originate from delays that are far from 0. Using the phase residual, this problem is shifted
to delays that are far from the true delay. See figure 4.5 for a histogram of these residual
values, φ̂, pooled over all of the time-frequency points in a spectrogram. Note that this
histogram is peaked at 0 and periodic with a period of 2π, meaning that the histogram of
the phase itself is peaked at −ωτ and periodic with a period of 2π.
In subsequent subsections we describe various distributions with which this histogram can
be modeled. Specifically, our goal is to identify a distribution that allows us to assign a
likelihood to phase residual observations at individual time-frequency points.
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The von Mises distribution

The von Mises distribution is a probability distribution defined over angles (Mardia and
Jupp, 1999)

p(θ | µθ , κ ) = vMθ (θ; µθ , κ ) = (2π I0 (κ ))−1 exp κ cos(θ − µθ )

(4.25)

where θ ∈ [−π, π ) is the angle, µθ ∈ [−π, π ) is the mean angle of the distribution, κ is the
concentration parameter, and I0 (κ ) is the zero-th order modified Bessel function of the first
kind. The von Mises distribution can also be parametrized in a vector form, instead of the
angular form
p( x | µ x , κ ) = vM( x; µ x , κ ) = (2π I0 (κ ))−1 exp{κµ Tx x }
(4.26)
where µ x and x are unit vectors with µ x pointing in the mean direction of the distribution
on the unit circle. This vector parametrization can be generalized beyond two dimensions
to hyperspheres of arbitrary dimension.
The von Mises distribution has many properties in common with the Gaussian distribution
(Mardia, 1975; Gatto and Jammalamadaka, 2007). Both are maximum entropy distributions
given the two lowest-order expectation constraints on their respective supports. Both are
symmetric and have their mode and median at the mean. Both are in the exponential family
and are self-conjugate, meaning that the conjugate prior for the mean parameter of each is
the same distribution. Thus it is straightforward to compute the maximum likelihood or
maximum a posteriori mean parameter of the von Mises distribution, µ x . Although there is
no closed form maximum likelihood estimate of the concentration parameter, κ, it can be
computed numerically.
The likelihood and posterior calculations are as follows (Mardia and El-Atoum, 1976). Let
xi be a set of observations on the unit circle, with i = 1 . . . N. These observations are
assumed to be independent and identically distributed, so their likelihood is
p( x | µ x , κ ) =

∏ vM(xi ; µx , κ )

(4.27)

i

= ∏(2πI0 (κ ))−1 exp{κµ Tx xi }

(4.28)

n
o
= (2πI0 (κ ))− N exp κµ Tx ∑ xi .

(4.29)

i

i

If we assume that the mean µ x is also distributed according to a von Mises distribution,
with mean m and concentration k, then the prior on it can be written
p(µ x | m, k) = vM(µ x ; m, k) = (2πI0 (k))−1 exp{km T µ x }.
The posterior distribution over µ x having seen the observations xi is then
n
o
p(µ x | x, κ, m, k ) ∝ exp κµ Tx ∑ xi + kµ Tx m ∝ vM(µ x ; m0 , k0 )
i

where k0 = κ k ∑i xi + κk mk and m0 =

κ
k0 ( ∑i

xi + κk m).

(4.30)

(4.31)
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Figure 4.6: The histogram of figure 4.5 plotted with a von Mises distribution
with matching moments. Shown for two cycles of IPD.
Figure 4.6 shows the same histogram of IPD residuals as figure 4.5, but superimposed is
the likelihood of the von Mises distribution that best fits that data. Notice that the mode of
the von Mises distribution is much wider than the mode of the histogram so that it can
properly account for the probability mass in the angles diametrically opposite to it.

4.2.2

Maximum entropy circular distributions

Unfortunately, the von Mises distribution does not fit the histogram very well, in particular,
the “tails” of our data are too heavy. Figure 4.6 shows that while the histogram is unimodal
with a rather sharp peak, it still has significant probability density at all IPD residuals,
even at π. Thus a von Mises distribution that matches the data in terms of the width of
the main lobe gives too little probability to points far from the mean direction. Similarly,
the von Mises distribution that matches the observations in terms of the concentration
parameter gives too little probability to points close to the mode, and has a main lobe that
is much too broad.
Thus in this section we examine a generalization of the von Mises distribution described
by Mardia (1975) that can satisfactorily model both the width of the main lobe and the
somewhat uniform background probability density at all angles. It would be possible to
model our data with a mixture of a von Mises distribution and a uniform distribution,
which is a von Mises distribution with κ = 0. We prefer, however, to take another approach
based on maximum entropy circular distributions because of its elegance.
Just as distributions over the real numbers have moments, so do distributions over angles.
These moments are called circular moments, and the kth circular moment of p(θ ) is defined
as (Gatto and Jammalamadaka, 2007)
Mk { p(θ )} =

Z 2π
0

p(θ )e jkθ dθ =

Z 2π
0

p(θ ) cos(kθ ) dθ + j

Z 2π
0

p(θ ) sin(kθ ) dθ.

(4.32)
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Figure 4.7: The histogram of figure 4.5 plotted with successive maximum
entropy approximations to it. Shown for two cycles of IPD.
Note that this is a complex quantity, so that a single moment provides two constraints on
the distribution.
Cover and Thomas (2006, Chap. 12) describe maximum entropy distributions, which are
probability distributions that meet certain expectation constraints, but make as few other
assumptions as possible. In particular, subject to the constraints that
E{ f k ( x )} = λk =

Z

p( x ) f k ( x ) dx,

(4.33)

the maximum entropy distribution over the interval S ⊆ Rn is


p( x ) = c exp ∑ αk f k ( x )

(4.34)

x ∈S

k

where the αk and c parameters are chosen to match the expectation constraints. A distribution satisfying any particular set of expectation constraints is not guaranteed to exist, but if
it does, it is of this form and is unique.
If the constraint functions f k (θ ) are the first m circular moments, and the interval S is
[−π, π ), then the maximum entropy circular distribution becomes (Mardia, 1975)
p(θ ) = c exp



m

∑ αk e jkθ

k =1



= c exp



m

∑ <{αk }cos(kθ ) + j={αk } sin(kθ )



.

(4.35)

k =1

In order to enforce symmetry of the IPD residual about the origin, we can use an even more
constrained maximum entropy distribution in which all of the αk are pure real, so that only
the cosine term remains. See figure 4.7 for the histogram of IPD residuals with successive
maximum entropy circular distributions superimposed. Note that these distributions can
successfully capture the shape of the main peak while still giving sufficient probability to
the “tails” of the distribution.
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The von Mises distribution is the first order maximum entropy circular distribution.
Specifically, the von Mises distribution’s parameters, κ and µθ solve
I1 (κ )
cos µθ = <{α1 }
I0 (κ )

I1 (κ )
sin µθ = ={α1 }.
I0 (κ )

(4.36)

Gatto and Jammalamadaka (2007) discuss the second order maximum entropy circular
distribution, which uses the second circular moment as well.
A simple way to approximate this distribution, when there are many points to model is to
match the moments of a circular histogram instead of computing each moment directly
from the data. If f (θ ) is the piecewise constant histogram function, then its kth circular
moment is as described in equation (4.32). Because f (θ ) is a histogram over angles, it is
strictly periodic in 2π, its Fourier series is computed as
λk =

Z 2π
0

e jkθ f (θ ) dθ

(4.37)

which is exactly the same as the computation of the moments in equation (4.32). Thus
the maximum entropy distribution that matches the first m moments of the observed data
is the truncated Fourier series approximation to the angular histogram of the observed
data. Also because of the strict periodicity in 2π, the Fourier series is exactly equal to the
discrete Fourier transform of the histogram, making it easy to compute numerically.

4.2.3

Top-down cross-correlation

A top-down cross-correlation, as described in section 4.1.1, requires a means of combining
likelihoods of multiple time-frequency points. Such a calculation is particularly easy with
the IPD residual noise because it is independent and identically distributed for all points
in the spectrogram conditioned on the true delay. Specifically, the joint probability of
observations at multiple points decomposes into a product of their marginal probabilities.
The likelihood of a particular τ having observed the IPD in a region Ω is

p(φ(Ω) | τ ) = ∏ p φ̂(ω, t; τ ) .
(4.38)
(ω,t)∈Ω

This likelihood can be used to compare the degree to which different values of τ fit the
observed IPD residuals. Because it uses IPD residuals instead of IPDs, the points are
all IID and zero-mean regardless of frequency, namely 0. This likelihood can serve as a
probabilistic replacement for g(τ ) from equation (4.21).
While equation (4.21) can be seen as a top-down cross-correlation, equation (4.38) is a
better reasoned and more robust way of performing such a computation. As will be shown
in chapter 5, the probabilistic approach also lends itself to use in separation systems and
combination with other probabilistic cues and separators. The probabilistic approach
can also be applied to a single time-frequency point, which is problematic for the direct
cross-correlation methods. Both approaches are top-down because instead of converting
IPD to ITD directly, each ITD hypothesis is tested against a set of IPD observations. See
figure 4.8 for a caricature of the top-down process.
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Figure 4.8: A caricature of our probabilistic model of interaural phase
difference (IPD) as a function of frequency. On the left are the probability
density functions (PDFs) of two competing model predictions, where the
IPDs are centered around their respective ωτ values. On the right, those
PDFs are constrained to the interval [−π, π ) so that the likelihood of the
observation (shown as a dotted line) can be evaluated under each.
Tobenkin (2009, Chap. 2) shows that the generalized cross-correlation and in particular
the PHAT, can be easily transformed into an equivalent probabilistic cross-correlation
using a von Mises noise model. Bradley and Kirlin (1984) and Knapp and Carter (1976)
define a similar probabilistic cross-correlation, but under the much stricter assumptions
of high SNR and signal and noise processes that are independent, Gaussian, and jointly
wide-sense stationary. For completeness, we now derive the correspondence between
equation (4.12) and equation (4.25) for multiple observations. Let Ω̄ be the region Ω but
with all frequencies negated. Then through algebraic manipulation, we can transform the
PHAT function to the log-likelihood of the von Mises distribution,
g(τ ) =

∑

L(ω, t) R∗ (ω, t) jωτ
e
| L(ω, t)| | R∗ (ω, t)|

(4.39)

∑

e j∠ L(ω,t) e− j∠R(ω,t) e jωτ

(4.40)

(ω,t)∈Ω∪Ω̄

=

(ω,t)∈Ω∪Ω̄

=

n L(ω, t)
o
exp
j
∠
+
jωτ
∑
R(ω, t)
(ω,t)∈Ω∪Ω̄

=2

∑

cos(φ(ω, t) + jωτ ).

(4.41)
(4.42)

(ω,t)∈Ω

Equation (4.40) expresses PHAT as a relationship between just the phase portions of the
two signals. Equation (4.41) combines the two signals’ phases together in a single term.
And equation (4.42) uses the definition of the IPD observation in equation (4.24) and
groups each frequency with its matching negative frequency in the sum to convert the
exponentials into cosines. The joint likelihood of a frame of IPD observations under the
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von Mises model of equation (4.25) yields an expression of the same form as equation (4.42)
p(φ(Ω) | τ ) =

∏

vMθ (φ(ω, t); − jωτ, κ )

(4.43)

∏

exp (κ cos (φ(ω, t) + jωτ ))

(4.44)

(ω,t)∈Ω

∝

(ω,t)∈Ω


= exp κ

∑

cos φ(ω, t) + jωτ



(4.45)

(ω,t)∈Ω

= exp

κ
2 g(τ )



.

(4.46)

Because all of these transformations to g(τ ) are monotonic, localization performed using
PHAT in equation (4.8) is equivalent to choosing the maximum likelihood τ under the
von Mises model. This result can also be extended to the case where κ varies over Ω.
For example, Knapp and Carter (1976) discuss the Hannan-Thomson weighting (Hannan
2

and Thomson, 1973) function that uses 1−γ2γ as the variance. This weighting is maximum
likelihood under the restrictive assumptions that the authors make about the signal and
noise.

4.3 Experiments
This section details two experiments that evaluate the performance of the probabilistic and
region-based cross-correlation. The first experiment measures the localization ability of
variants of the probabilistic algorithm in reverberation and additive noise. It also examines
the effect of a mismatch between training and testing data. The second experiment
measures the localization of the kernel-based normalized cross-correlation in a reverberant
mixture of two sources.
Both experiments simulate directional sources by convolving a monaural utterance, recorded
with a close-talking microphone to minimize noise and reverberation, with a binaural
impulse response recorded separately in a real room. Specifically, these experiments
use the classroom binaural room impulse responses (BRIRs) of Shinn-Cunningham et al.
(2005), which were recorded using a KEMAR dummy head in a real classroom with a
reverberation time of around 565 ms and a direct-to-reverberant energy ratio of around
10 dB. These experiments use the measurements taken in the middle of the classroom, with
the source 1 meter from the listener at 0◦ and 75◦ . The recording equipment was taken
down and re-setup on three different occasions, giving three different BRIRs at each angle.
The maximum ITD for the dummy head is around 750 µs when the source is at 90◦ .
The anechoic impulse responses are actually the direct-path portion of these reverberant
impulse responses. By setting all of the samples in the impulse responses to 0 after the first
10 ms, we are able to capture just the direct path and eliminate all of the early echoes and
reverberation. To avoid artifacts, we used a 1 ms raised cosine window to smoothly fade
out the signal between 9 and 10 ms. The noise added to these anechoic impulse responses
was speech shaped, based on the average spectrum of the original recordings of all of the
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utterances. The signal to noise ratio of the additive noise was 10.75 dB (relative to the
average of both ears), to match the direct-to-reverberant ratio of the reverberant BRIRs.

4.3.1

Accuracy vs duration

The first experiment compared different variants of these maximum entropy distributions,
including PHAT, for localizing single sources in simulated reverberation and additive noise.
Twenty utterances were selected at random from the TIMIT dataset and each of these was
spatialized at an azimuth of 0◦ and 75◦ . Each method was used to estimate the interaural
time difference and the results were compared to the true ITD using the mean absolute
error. The true ITD was estimated by passing 10 s of white noise through just the first
10 ms of the same impulse responses.
These localization methods give more accurate estimates when information is pooled over
a longer observation, so their performance was compared as the amount of pooling was
varied. Two different pooling methods were used, a point-based pooling related to PHAThistogram and a probabilistic pooling as introduced in this chapter. In the point-based
pooling, the maximum likelihood delay was selected at each time point and a histogram of
such estimates was collected over the pooling interval. The final estimate was the delay
with the largest histogram value. In probabilistic pooling, the likelihoods of all of the
pooled frames were multiplied together and the maximum of that combined likelihood
was selected.
The maximum entropy circular distributions that were compared use parameters estimated
from different data. The first version used parameters estimated from a single utterance at
0◦ in the reverberant environment. The second used parameters estimated from the same
utterance, at the same location, but using the anechoic additive noise condition described
above. The third used parameters estimated from the same utterance, but located at 75◦ in
reverberation. As was shown in section 3.1.3, the distribution of IPD residuals does differ
with source azimuth, although the results of this experiment show that it has little effect
on localization performance.
As shown in equation (4.46), the maximum likelihood delay under the von Mises distribution is equivalent to PHAT in this framework. In section 4.2.2, it was shown that the von
Mises distribution is the first order maximum entropy circular distribution. Thus, in these
experiments the first-order result is the same and as the performance of PHAT. In addition
to the first-order result, the fifth-order result is shown.
4.3.1.1

Results

The results of these experiments can be seen in figure 4.9, which plots the mean absolute
error of the localization methods as a function of the amount of pooling in the two
conditions. Note that all of the methods perform very similarly to one another. The
point-based estimate always performs significantly worse than the probabilistic estimate.
Error decreases, monotonically as pooling increases, and the probabilistic method’s error
reaches below 20 µs for all methods when pooling over 300 ms.
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Figure 4.9: Mean absolute localization error using maximum entropy circular distributions evaluated in reverberant (right) and anechoic plus speechshaped noise (left) conditions. Parameters were estimated from the indicated
training signal types. Lines show performance for point and probabilistic
estimates (color) for sources at 0◦ and 75◦ using first and second order
circular distributions.
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The training conditions of these algorithm does not change the results much at all. The
plots in each row of figure 4.9 are very similar to one another. Also, the two shown model
orders perform very similarly to one another, especially in the additive noise condition.
In the reverberant noise condition, the higher order model helps the matched condition
slightly, but hurts the unmatched condition. In general, however, the higher order model
only seems to help in localizing the source at 0◦ .
With the probabilistic pooling, the source at 0◦ is more accurately localized than the source
at 75◦ in reverberation, and they are localized equally well in additive noise. This is to
be expected, as the IPD residual has lower variance for sources closer to 0◦ . Curiously,
however, with point-based pooling, the performance of the two sources is reversed in the
two conditions. This may be related to the advantage of the better ear compared to the
average over both ears.
In reviewing the performance of these different methods, it became clear that almost all
of the localization error came from a small number of intervals with very large errors,
as opposed to many intervals with small errors. The segments with large errors were
the segments containing little or no source energy. When pooling over short duration
segments, this led to certain segments with a large error and others with very small error.
As the pooling intervals were increased, there tended to be some target energy in every
interval, leading to good localization in every interval, and decreasing the average error.

4.3.2

Localization in a mixture

To show the usefulness of the kernel-based normalized cross-correlation localization, we
use it to localize multiple simultaneous sources. We compare it PHAT-histogram, which
performs localization on each frame of a spectrogram separately, using PHAT, and selects
the τ with the most weight as the source ITD at that frame. It then accumulates these
point estimates into a histogram and selects the largest peaks as the sources’ locations. Our
region-based cross-correlation can be thought of as a generalization of the this technique.
While PHAT-histogram uses “regions” of the spectrogram that are individual frames, our
technique uses regions with frequency-dependent shapes. We combine our localizations in
the same way, aggregating them in a histogram and selecting the largest peaks from that
histogram.
In this task, two and three sources are mixed together in reverberation and the localization
performance on all sources is measured as a function of separation angle. One source is
always at 0◦ , and the other sources move from 15◦ to 90◦ . When there are three sources,
the two off-axis sources are placed symmetrically at the same azimuth. Performance is
again measured using the mean absolute error.
4.3.2.1

Results

The results of this experiment can be seen in figure 4.10. Each dot is the mean absolute
error of the sources in a single mixture, the trend lines show the mean absolute error of
all of the mixtures at each angle, and the error bars show 1 standard error. Again, most
localizations are very close to the ground truth, but a few are very far off. When there are
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Figure 4.10: Mean absolute localization error for reverberant multiplesource mixtures. Error bars show 1 standard error.
three sources, the kernel cross-correlation tends to make more of these large mistakes than
PHAT-histogram.
Note that the errors are relatively evenly distributed across angles. This is surprising
because nearby sources have similar interaural parameters and one might expect that they
would be confused more frequently. The increased incidence of confusions at small angles
might be counteracted by the smaller errors caused by such confusions. See section 5.4.6
for further localization experiments involving these algorithms that show their limitations
for sources separated by less than 10◦ .
When localization is successful, the performance of both of these systems is on par
with that of humans. The median error in both systems’ estimates is around 10–20 µs,
which corresponds to an angle of approximately 2◦ . As discussed in section 2.3, human
localization performance in anechoic environments is approximately 1–2◦ for sources
directly ahead and as much as 10◦ for lateral sources.

4.4 Summary
This chapter discussed a number of approaches for localizing sound sources in azimuth, and
presented two generalizations of previous localization methods. The first generalization
expands the definition of cross-correlation from the time domain into the time-frequency
domain, so that it can be calculated over arbitrarily shaped regions of a spectrogram. After
showing that this localization is equivalent to a von Mises probability model, it introduces
the second generalization, from a first order maximum entropy circular distribution to
higher order distributions.
It also couched localization in a probabilistic framework, introducing a probability model
for the interaural phase difference residual. The noise is zero mean, unimodal, and can
be treated as independent for different time-frequency points. Thus the probability of the
residuals in an arbitrary time-frequency region is simply the product of the probabilities
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at all of the points in that region. By comparing the probabilities of different interaural
time delays over an arbitrary region, the maximum likelihood delay can be chosen. This is
essentially the “straightness” weighting of (Stern and Trahiotis, 1995), but arrived at from
probabilistic principles.
There are a number of features of this model that recommend it over a traditional generalized cross-correlation approach. First, in localization experiments, the probabilistic
approach estimated the true delay as well as PHAT in both reverberant and additive
noise conditions. Second, the probabilistic approach lends itself to localizing multiple
sources simultaneously because of its ability to aggregate information over arbitrarily
shaped regions of the spectrogram. Third, because it is a true likelihood, it can be used in
combination with other probabilistic methods for localization or separation. And fourth, it
does not depend on any explicit assumptions of Gaussianity or wide-sense stationarity as
previously proposed GCC methods do. Any implicit assumptions it makes are appropriate
for use with speech in reverberation and additive noise.
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Chapter 5

Separation
This chapter describes the full Model-based EM Source Separation and Localization
(MESSL) system. This system separates and localizes multiple sound sources from a
reverberant two-channel recording. It builds on chapter 3’s modeling of the interaural
parameters of sources and chapter 4’s flexible, probabilistic localization model.
Once a model is constructed of a single source’s interaural parameters, multiple models
can be combined into a mixture over sources and delays. This mixture model reduces the
multi-source localization problem to a collection of single source localization problems,
with straightforward solutions. It is described in section 5.2. Section 5.2.1 then derives an
expectation maximization (EM) algorithm to estimate the maximum-likelihood parameters
of this mixture model, and shows that these parameters correspond well with interaural
parameters measured in isolation in section 5.3. As a byproduct of fitting this model, the
algorithm creates probabilistic spectrogram masks that can be used for source separation.
Fundamentally, MESSL clusters spectrogram points into sources by their interaural phase
and level differences. Each source is represented by its centroid in this interaural parametrization. Using these source models, points from each source can be separated from one
another; they are assigned to each source probabilistically, according to their similarity to
the source’s centroid. Using these separations, a more accurate localization can be made;
the centroid of each source is re-estimated from the points that are assigned to it. These
two steps alternate for a fixed number of iterations or until the separation and localization
converge.
This chapter concludes with an extensive set of experiments exploring different aspects
of MESSL and comparing it with other separation and localization systems in section 5.4.
These experiments show that MESSL’s separations
• are best when using more complicated parametrizations, without over-fitting the data
• are slightly better when initialized with ground truth parameters instead of estimating
them from a mixture
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• have signal-to-distortion ratios (SDRs) 1.4 dB higher when including a model of
reverberation
• have SDRs 2.0 dB higher and PESQ scores 0.19 MOS higher than four comparable
separation algorithms
They also show that MESSL’s localization has a mean absolute error 40% smaller than
four comparable localization algorithms. We believe that these performance benefits are
due to the use of a model that is structured enough to extract useful information from
observations, but flexible enough to accept the variability introduced by interference and
reverberation.
This chapter is based on (Mandel et al., 2007; Mandel and Ellis, 2007; Weiss et al., 2008;
Mandel et al., 2009). Mandel et al. (2007) first introduced the concept of localization and
separation using this mixture model. Mandel and Ellis (2007) added the psychoacoustically
relevant interaural level difference cue. Weiss et al. (2008) added source models, which are
described in section 5.2.3 and take advantage of known regularities of speech in separating
speakers. Mandel et al. (2009) reported the results of many of the experiments included in
this chapter.

5.1 Background
MESSL is a synthesis of localization-based clustering and spectral masking. A number
of systems have taken a similar approach (Jourjine et al., 2000; Roman et al., 2003; Viste
and Evangelista, 2003; Harding et al., 2006; Mouba and Marchand, 2006). Localization
in azimuth is a popular cue for segregating sound sources, as discussed in section 2.3.3
and section 2.5. Spectral masking, sometimes called time-frequency masking, binary
masking, or ideal binary masking, allows the separation of an arbitrary number of sources
from a mixture, by assuming that a single source is active at every time-frequency point.
This is in contrast to independent component analysis (Hyvärinen, 1999) and other multimicrophone techniques (Buchner et al., 2005), which can separate at most as many sources
as there are microphones.
As described in section 2.3.3, many models of mammalian auditory localization have been
described in the literature. Most focus on localization within individual critical bands of
the auditory system, whereas we are more concerned in this work with the way in which
localization estimates are combined across bands. The main difficulty in such combination
is that the cross-correlation of bandlimited signals is multimodal and the correct mode must
be selected. MESSL’s localization facility is based on the insight that this multimodality
is an artifact of bottom-up processing and that a top-down approach that tests a set of
candidate interaural time differences yields an unambiguous answer at all frequencies.
In this bottom-up paradigm, a single source can be localized using the “straightness” of
cross-correlations across frequency (Stern et al., 1988, 2006) and simultaneous sources can
be localized using a “stencil” filter that embraces multimodality (Liu et al., 2000). Other
systems localize the source in each band probabilistically and then combine probabilities
across frequency by assuming statistical independence. Nonparametric modeling in this
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vein (Nix and Hohmann, 2006; Harding et al., 2006; Brown et al., 2006) employs histograms
of interaural parameters collected over a large amount of training data, which can be
compared to the observation and to one another when normalized properly. While
Harding et al. (2006); Brown et al. (2006) collect histograms of per-band interaural time
differences, Nix and Hohmann (2006) collect histograms of interaural phase difference,
which avoids multimodality and facilitates the analysis of moments. This is the general
approach that MESSL takes, although it uses a parametric model of both the noise in
interaural parameters and the connection between ITD and frequency, avoiding the need
for training data, making it more robust to reverberation, and making it easier to deploy in
unfamiliar environments.
When using localization to separate multiple sources in a sound mixture, it is important to
be able to localize, in some way, individual time-frequency points. The simplification made
by DUET (Jourjine et al., 2000; Yilmaz and Rickard, 2004) is to ignore high frequencies
in which the cross-correlation is multimodal and to convert interaural phase differences
to interaural time differences only for frequencies in which the cross-correlation is unimodal. DUET combines these ITD estimates with similar ILD estimates at individual
time-frequency points in the spectrogram and then identifies sources as peaks in the
two dimensional ILD-ITD histogram. The localization subsystem of Roman et al. (2003)
aggregates its cross-correlation across frequency and time to estimate the ITD of multiple
sources. It then selects the mode in each frequency band’s cross-correlation that is closest
to one of these global ITD estimates. The localization subsystems of Viste and Evangelista
(2003); Mouba and Marchand (2006) both use ILD to resolve local ITD ambiguities. Using
a model of the relationship between ILD and azimuth, they map ILDs to a given direction,
then choose the ITD mode that is most consistent with this direction.
Given the localization of each time-frequency point, most algorithms perform separation
through some kind of clustering (Mouba and Marchand, 2006) or histogram peak picking
(Jourjine et al., 2000; Viste and Evangelista, 2003), although when the locations are known
in advance, classification is also a popular technique (Roman et al., 2003; Harding et al.,
2006; Brown et al., 2006). MESSL uses a clustering approach, but simultaneously learns
the interaural parameters of each source. This allows it to jointly localize and separate
the sources, making it more noise robust than approaches that first commit to azimuth
estimates based on noisy observations and then perform clustering in azimuth space
(Mouba and Marchand, 2006).
A separation system that shares many similarities with these systems, but does not explicitly
use localization is two-source, frequency-domain, blind source separation (Sawada et al.,
2007). It performs an ICA-like clustering in each frequency band separately and then
clusters the separation masks across frequency to unpermute them. In the two-microphone
case, the per-frequency clustering uses features that are similar to MESSL’s, containing the
same information as IPD and ILD, but more easily generalizing to multiple microphones.
This system is purely for separation, no correspondence is enforced between the parameters
estimated at each frequency, as would be implied by a model of localization.
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5.2 A localization mixture model
For the purposes of deriving this model we will first examine the situation where one
sound source arrives at two spatially distinct microphones or ears. We then generalize
this to the assumption that at most one source is present at each time-frequency point in a
spectrogram, but that different sources could be present at different points.
As in chapters 3 and 4, denote the sound source as s(t) and the signals received at the
left and right ears as `(t) and r (t), respectively. In this chapter, we derive our results for
the case where the interaural transfer function is frequency-dependent, as discussed in
chapter 3, but this subsumes the frequency-independent case discussed in chapter 4. The
two received signals relate to the source by a frequency-dependent delay and gain, in
addition to a disruption due to noise. In the experiments in section 5.4.2, we compare
models assuming frequency-independence to those assuming frequency-dependence.
If we combine the frequency-dependent gains and delays into two short impulse responses,
h` (t) and hr (t), the various signals are related by:

`(t) = s(t − τ` ) ∗ h` (t) ∗ n` (t)

r (t) = s(t − τr ) ∗ hr (t) ∗ nr (t).

(5.1)

The ratio of the short-time Fourier transforms of both equations is the interaural spectrogram,
L(ω, t)
= 10α(ω,t)/20 e jφ(ω,t)
R(ω, t)

≈ 10a(ω )/20 e− jωτ (ω ) N (ω, t)

(5.2)
(5.3)

Equation (5.2) is the ratio of the actual observations at both ears, while equation (5.3) is
our model of that ratio.
The interaural spectrogram is parametrized by φ(ω, t), the interaural phase difference (IPD)
at frequency ω and time t, and α(ω, t), the interaural level difference (ILD) measured in
dB. We model these with the frequency-dependent interaural time difference (ITD), τ (ω ),
and the frequency-dependent interaural level difference, a(ω ). As discussed in chapter 4,
we use a top-down approach to localization that mitigates the problem of spatial aliasing.
To measure the difference between the IPD predicted by a delay of τ samples and the
observed IPD, we use the phase residual defined in equation (4.24). The residual error
can be modeled with a circular probability distribution like the von Mises distribution
or higher order maximum entropy distributions, as described in chapter 4, or it can be
approximated as a linear distribution using a Gaussian scale mixture model, a Gaussian
mixture model in which all of the Gaussians share the same mean (Mandel et al., 2007). We
have found, however, that for separation purposes a single Gaussian works well enough

p(φ(ω, t) | τ (ω ), σ (ω )) = N φ̂(ω, t; τ (ω )) | 0, σ2 (ω )

≈ N φ(ω, t) | ωτ (ω ), σ2 (ω ) .

(5.4)
(5.5)

The equality is approximate because it only holds when the standard deviation σ is small
relative to 2π, in which case the Gaussian and von Mises distributions are very similar.
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In accordance with the observations in chapter 3, we model the interaural level difference,
measured in dB, by a single Gaussian with frequency-dependent mean and variance

p(α(ω, t) | µ(ω ), η (ω )) = N α(ω, t) | µ(ω ), η 2 (ω ) .

(5.6)

Because the ILD is modeled with a Gaussian, we use the normal-Wishart distribution, its
conjugate, as the prior on its parameters (Gauvain and Lee, 1994). This prior, for diagonal
covariance Gaussians, is
p(µ(ω ), η (ω ) | v, m(ω ), c(ω ), d(ω )) ∝

(µ(ω ) − m(ω ))2
exp −v ∑
2η 2 (ω )
ω

!

d(ω )
∏ η (ω )Ω−c(ω) exp − ∑ 2η 2 (ω )
ω
ω

!
(5.7)

The mean of this normal-Wishart, m(ω ), is learned from impulse responses, as described
in section 5.2.2, but the system is not especially sensitive to particular values. In our model,
we set c(ω ) and d(ω ) to uninformative values, so they drop out and the prior becomes
!
(µ(ω ) − m(ω ))2
p(µ(ω ), η (ω ) | v, m(ω )) ∝ exp −v ∑
.
(5.8)
2η 2 (ω )
ω
In effect, the prior acts as a number of “virtual” observations that are included in the
parameter estimates discussed later. The prior precision (inverse variance), u, controls the
strength of the prior relative to the observations, i.e. the number of virtual observations.
We combine the ILD and IPD models by assuming that they are conditionally independent,
given their respective parameters


p(φ(ω, t), α(ω, t) | Θ) = N φ̂(ω, t) | ξ (ω ), σ2 (ω ) · N α(ω, t) | µ(ω ), η 2 (ω ) ,

(5.9)

where Θ represents all of the model parameters. Note that this assumption of conditional
independence applies only to the noise that corrupts the measurements, it does not
contradict the well known correlation between ILD and ITD in actual head-related transfer
functions, which should be enforced instead in the means of these Gaussians, ξ (ω ) and
µ(ω ). In this work, we model this correlation by enforcing a prior on the ILD based on the
initialization of the ITD.
Equation 5.9 can be used to evaluate the likelihood of an observation at any point in a
spectrogram under the model specified by the parameters Θ. Points are assumed to be
independent of one another as well, so such a likelihood can be computed for any set of
points by multiplying the individual points’ likelihoods. This is a generalization of the
localization system of the previous chapter to include the interaural level difference.

5.2.1

Parameter estimation from mixtures

The parameters of the model described above cannot be estimated directly from a mixture
of sources, where different regions of the spectrogram are dominated by different sources,
because the sources have different distributions over IPD and ILD. Only points from
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the same source and at the same delay are assumed to be distributed identically. The
parameters of each of these distributions, then, could only be estimated if somehow the
source and delay of each point in the spectrogram were known.
This is a classic missing data problem and maximum-likelihood model parameters can
be estimated with an expectation maximization (EM) algorithm. For each source in a
multi-source mixture, this EM algorithm selects the regions of the spectrogram that best
fit its parameters, and then re-estimates its parameters from only those regions. Instead
of using hard, binary masks, however, EM uses soft, likelihood-based masks. It treats the
source dominating each spectrogram point as a hidden variable, i, and uses the expected
probability of source membership to estimate source parameters.
The delay of the source that dominates each spectrogram point, τ (ω ), also includes a
hidden variable. We model it as the sum of two components,
τ (ω ) = τ +

ξ (ω )
.
ω

(5.10)

The first term is a frequency-independent delay that is used for localization. To make the
inference tractable, the hidden variable τ is modeled as a discrete random variable, where
the set of allowable delays is specified a priori. The parameter ξ (ω ) is an offset in [−π, π )
that allows for minor deviations from this frequency-independent model. It replaces 0
as the mean of the IPD Gaussian in equation (5.4). Both i and τ are combined into the
hidden variable ziτ (ω, t), which is 1 if spectrogram point (ω, t) comes from both source i
and delay τ and 0 otherwise. Each observation must come from some source and delay, so
∑i,τ ziτ (ω, t) = 1.
The parameters of the various Gaussians are estimated in the M step along with the
marginal class memberships, ψiτ ≡ p(i, τ ), the estimate of the joint probability of any
spectrogram point’s being in source i at delay τ. Estimates of the time-delay of arrival for
each source can be computed from ψiτ . Since τ only takes on discrete values in our model,
ψiτ is a two-dimensional matrix of the probability of being in each discrete state.
In the most general form of the model, we include all possible dependencies of the
parameters on dimensions of the data. In section 5.4.2 we compare different parameter
tying schemes, which reduce these dependencies. The IPD parameters for each source,
σiτ (ω ) and ξ iτ (ω ), depend on τ as well as ω. The ILD parameters for each source, µi (ω )
and ηi (ω ) depend on ω, but are independent of τ. Both IPD and ILD parameters depend
on the source from which they come, i. Let
Θ ≡ {ξ iτ (ω ), σiτ (ω ), µi (ω ), ηi (ω ), ψiτ }
be the collection of the parameters of all of the models.

(5.11)
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By marginalizing over the hidden variable ziτ (ω, t), we arrive at the total log likelihood for
a given observation

L(Θ) = ∑ log p(φ(ω, t), α(ω, t) | Θ)

(5.12)

ω,t

h
i
= ∑ log ∑ p(φ(ω, t), α(ω, t) | ziτ (ω, t), Θ) · p(ziτ (ω, t) | Θ)

(5.13)

i,τ

ω,t

h
i


2
= ∑ log ∑ N φ̂(ω, t; τ ) | ξ iτ (ω ), σiτ
(ω ) · N α(ω, t) | µi (ω ), ηi2 (ω ) · ψiτ . (5.14)
i,τ

ω,t

This is basically a Gaussian mixture model, with one Gaussian per (i, τ ) combination and
ψiτ as the mixing weights. The number of sources to compare must be specified a priori.
From this total log likelihood and the prior over ILD parameters, we define the auxiliary
function to maximize with respect to Θ,
Q(Θ | Θs ) =

∑∑p



ziτ (ω, t) | φ(ω, t), α(ω, t), Θs · log p ziτ (ω, t), φ(ω, t), α(ω, t) | Θ

ω,t i,τ

+ ∑ log p(µi (ω ), ηi (ω ) | vi , mi (ω )) + k (5.15)
i

where Θs is the estimate of the parameters Θ after s iterations of the algorithm and k is
independent of Θ. Maximum-likelihood parameter estimation then proceeds in two steps,
the E step, in which the expectation of ziτ (ω, t) is computed given the observations and
the parameter estimate Θs , and the M step, in which Q is maximized with respect to Θ
given the expected value of ziτ (ω, t).
In the E step, we compute
νiτ (ω, t) ≡ p(ziτ (ω, t) | φ(ω, t), α(ω, t), Θs )

(5.16)

∝ p(ziτ (ω, t), φ(ω, t), α(ω, t) | Θs )

= ψiτ · N

2
φ̂(ω, t; τ ) | ξ iτ (ω ), σiτ
(ω )

(5.17)


·N

α(ω, t) | µi (ω ), ηi2 (ω )



.

(5.18)

Because ziτ (ω, t) is a binary random variable, this probability is equal to its expectation,
hence this is the “expectation” step. This expectation is then used in the M step to calculate
maximum-likelihood parameters as weighted means of sufficient statistics. Let the operator

h x it,τ ≡

∑t,τ x νiτ (ω, t)
∑t,τ νiτ (ω, t)

(5.19)

be the weighted mean over the specified variables, in this case t and τ. This notation
makes it convenient to specify the indices over which to take the mean, i.e. the indices over
which to tie parameters. Without tying, and with an uninformative ILD prior, the model
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parameter updates are
µi (ω ) = hα(ω, t)it,τ
D
2 E
ηi2 (ω ) = α(ω, t) − µi (ω )

(5.20)

ξ iτ (ω ) = φ̂(ω, t; τ ) t
D
2 E
2
σiτ
(ω ) = φ̂(ω, t; τ ) − ξ iτ (ω )
ψiτ =

1
ΩT

(5.21)

t,τ

(5.22)
t

∑ νiτ (ω, t).

(5.23)
(5.24)

ω,t

To tie parameters, the weighted mean is taken across more variables. For example, different
versions of the IPD variance can be derived
D
2 E
2
σiτ
= φ̂(ω, t; τ ) − ξ iτ (ω )
(5.25)
ω,t
D
E

2
σi2 = φ̂(ω, t; τ ) − ξ iτ (ω )
(5.26)
ω,t,τ

In addition to the model parameters that are output by the algorithm, it is also possible to
compute probabilistic masks for each of the sources by marginalizing over delay
Mi (ω, t) ≡

∑ νiτ (ω, t).

(5.27)

τ

Note that this mask represents probabilities, see section 5.2.4 for an experiment in converting these probabilities to more Wiener filter-like coefficients.
Under weak assumptions, this algorithm is guaranteed to converge to a local maximum
of the likelihood, but since the total log likelihood is not convex, it is still sensitive to
initialization. Conveniently, however, it is also very flexible in its initialization. Since
it can start with the E step or the M step, it can be initialized with data in the form of
either model parameters or masks. Even a subset of the model parameters can be used
to initialize the algorithm, from which the rest can be bootstrapped. In section 5.4.3 we
compare the results of initializing the algorithm in various ways.
Unless otherwise mentioned, we initialize ψiτ from a cross-correlation based method while
leaving all the other parameters in a symmetric, non-informative state. If the ILD prior
(described below) is used, we initialize the ILD with the same mean as its prior and a
standard deviation of 10 dB. From these parameters, we compute the first E step mask.
Using estimates of τ for each source from PHAT-histogram (Aarabi, 2002), ψiτ is initialized
to be centered at each cross-correlation peak and to fall off away from that. Specifically,
p(τ | i ), which is proportional to ψiτ , is set to be approximately Gaussian, with its mean at
each cross-correlation peak and a standard deviation of one sample.
A note about computational complexity. The running time of this algorithm is linear in
the number of points in the spectrogram, the number of sources, the number of discrete
values of τ that are used, and the number of EM iterations. Running time on a 1.86 GHz
Intel Xeon processor was approximately 80 seconds to separate 2 sources from a 2.5-second
(40,000 sample) mixture using a τ grid of 61 elements and 16 EM iterations. This processing
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rate is approximately 32 times slower than real time. To separate 3 sources under the same
conditions took approximately 110 seconds, or 45 times slower than real time.

5.2.2

Modeling reverberation

In order to model reverberation, we introduce a “garbage” source into MESSL that is
initialized to have a uniform p(τ | i ), a uniform distribution across IPD, and an ILD with 0
mean across frequency. This garbage source is designed to account for spectrogram points
that are not well described by any of the other source models. While the direct-path signal
has interaural cues consistent with the specific direction of the source, reverberation has a
diffuse character that may not fit a source model particularly well. Thus a single garbage
source should be able to account for the reverberation from all of the sources in a mixture,
regardless of their locations. The garbage source also allows the parameters of the other
sources to be estimated more accurately, as they are no longer forced to include poorly
fitting points into their parameter estimation.
As discussed in section 3.1.3.2, reverberation tends to diminish ILD observations. This is
because of the isotropic nature of reverberation, which leads to an ILD of 0 dB for purely
reverberant signals. The ILD prior introduced in equation (5.8) can be used to help the
ILD estimates converge to the ILD of the direct-path portion of the signal, pushing more
reverberation into the garbage source, and can help distinguish between reverberation and
a direct-path source with an ILD of 0 dB.
When the ILD prior is included in the estimation, equations (5.20) and (5.21) become,
respectively
vi mi (ω ) + ∑t,τ α(ω, t)νiτ (ω, t)
vi + ∑t,τ νiτ (ω, t)
2
2
vi mi (ω ) − µi (ω ) + ∑t,τ α(ω, t) − µi (ω ) νiτ (ω, t)
2
.
ηi ( ω ) =
∑t,τ νiτ (ω, t)
µi ( ω ) =

(5.28)
(5.29)
(5.30)

Note the source-dependence of the ILD prior parameters. In practice, the prior precision,
vi is the same for all sources, but the prior mean, µi (ω ), is different for each source, set
from the ITD initialization. The exact value of the prior mean was estimated from a set
of anechoic head-related transfer functions using a regression on ITD, frequency, and
interaction terms up to the third order. The fact that this mean is only able to capture
broad features of the relationship between ILD and ITD facilitates generalization across
individuals. Figure 5.1 shows both the prior as a function of ITD and frequency and the
original data from which it was learned. We only employ the ILD prior in combination
with the garbage source, as a pilot study found that that was when it was most useful.
Note that the ILD prior does make assumptions about the relationship between ILD and
ITD. These assumptions concede generality for performance in a particular condition of
interest. Specifically, the modeled relationship between ILD and ITD assumes a particular
separation between the microphones or ears, and the fact that there is an object of a
particular size and shape between the two microphones. These assumptions make sense
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Figure 5.1: The ILD prior captures the dependence of ILD on ITD. (a) The
data that the ILD prior is learned from: anechoic HRTFs, (b) The learned
prior. Note that unlike other plots, the maximum frequency here is 22 kHz.
for dummy head recordings and even for in-ear recordings of many individuals, because
of the smoothness of the relationship and the weakness of the prior. They would need to
be modified for free-field recordings, however, which typically include a much smaller
ILD, as there is no frequency-dependent absorber shielding the far-side microphone.

5.2.3

Source modeling

One of the advantages of the MESSL system is that it is agnostic to the source signals
in a mixture. This gives it the power to separate any sources, as long as they have been
mixed under realistic interaural conditions. This generality comes at a cost, however.
Just as assuming a specific relationship between the ILD and ITD can increase separation
performance in the particular situations that we are interested in while forfeiting some
amount of generality, so too can making certain assumptions about source signals.
Specifically, as described by Weiss et al. (2008), when separating speech sources, MESSL
can be extended with a model of these sources. Speakers are modeled in the STFT domain
using relatively simple Gaussian mixtures, typically having 32 or 64 components. Such
models include many phonetic characteristics, but are generally insufficient for speech
recognition. Even so, they capture enough information about the spectral shapes that
appear typically in speech to improve source separation performance.
There are two related speech models that have been incorporated into MESSL. The first
is speaker-independent, and it is referred to as MESSL-SP, for Source Prior. The second
is speaker-dependent, with the speaker adaptation taking place in the eigenvoice space
(Kuhn et al., 1998), and it is referred to as MESSL-EV, for Eigenvoice. The experiments in
section 5.4.4 compare the performance of MESSL-SP to other parametrizations of MESSL.
For experiments with MESSL-EV, see (Weiss, 2009, Chap. 5).
In addition to modeling the ways that each speaker’s utterance changes over time, we also
model the static acoustic channel through which they are speaking. While the main MESSL
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system is built on the difference between the left and right channels, to explicitly model
both channels requires their sum as well. In practice we use two parallel channel models,
the standard MESSL model of their difference, and a source prior model of both their
difference and sum. We are in some sense over-counting the evidence from the channel
differences, although we have not noticed any adverse effects from this.
Mathematically, then, we model the signals at the left and right ears as
L(ω, t) = Si (ω, t) + hi` (ω )

R(ω, t) = Si (ω, t) + hri (ω )

(5.31)

where L(ω, t), R(ω, t), and Si (ω, t) are all measured in dB, Si (ω, t) is the STFT of source
i, and hi` (ω ) and hri (ω ) are the channel responses for source i at the left and right ears.
Using the speech models, source i is modeled as
p(Si (ω, t)) =

∑ πic N (Si (ω, t) | µic (ω ), σic (ω ))

(5.32)

c

where Si (ω, t) is the energy at frequency ω and time t from source i, and c indexes the
GMM component in the source model. In the case of MESSL-SP, µic and σic do not depend
on i, but in the case of MESSL-EV, µic and σic are functions of the eigenvoice parameters.
This second channel model is necessary, however, to avoid source permutation problems.
For the speaker-independent model and the initial stages of the eigenvoice model, the
two speaker models are identical. This symmetry makes the models uninformative in
separating sources, and it must be broken so that the source priors can contribute to the
separation. We introduce the channel model to break this symmetry, but it also can be
broken by enforcing temporal constraints through e.g. a hidden Markov model. Temporal
constraints, however, greatly increase the model complexity.
The channel is modeled using low-order discrete cosine transform (DCT) terms, hi = Bhi .
The DCT matrix that we are using, B, only includes the lowest L frequencies from the
complete DCT matrix, and is defined as
π

2
Bωj = √ cos
(ω + 12 ) j
Ω
Ω

i = 0 . . . Ω − 1,

j = 0 . . . L − 1.

(5.33)

The full model of each observed channel given that it comes from a particular source and
GMM component is thus
p( L(ω, t) | i, c, Θ) = N ( L(ω, t) | µic (ω ) + Bω · hi` , σic2 (ω ))

(5.34)

Bω · hri , σic2 (ω ))

(5.35)

p( R(ω, t) | i, c, Θ) = N ( R(ω, t) | µic (ω ) +

where Bω · is the row of the B matrix corresponding to frequency ω, and µic = µc (wi ) and
σic2 = σc2 (wi ) according to the eigenvoice parametrization.

5.2 A localization mixture model

0.06

0.7

0.05

0.6
Fraction of energy

Fraction of energy

88

0.04
0.03
0.02
0.01
0

0.5
0.4

Target
Interferer

0.3
0.2
0.1

0

0.2

0.4
0.6
Mask probability

0.8

1

0

0

(a)

0.2

0.4
0.6
Mask value

0.8

1

(b)

Figure 5.2: Histograms of MESSL mask values weighted by target and
masker energies (a) before and (b) after warping through sigmoid function
with α = 0.5, β = 14.4.
The total likelihood, then, in schematic form, including the hidden variables, i, τ, and c,
and the observations of the interaural parameters and the power spectra at the two ears is
p(φ, α, L, R | Θ) =

∑ p(φ, α, L, R, i, τ, c | Θ)

(5.36)

iτc

= ∑ p(φ | i, τ, Θ) p(α | i, Θ) p( L | i, c, Θ) p( R | i, c, Θ) p(c | i ) p(i, τ ) (5.37)
iτc

where (ω, t) has been omitted for brevity from the observations φ, α, L, and R. To convert
this into a total log likelihood equation like equation (5.14), a dependence on the hidden
variable c must be added to the indicator variable z, which becomes ziτc (ω, t).
The E step of the algorithm is now analogous to the original MESSL E step, but with this
new z variable. When updating the ILD and IPD parameters, ziτc (ω, t) and νiτc (ω, t) can
be averaged over their c dependence, yielding the original ziτ (ω, t) and νiτ (ω, t). This
is possible because the arguments to the weighted sums in equations (5.20) to (5.24) do
not depend on c. The M step of the algorithm is unchanged except for the addition of
independent estimates for the µic , σic , and hi`,r variables. These updates are beyond the
scope of this section, but are derived by Weiss (2009, Appendix 3.4).
Two other systems combining localization and speech models have been described recently
(Wilson, 2007; Rennie et al., 2003, 2007). These systems’ main disadvantage is that the
computational complexity of their factorial GMMs is exponential in the number of sources,
whereas MESSL’s is linear in the number of sources.

5.2.4

Converting probabilities to masks

The masks estimated in equation (5.27) represent the probability of each time-frequency
point’s coming from a given source. The optimal separation filter in the minimum mean
squared error (MMSE) sense, however, is the Wiener filter, which depends on both the
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Figure 5.3: Sigmoid functions of equation (5.38) with different parameters.
(a) Varying the α parameter, (b) varying the β parameter.
power in the signal and the power in the noise as shown in equation (3.8). In essence, the
optimal MMSE mask is not the probability that a given point originated from the target
source, but the fraction of the energy at that point that originated from the target source.
Typically, for speech mixtures this Wiener mask is very close to a binary mask because
of the W-disjoint orthogonality property of speech (Yilmaz and Rickard, 2004). A single
speaker contributes almost all of the energy at almost every time-frequency point. This
constraint especially holds for the highest energy points, as seen in figure 3.8. See figure 5.2
for histograms of the different probabilities that MESSL assigns to target and interference
energy. This figure shows the fraction of target and masker energy that is present at
different mask values, averaged over all of the two-source reverberant separations.
Because MESSL does not model this energy ratio explicitly, we can attempt to convert its
probabilistic masks into Wiener masks with a post-processing function. Here were evaluate
functions of single time-frequency points that map probabilities into masks. We further
constrain these functions to be the same for all ω and t. And even more specifically, we
consider the parametric family of sigmoid functions for this warping
f ( p) =

1
1 + exp(− β( p − α))

(5.38)

where p is the probability estimated by MESSL, and α and β are the sigmoid’s parameters
that we adjust to optimize our separation metric. See figure 5.3 for examples of a number
of sigmoid functions with different parameter settings.
In order to compare the merits of different parameter settings, we perform a grid search
over α and β. This experiment uses artificially generated impulse responses from an
image model (Allen and Berkley, 1979) room simulator using the CIPIC anechoic HRTFs.
These impulse responses were computed for a source 1 meter from the listener every 15◦
from −90◦ to 90◦ , with five repetitions at each location. MESSL was run over these 480
two-source, reverberant mixtures using the frequency-dependent parametrization with the
garbage source and ILD prior. The masks from these separations were then run through all
of the warpings under investigation and the signal-to-noise ratio improvement (discussed
further in chapter 6) of each one was measured. These SNRIs were then averaged together
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Figure 5.4: Contour plot of signal-to-noise ratio improvement (in dB) as a
function of α and β parameters in the sigmoidal nonlinearity. Aggregated
over the 480 mixtures in a two-source reverberant condition. The maximum
is 4.29 dB at α = 0.5, β = 14.4.
across all of the mixtures and the aggregate two-dimensional SNRI surface is shown in
figure 5.4.
From this figure, it can be seen that the optimal setting, in terms of SNRI, is α = 0.5 and
β = 14.4. More interestingly, however, is to examine the way that the surface changes
around this peak. The SNRI falls off for smaller values of β, i.e. shallower sigmoid slopes.
For very large β, the sigmoid becomes a step function which binarizes the mask and SNRI
falls off slightly. This indicate that the binarized version of the mask yields a slightly lower
SNRI than the soft mask. In terms of α, the best SNRI comes from slightly larger values,
although performance also has a steeper roll-off as α increases than as it decreases.

5.3 Example parameter estimates
We now present an example separation illustrating some of MESSL’s properties. The
example mixture includes two speakers in a reverberant environment. The target speaker
is female and is located at 0◦ , saying, “Presently, his water brother said breathlessly.” The
interfering speaker is male and is located at 75◦ , saying, “Tim takes Sheila to see movies
twice a week.” It is taken directly from the experiments in section 5.4.5 without any
modification and is used in figures 5.10 and 5.5 to 5.7. Sound files from this example are
also available on the project’s webpage1 . Two MESSL parametrizations were used in this
example, one frequency-dependent and the other frequency-independent. Both use the
garbage source and ILD prior.
Figure 5.5 shows the contributions of the IPD and ILD to the full MESSL mask when using
the frequency-dependent parametrization. Note that as in human hearing, the IPD mask is
1 http://labrosa.ee.columbia.edu/projects/messl
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(a) IPD

(b) ILD

(c) Combined

Figure 5.5: Contribution of IPD and ILD to MESSL mask using frequencydependent parameters, garbage source, and probability-to-mask warping.
Two speakers at 0◦ and 75◦ in reverberation. Notice that the IPD mask is
mainly informative for low frequencies and the ILD mask for high frequencies, but not exclusively. For this same example, figures 5.6 and 5.7 show
the ground truth and estimated parameters for ILD and IPD, respectively.
generally informative at low frequencies, while the ILD mask is generally informative at
high frequencies. Unlike in human hearing, however, the IPD is effective at separating the
sources up to 6 kHz and beyond, albeit with periodic interruptions. These interruptions
occur when both sources’ ITD models predict the same IPD at a given frequency. The IPDs
from any pair of ITDs will coincide at a certain set of harmonically related frequencies.
See figure 4.8 for an example of this ambiguity. In the combined mask, these bands of
uncertainty remain present at low frequencies, but are resolved at high frequencies by the
ILD.
The parameters estimated by MESSL are not only effective at separating sources, but are
also interesting in and of themselves. Figure 5.6 compares the ILD that MESSL estimates
to the ground truth direct-path ILD measured in isolation. Notice that the estimate closely
follows the ground truth for both sources even though neither source was ever observed
alone. The parameters that MESSL estimates are different from the ILD measured for
a single source in reverberation, as reverberation tends to reduce the magnitude of ILD
cues (Shinn-Cunningham et al., 2005). MESSL’s ILD prior helps it to estimate the correct
direct-path parameters and the garbage source absorbs reverberant time-frequency points
that do no fit these parameters well.
Similarly, figure 5.7 compares the probability density function of IPD that MESSL estimates
to the ground truth IPD measured in isolation. Even without depending on frequency, this
model accurately estimates the IPD of both sources, again without ever observing either
source alone. Marginalizing over the delay yields the probability of a given IPD under the
model

2
p(φ(ω, t) | i ) = ∑ ψiτ N φ̂(ω, t; τ ) | ξ iτ (ω ), σiτ
(ω ) .
(5.39)
τ

Each component in this mixture is a line with a different slope, as illustrated in figure 4.8,
although for figure 5.7 there are 61 lines rather than two. In the frequency-independent
case, the width of each line is constant in IPD. At lower frequencies, these mixture
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Figure 5.6: Example ILD for two sources at 0◦ (upper lines) and 75◦ (lower
lines) in reverberation. Thick lines are ground truth direct-path ILD measured in isolation, thin lines are estimated from a mixture by MESSL using
frequency-dependent ΘG parameters, and the dashed lines are estimated
by MESSL using frequency-independent Θ11 parameters.
components are very close together and so the variance of the mixture is lower. At higher
frequencies, however, the various mixture components are spaced farther apart due to their
proportionality to ω, and so the model is less informative.
Even though the IPD of the source at 0◦ is not distributed exactly around 0 IPD, the model
is able to approximate it by mixing together components for a few delays that are close to
the true ITD. Thus, the marginal IPD distribution, equation (5.39), is still able to vary with
frequency, even when the parameters ξ iτ and σiτ do not, as can be seen in figure 5.7(a).
Also, learning τ-dependent, but frequency-independent ξ iτ parameters can more favorably
align the straight lines that sum to the best IPD model than setting them to 0.
Figure 5.7(b) shows the extra information captured by the frequency-dependent parameters.
This extra information mostly takes the form of rapid fluctuations of the mean and variance
of the IPD with frequency, particularly at high frequencies. It is not clear to us what these
represent, possibly aspects of the room impulse response like early echoes. Further
investigation is warranted.

5.4 Speech separation experiments
We perform five experiments in order to examine MESSL’s performance and compare it to
four other well-known algorithms. The basic form of the experiments is as follows. Single
sentence utterances recorded with a microphone close to the speaker are convolved with
binaural impulse responses recorded from a KEMAR dummy head, simulating speech
originating from a particular direction. A number of these utterances, simulated at different
azimuthal directions in the horizontal plane, are then mixed together. The target speaker is
always directly in front of the dummy head (0◦ ) while the others are up to 90◦ to either
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(a) Frequency-independent

(b) Frequency-dependent

(c) Pre-mixing histogram
Figure 5.7: Interaural phase differences (IPD) as a function of frequency
for two speakers at 0◦ and 75◦ in reverberation. Red is higher probability.
(a) PDF of each source’s IPD estimated from the mixture by MESSL using
frequency-independent parameters, Θ11 , (b) PDF of each source’s IPD estimated from the mixture by MESSL using frequency-dependent parameters,
ΘΩΩ , (c) Histogram of each source’s IPD before mixing.
side. These stereo mixtures are given to the algorithms to separate along with the number
of sources that were mixed together. The algorithms attempt to extract the target signal,
which is mixed down to mono and evaluated on its signal-to-distortion ratio.

5.4.1

Shared experimental details

A number of experimental details are shared across all of the experiments in this chapter.
These include the data sources used, the evaluation metric, and the control “algorithms”
against which the separations are performed. Note that the data sources are also the same
as in the localization experiments in chapter 4.
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Data sources

The utterances used are from the TIMIT acoustic-phonetic continuous speech corpus
(Garofolo et al., 1993), a dataset of utterances spoken by 630 native American English
speakers. Of the 6300 utterances in the database, we randomly selected 15 of approximately
the same duration to use in our evaluation. Each utterance is approximately 3 seconds
long, and we used the first 2.5 seconds to avoid ending silence. Before convolution with
the binaural impulse responses, all utterances were normalized to have the same root mean
square energy. All of the experiments either include two or three simultaneous speakers: a
single target and one or two distractors. In the three speaker case, the two distractors were
situated symmetrically about the target.
The binaural impulse responses come from two sources. For simulating anechoic signals,
we use the head-related impulse responses from (Algazi et al., 2001b), an effort to record
such impulse responses for many individuals. We use the measurements of the KEMAR
dummy with small ears, although the dataset contains impulse responses for around
50 individuals. We restrict our attention to the 50 impulse responses measured in the
horizontal plane, both in front and in back of the dummy. These 50 impulse responses
were measured more densely near the median plane and more sparsely to the sides.
The second set of binaural impulse responses comes from (Shinn-Cunningham et al., 2005).
They were recorded in a real classroom with a reverberation time of around 565 ms. These
measurements were also made on a KEMAR dummy, although a different actual dummy
was used. We used the measurements taken in the middle of the classroom, with the
source 1 meter from the listener, at 7 different angles spaced evenly between 0◦ and 90◦ ,
i.e. all the way to the right. The recording equipment was taken down and setup on three
different occasions, so there are three recordings at each location, for a total of 21 binaural
impulse responses. For three-source measurements, we transpose the two ears to simulate
the source on the left.
For each configuration of the simulated sources, i.e. each off-axis binaural impulse response,
we randomly select five different sets of utterances. Thus, for anechoic mixtures, 10 different
sets of utterances are mixed at each angular separation, five in front and five behind the
listener. For reverberant mixtures, 15 different sets of utterances are mixed at each angular
frequency, five for each of the three repetitions of the impulse response measurement. Each
configuration was repeated for two and three speakers, for a total of 240 different anechoic
mixtures and 180 different reverberant mixtures.
5.4.1.2

Evaluation metrics

We evaluate separation performance using the signal-to-distortion ratio (SDR) (Vincent
et al., 2006). Specifically, this is the function bss eval sources.m used in the Signal
Separation Evaluation Campaign (SiSEC 2008) (Vincent et al., 2009). This metric is the ratio
of the energy in the original signal to the energy in interference from other signals and
other unexplained artifacts. Any energy in the estimated signal that can be explained with
a linear combination of delayed versions of the target signal (up to 32 ms) counts towards
the target energy. Similarly, any energy that can be explained with a linear combination of
delayed versions of the masker signals counts towards masker energy. Any energy that
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cannot be explained by either of these projections is deemed to be an artifact, most notably
reverberation from any of the sources. Using the same structure, we can also compute the
signal-to-interference ratio (SIR), the ratio of the target to interferer energy, which ignores
artifacts like reverberation.
We also evaluate the speech quality of the separations using the Perceptual Evaluation of
Speech Quality (PESQ) (Loizou, 2007, Sec. 10.5.3.3). This measure is highly correlated with
the Mean Opinion Score (MOS) of human listeners asked to evaluate the quality of speech
examples. MOS ranges from −0.5 to 4.5, with 4.5 representing the best possible quality.
Although it was initially designed for use in evaluating speech codecs, PESQ can also be
used to evaluate speech enhancement systems (Di Persia et al., 2008). The PESQ results for
each algorithm in table 5.5 should be compared to those of the unseparated mixtures in
the last row of that table.
5.4.1.3

Control “algorithms”

All algorithms are compared against three control masks, two ground truth 0 dB masks,
and a random mask. These masks are included to provide upper and lower bounds on
the separation performance achievable using spectral masking. Since our test mixtures are
created synthetically, we use knowledge of the original separate sources to create ground
truth binary masks. Optimal masking separation is achieved by a mask that is 1 at every
spectrogram point in which the target signal is at least as loud as the combined maskers
and 0 everywhere else (Yilmaz and Rickard, 2004). Because this information is not available
in an actual source separation application, this mask is referred to as the Oracle mask. In
our notation, the Oracle and DP-Oracle masks are the same except for their treatment of
reverberation from the target source.
The Oracle mask considers reverberation from the target source to be part of the desired
signal. In reality, however, reverberation is an unwanted addition to the signal and should
be considered interference rather than target. Thus, the DP-Oracle mask only considers
direct-path energy from the target source as desirable. For anechoic mixtures, the two
masks are equivalent. Since we simulate source location by convolution with impulse
responses, we are able to isolate the direct-path of each impulse response by forcing all of
the samples after 10 ms to be 0. This eliminates both early reflections and reverberation
while still coloring the signal with the anechoic head-related transfer function, making it
comparable to the separated sources.
The lower-bound control mask is one in which each spectrogram point is assigned uniformly at random to one of the sources. Its SDR is typically the same as the SDR of the
mixture.

5.4.2

Model complexity

The first experiment examines the tying of various parameters to determine the amount
of complexity our test data can support. Tying parameters means that model parameters
that are similar in some way are forced to take the same value, for example the IPD
variance could be forced to be the same across frequency as in equations (5.25) and (5.26).
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Figure 5.8: Signal-to-distortion ratio for complexity experiment, two speakers in reverberation. Each point is the average of 15 mixtures with the same
angular separation. Error bars show 1 standard error. Note that the random
and DP-Oracle masks bound performance between 11.79 and −0.78 dB SDR,
respectively, independent of angle.
Parameters can be tied across frequency, across delay, across sources, or assumed to have a
fixed value, although certain combinations make more sense than others. This tying is easy
to enforce in the M step equations (5.20) to (5.24), by averaging together tied parameters.
In this experiment, we compare the signal-to-distortion ratio of MESSL with different
amounts of parameter tying when separating two sources in reverberation. See table 5.1
for the list of parameters used for each version of the algorithm. The parameter sets are
named by their complexity in ILD and IPD, respectively, 0 being simplest, 1 being more
complex, and Ω being most complex, i.e. frequency-dependent. For example, the model
with parameters ΘΩ0 uses a complex ILD model, but a simple IPD model. The model with
parameters Θ01 on the other hand uses a simple ILD model and a moderately complex
IPD model. See table 5.1 for the specific parametrization used in each condition and the
separation results.
The version of MESSL using Θ00 was published by Mandel et al. (2007) and referred to as
EM−ILD by Mandel and Ellis (2007). It uses only IPD and has a single σ per source. The
versions using Θ10 and ΘΩ0 were referred to as EM+1ILD and EM+ILD by Mandel and
Ellis (2007), they use both IPD and ILD, but their IPD model again only uses a single σ
per source. The others were introduced by (Mandel et al., 2009) under the same naming
convention used here. The versions using Θ01 and Θ0Ω have τ-dependent IPD mean and
variance, but no ILD. The last two versions use the full IPD and ILD models. With Θ11 ,
both are frequency-independent and with ΘΩΩ both are frequency-dependent.
It should be noted that initializing models with a large number of parameters requires
some care to avoid source permutation errors and other local maxima. This is most
important with regards to parameter tying across frequency. To address this problem, we
use a bootstrapping approach where initial EM iterations are performed with frequencyindependent models, and frequency-dependence is gradually introduced. Specifically,
for the first half of the total number of iterations, we tie all of the parameters across
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Table 5.1: SDR for different model complexities, separating two speakers in
reverberation. Averaged over 15 mixtures at each of 6 angular separations.
Name

ILD mean

ILD std

IPD mean

IPD std

SDR (dB)

Θ11
ΘΩΩ
Θ10
ΘΩ0
Θ0Ω
Θ01
Θ00

µi
µi ( ω )
µi
µi ( ω )
0
0
0

ηi
ηi ( ω )
ηi
ηi ( ω )
∞
∞
∞

ξ iτ
ξ iτ (ω )
0
0
ξ iτ (ω )
ξ iτ
0

σiτ
σiτ (ω )
σi
σi
σiτ (ω )
σiτ
σi

4.57
4.45
4.16
4.07
3.69
3.51
3.08

frequency. For the next iteration, we tie the parameters across two groups, the low and
high frequencies, independently of one another. For the next iteration, we tie the parameters
across more groups, and we increase the number of groups for subsequent iterations until
in the final iteration, there is no tying across frequency and all parameters are independent
of one another, but still consistent.
5.4.2.1

Results

A summary of the results of this experiment can be seen in table 5.1. The most complex
models, using Θ11 and ΘΩΩ , achieve the best SDR. Note that the models are paired as
performance is comparable with frequency-dependent and frequency-independent parameters. Because the performance of Θ11 and ΘΩΩ is so close, and because ΘΩΩ might allow
more flexibility in more challenging conditions, we will use it in subsequent experiments.
Comparing ΘΩ0 with Θ00 , frequency-dependent ILD increases the signal-to-distortion ratio
of the target by 1.0 dB. The more complete model of interaural phase difference present
in Θ0Ω provides an extra 0.6 dB of separation over Θ00 . Their combination is not quite
additive, ΘΩΩ increases SDR by 1.4 dB over Θ00 .
A graph of MESSL’s performance using each of these parameter sets versus masker azimuth
can be seen in figure 5.8. First note that all of the algorithms perform similarly compared to
the two controls (which are not shown). Second, note that they also all perform worse as the
separation decreases. Third, note that the ILD improves separation, except at the smallest
angles. And finally, note that the models that use the more complicated parametrization of
the IPD, including a τ-dependent mean and variance, are able to realize proportionally
larger improvements at larger separations than those that use the simpler parametrization
with zero mean and a single σ per source.

5.4.3

Initialization

Our second experiment compares the normal version of MESSL with other versions that
are allowed to “cheat” using ground truth information. This experiment provides insight
into the ability of the non cheating model to extract parameters from mixtures and the
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ways in which the imperfections in parameter estimates from mixtures hurt separation.
Note that all models use frequency-dependent ΘΩΩ parameters for this experiment, with
no garbage source, no ILD prior, and no probability-to-mask warping.
The ground truth parameters were extracted using MESSL on “mixtures” of a single source
at a time. White noise was passed through each pair of reverberant binaural impulse
responses and then fed into MESSL, allowing it to make the best possible estimates of
the ILD parameters µi (ω ) and ηi (ω ) and the IPD parameters ξ iτ (ω ), σiτ (ω ), and ψiτ . To
perform actual separations, the ideal parameters for each source in the mixture were
combined in initializing MESSL. The DP-Oracle mask was used for initializing from a
ground truth mask.
Seven different initializations were compared in this experiment on the 90 mixtures of the
two-speaker, reverberant condition. See table 5.2 for an enumeration of the parameters
used in each one and their separation results. MESSL can be initialized from many different
parameters, including masks, ILD, ITD, or any combination thereof. ITD can be estimated
from a mixture using cross-correlation based methods like PHAT-histogram (Aarabi, 2002),
and masks can be estimated using e.g. monaural signal-based source separators. ILD is
more difficult to estimate directly from a mixture in practice. In the other experiments
in this chapter, we only initialize MESSL’s ITD parameters from a non-cheating estimate,
which appears on the second to last line of the table.
The top section of the table shows the performance of initializations that include ground
truth interaural parameters in various combinations. From the top of the table down, these
are: ground truth IPD and ILD information along with DP-Oracle masks, ground truth
IPD and ILD information, only IPD information, and only ILD information. Initializations including ground truth ILD are run for as few iterations as possible, because on a
separate parameter tuning data set their performance decreased with each iteration. This
property indicates that it is the estimation of ILD parameters that is limiting the system’s
performance, not the separation based on an ILD estimate. This is not the case for ITD
estimates, for which separation improves with each iteration as the parameters adapt to
a particular mixture, even after initialization with ground truth ITD parameters. One
possible explanation for this is that ILD is reduced by reverberation, while ITD is not
(Shinn-Cunningham et al., 2005).
The bottom section of the table shows the performance of initializations that do not include
ground truth interaural parameters. From the top of this section, these are: estimated
ITD with ground truth DP-Oracle masks, only estimated ITD, and only DP-Oracle masks.
These systems were all run for 16 iterations because their performance tended to improve
every iteration.
Initial model parameters were used in the first E step to calculate νiτ (ω, t). The algorithm
then proceeded normally, discarding the initial parameters and replacing them with
estimates made directly from the mixture and νiτ (ω, t). When an initial mask was supplied,
however, it survived until the second E step. This is because in the first E step, it is used as
a prior in estimating νiτ (ω, t), which also varies with τ, and is only re-estimated after the
first M step. Thus two iterations are required for a fair evaluation.
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Table 5.2: SDR for MESSL with different initializations and no garbage
source or ILD prior. Separating two speakers in reverberation, averaged
over 15 mixtures at each of 6 angular separations. Key: 1: uninformative
init., gt: ground truth init., xcorr: ITD init. from cross-correlation peaks.

5.4.3.1

ILD

IPD

Mask

Iterations

SDR (dB)

gt
gt
1
gt

gt
gt
gt
xcorr

gt
1
1
1

2
2
16
2

6.40
6.29
5.59
5.37

1
1
1

xcorr
xcorr
1

gt
1
gt

16
16
16

4.67
4.43
4.17

Results

The results of this experiment can be seen in table 5.2. Considering the top portion of
the table, all initializations that use ground truth interaural parameters are better able
to separate the sources than those estimating initial parameters from the mixture. IPD
parameters seem to be slightly more helpful than ILD parameters, increasing SDR by
1.2 dB versus 0.9 dB when compared with the ΘΩΩ parameters, shown in the second to
last row in the table. In combining the two cues, the performance gain is approximately
additive, increasing SDR 1.9 dB beyond what is achieved with IPD alone. Including the
ground truth mask only increases SDR by another 0.1 dB.
Considering the bottom portion of the table, initializing with just the ground truth mask
separates sources more poorly than the baseline algorithm initialized from PHAT-histogram
localization. When combined, however, the ground truth mask provides a slight improvement in separation. The difficulty in starting with just a mask is that the ψiτ extracted
using the mask is peaked at the proper delay, but assigns significant probability to the
other delays as well. It takes between 8 and 12 iterations before the values in ψiτ begin to
resemble those coming from the PHAT-histogram initialization. When starting with ψiτ
already reasonably initialized, the mask helps performance, possibly in estimating the ILD
parameters.

5.4.4

Model extensions

In this section we bring together the various extensions to the basic MESSL system that
have been discussed in sections 5.2.2 to 5.2.4. The three extensions are the garbage source
used in conjunction with the ILD prior, the speaker-independent source prior using a 32component mixture model, and the probability-to-mask warping. All eight combinations
of these three extensions were evaluated on the two-speaker, reverberant mixtures.
Results are shown in figure 5.9 and table 5.3. The best performing system uses the garbage
source, ILD prior, and the probability-to-mask warping, but not the source prior. Note that
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Figure 5.9: SDR as a function of angle for extended variants of MESSL.
Uses combinations of a garbage source (marker), source priors (color), and
probability-to-mask warping (line style). For example, the solid blue line
with markers represents MESSL with a source prior, with the warping, and
with the garbage source.
all of these extensions increase SDR above that of the best system in the previous section,
MESSL-ΩΩ.
Of the three extensions, the garbage source increases the SDR the most consistently. The
source prior helps performance a small amount, mostly when the garbage source is not
present. The source prior appears to perform especially poorly when sources are close
together. This is most likely due to the uncertainty of the interaural parameter-based
separations, which are necessary before the source prior’s channel model can start to
discriminate between the two sources well.
The probability-to-mask warping is very effective with the garbage source and at larger
angles, but it hurts performance at small angles, which diminishes and sometimes negates
its advantage in table 5.3. The effect of the warping is to push the masks closer to binary,
making them more “certain”. This is helpful in most cases, where MESSL is, as it were, less
certain than it should be, but it is detrimental when sources are close together as MESSL is
rightly ambivalent. The warping helps less when applied to MESSL-SP variants, probably
because both the source prior and the warping push the masks closer to being binary, so
their effects are not additive.

5.4.5

Separation comparison with other algorithms

The fourth experiment compares MESSL’s separation performance with four other well
known source separation algorithms, DUET (Jourjine et al., 2000), the algorithm of Sawada
et al. (Sawada et al., 2007), which we refer to as Sawada, the algorithm of Mouba and
Marchand (Mouba and Marchand, 2006), which we refer to as Mouba, and TRINICONbased blind source separation using second order statistics (Buchner et al., 2005). We
implemented the first three of these algorithms ourselves and tested them on mixtures of
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Table 5.3: SDR for extended variants of MESSL. Uses combinations of a
garbage source, source priors, and probability-to-mask warping.
MESSL-G Warped
MESSL-G
MESSL-SPG Warped
MESSL-SPG
MESSL-SP Warped
MESSL-SP
MESSL-ΩΩ Warped
MESSL-ΩΩ

Garbage Src

Source Priors

Warping

Avg

+
+
+
+
−
−
−
−

−
−
+
+
+
+
−
−

+
−
+
−
+
−
+
−

6.26
5.90
5.11
5.17
4.27
4.64
4.35
4.43

two and three sources in reverberant and anechoic environments. TRINICON was run on
our mixtures by the authors of that paper using their original code.
The Degenerate Unmixing Estimation Technique (DUET) (Jourjine et al., 2000; Yilmaz
and Rickard, 2004) creates a two-dimensional histogram of the interaural level and time
differences observed over an entire spectrogram. It then smooths the histogram and
finds the I largest peaks, which should correspond to the I sources. DUET assumes that
the interaural level and time differences are constant at all frequencies and that there
is no spatial aliasing, conditions that can be met to a large degree with free-standing
microphones close to one another. With dummy head recordings, however, the ILD varies
with frequency and the microphones are spaced far enough apart that there is spatial
aliasing above about 1 kHz. Frequency-varying ILD scatters observations of the same
source throughout the histogram as does spatial aliasing, making sources harder to localize
and isolate. See figure 5.10(e) for an example mask estimated by DUET.
Two-stage frequency-domain blind source separation (Sawada et al., 2007) is a combination
of ideas from model-based separation and independent component analysis (ICA) that
can separate underdetermined mixtures. In the first stage, blind source separation is
performed on each frequency band of a spectrogram separately using a probabilistic model
of mixing coefficients. In the second stage, the sources in different bands are unpermuted
using k-means clustering on the posterior probabilities of each source and then refined by
matching sources in each band to those in nearby and harmonically related bands. The
first stage encounters problems when a source is not present in every frequency and the
second encounters problems if sources’ activities are not similar enough across frequency.
See figure 5.10(d) for an example mask estimated by this algorithm.
The algorithm of Mouba and Marchand (Mouba and Marchand, 2006), like MESSL, uses
EM clustering to separate sources from binaural recordings. This algorithm needs access
to certain coefficients describing the relationship between ILD, ITD, and azimuth, which
can be extracted offline from head-related transfer functions. It it not particularly sensitive
to the exact values of these coefficients, however, so the same values generally work for
different heads. Using these coefficients, the algorithm maps the ILD at each point in
the spectrogram to an azimuth, with which it disambiguates each IPD-to-ITD mapping.
The ITD is then mapped to azimuth at each spectrogram point and these azimuth values
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(a) DP-Orcl. (12.78 dB)

(b) Messl-ΩΩ (6.11 dB)

(c) MESSL-G (8.32 dB)

(d) Sawada (6.87 dB)

(e) DUET (5.48 dB)

(f) Mouba (5.58 dB)

Figure 5.10: Example masks from the algorithms compared in section 5.4.5
Two speakers at 0◦ and 75◦ in reverberation. SDR for each mask is in
parentheses. Not shown: TRINICON (5.02 dB), Random mask (−3.52 dB).
Note that (c) is the same as figure 5.5(c).
(after weighting by the energy at that spectrogram point) are clustered using a Gaussian
mixture model. The means of the Gaussians are the estimated source locations and the
posterior probability of each azimuth coming from each Gaussian is used to construct a
spectral mask. See figure 5.10(f) for an example mask estimated by Mouba and Marchand’s
algorithm.
Blind Source Separation using Second Order Statistics (BSS-SOS) using Triple-N ICA for
convolutive mixtures (TRINICON) (Buchner et al., 2005) is very different from the other
algorithms compared in this experiment. Instead of using time-frequency masking to
separate sources, it learns a convolutive linear system to unmix the signals. The three Ns
referred to are nongaussianity, nonstationarity, and nonwhiteness, properties of signals
that TRINICON takes advantage of in separation. The unmixing system that it learns
minimizes the correlation between the separated signals at multiple time lags. A number of
algorithms in this framework have been derived, trading off computational complexity for
separation performance. Note that this algorithm can only separate critically-determined
and over-determined mixing systems, so we only evaluate it on two-source mixtures.
Two versions of MESSL are compared in this experiment. The first, referred to as MESSLΩΩ, is the basic frequency-dependent parametrization that was the best performing
algorithm of section 5.4.2. The second, referred to as MESSL-G, uses the frequency-
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Figure 5.11: SDR as a function of angle for four conditions. Anechoic
conditions are averaged over 10 mixtures at each of 12 angles, reverberant
over 15 mixtures at each of 6 angles. Error bars show 1 standard error. Note
that the y-axis is different for all of these plots.
dependent parametrization along with a garbage source, the ILD prior, and the probabilityto-mask warping, which was the best performing algorithm of section 5.4.4.
5.4.5.1

Results

The SDR of these separations are shown as a function of separation angle in figure 5.11
and summarized in table 5.4 for two and three sources in anechoic and reverberant
environments. From the graphs, it is clear that the performance of all of the algorithms
decreases as the sources get closer together and their spatial cues become more similar.
This is not the case with the ground truth masks, suggesting that an algorithm that relied
more on spectral cues (perhaps from source models) as opposed to spatial cues might be
able to separate the two speakers equally well at any separation. The source prior did not
improve performance at small separations for MESSL-SP, however, possibly because of
initialization issues. Note that the DP-Oracle mask achieves much higher SDR and PESQ
scores than the Oracle mask, due to its exclusion of all reverberation.
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Table 5.4: SDR results (in dB) comparing systems in anechoic and reverberant environments with 2 and 3 speakers. E.g. “A2” indicates anechoic, 2
speaker condition. Anechoic conditions averaged over 120 mixtures each,
reverberant over 90 mixtures each.
A2

A3

R2

R3

Avg

DP-Oracle
Oracle

16.63
16.63

13.63
13.63

11.79
8.25

10.15
7.59

13.05
11.52

MESSL-G
MESSL-ΩΩ
Mouba
Sawada
TRINICON
DUET

11.56
11.30
11.47
11.44
22.47
9.63

8.42
6.43
6.43
4.98
—
4.52

6.26
4.43
3.81
3.80
3.72
2.41

3.76
2.23
0.27
−0.55
—
−1.62

7.50
6.10
5.49
4.91
—
3.73

1.54

−2.13

−0.78

−3.95

−1.33

Random

MESSL isolates the target source better than the other algorithms in all conditions and at
all angles except for the smallest angles in anechoic conditions. Adding a second distractor
source does not affect performance when the separation is large, but hurts performance for
separations less than 40◦ . The garbage source and ILD prior increase performance quite a
bit in reverberation, and when the sources are close together in anechoic mixtures.
In all conditions except A2, Mouba and Marchand’s algorithm performs second best.
Qualitatively, it appears to do a good job of resolving 2π ambiguities when the phase has
wrapped one or two times. This is the case for most of the spectrum when azimuths are
small and for lower frequencies when azimuths are larger. This frequency range generally
includes most of the speech energy of interest, giving it good SDR performance and a
significant advantage over DUET. At very small separations, it is difficult for the clustering
to resolve two separate peaks in the azimuth histogram, so performance appears to be best
for angles that are neither too big nor too small.
Generally, Sawada et al.’s algorithm performs third best. Visually inspecting some of the
masks it creates, it generally works quite well, especially at high frequencies where adjacent
frequency bands are highly correlated. It seems to have some difficulty unpermuting
sources at low frequencies, however, where adjacent bands are less well-correlated. These
problems are exacerbated in reverberation and with more sources. Comparing figure 5.10(c)
and (d), it is interesting to note that MESSL and this algorithm both exhibit “bands of
ambiguity” in frequencies for which two sources’ ITDs predict the same IPD (e.g. 1.5–
2 kHz).
In anechoic conditions, TRINICON dramatically outperforms the masking-based systems
in terms of SDR, even the DP-Oracle mask. In reverberation, however, it performs slightly
worse than Sawada et al.’s algorithm. According to the signal-to-interference ratio (SIR),
which measures only the ratio of energy directly attributable to the target and interference
(i.e. ignoring most reverberation), TRINICON outperforms MESSL even in reverberation,
achieving 12.79 dB SIR on average in the two-source reverberant condition, compared
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Figure 5.12: PESQ as a function of angle for four conditions. Anechoic
conditions are averaged over 10 mixtures at each of 12 angles, reverberant
over 15 mixtures at each of 6 angles. Error bars show 1 standard error.
to MESSL’s 11.07 dB. We believe that the inversion of the ranking between SIR and
SDR is due to the introduction of a substantial amount of reverberation by TRINICON
(which is penalized under SDR but does not affect SIR). Another interesting performance
characteristic is that in reverberation TRINICON achieves a much better SDR for the
interfering source, 5.64 dB, than the target source, 3.72 dB. We believe that this is because
the on-axis target source is easier to cancel than the off-axis interfering source. Under the
PESQ metric, TRINICON’s estimated speech quality is second only to MESSL’s.
DUET performs relatively well in the anechoic case, but worse in reverberation. It is not
affected much by the presence of a second distractor source. It performs much better in
this experiment than in previous experiments we have run, possibly because the sources
are more balanced here, while before they sometimes had different energies.
The PESQ results follow the SDR results quite closely, and can be seen in figure 5.12
and table 5.5. As would be expected, the PESQ scores for anechoic mixtures are higher
than for reverberant mixtures, and they are also higher for two sources than for three. The
separations typically maintain the same ordering across conditions, except for TRINICON,
which does better than DP-Oracle for anechoic, two-source mixtures. These orderings
and this exception are consistent with the SDR results. Of the 1.58 MOS units between
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Table 5.5: PESQ results (in units of mean opinion score, −0.5 is the worst
possible and 4.5 is the best possible) comparing systems in anechoic and
reverberant environments with 2 and 3 speakers. Comparable to table 5.4
A2

A3

R2

R3

Avg

DP-Oracle
Oracle

3.34
3.34

3.02
3.01

2.99
2.35

2.72
2.24

3.02
2.73

MESSL-G
MESSL-ΩΩ
TRINICON
Mouba
Sawada
DUET

2.68
2.85
3.37
2.67
2.82
2.52

2.14
2.13
—
1.94
1.71
1.95

2.06
1.92
1.84
1.80
1.80
1.62

1.76
1.63
—
1.45
1.24
1.16

2.16
2.13
—
1.97
1.89
1.81

Mixture

1.81

1.35

1.45

1.15

1.44

the average mixture score and the average DP-Oracle score, MESSL was able to recover
approximately half, or 0.72 units. Note that the probability-to-mask warping decreases
MESSL-G’s performance under this metric for anechoic mixtures, decreasing its average
performance slightly as well.

5.4.6

Localization

We also compare the localization performance of some of the algorithms described in section 5.4.5. Specifically, we compare DUET, Mouba’s algorithm, and the two MESSL variants,
with and without the garbage source. Sawada’s algorithm only performs “localization”
separately in each frequency band, it does not estimate a global localization. Unfortunately,
we were only able to get the separation estimates from TRINICON, not the localization, so
it is not included either. We do include, however, two localization algorithms that were not
used in section 5.4.5. These are the two algorithms described in chapter 4, PHAT-histogram
(Aarabi, 2002) and the normalized kernel cross-correlation (Kernel Xcorr).
Note that MESSL was initialized from PHAT-histogram, except when PHAT-histogram
detected that it could not make a reliable localization. This determination was made by
comparing the height of the histogram at the largest peak to the Ith largest peak. In
PHAT-histogram’s typical failure mode, frames are clustered into too few peaks when
the sources were very close together. This results in a spurious peak, much smaller than
the true peaks and generally quite far from the true source location, being selected. To
detect this situation, the largest peak was compared with the Ith largest peak and if it was
10 times larger then the localization was deemed to have failed. In these cases, MESSL
reverted to initializing itself from peaks in a standard cross-correlation between the input
signals.
The localization experiments performed here are the same as those performed in chapter 4.
The ITDs estimated by each algorithm are compared to the ground truth ITDs of each
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Figure 5.13: Mean absolute localization error as a function of angle for four
conditions. Anechoic conditions are averaged over 10 mixtures at each of
12 angles, reverberant over 15 mixtures at each of 6 angles. Each dot is the
mean absolute error of all of the sources in one mixture. The maximum
localization excursion was ±0.75 ms.
source, which are estimated by passing 10 s of white noise through the first 10 ms of each
impulse response. The mean absolute error of all of the sources, not just the target source,
is then computed for each mixture, and each of these mean errors is plotted as a dot in
figure 5.13, with the overall mean absolute error at each angle plotted as the line. The
mean absolute error for each condition and overall is shown for each algorithm in table 5.6.
These results reveal a number of interesting characteristics. First, unexpectedly, localization
performance is not generally better in either anechoic or reverberant conditions. From
table 5.6, DUET and Mouba’s algorithm both perform better in anechoic conditions, as
would be expected. Kernel Xcorr performs about the same in the two conditions. And
PHAT-histogram and MESSL perform better in reverberant conditions than anechoic.
Figure 5.13 shows that PHAT-histogram’s poor performance in anechoic mixtures is due to
poor localization for sources separated by 5◦ , which is due to the failure mode mentioned
above. Because it uses a fall-back cross-correlation based initialization when PHAThistogram fails, MESSL’s performance is generally bounded above by PHAT-histogram.
This cross-correlation based initialization is less precise than PHAT-histogram, however,
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Table 5.6: Mean absolute localization error (in µs) for algorithms under
comparison. The error is averaged over all speakers in two and three speaker
mixtures in reverberant and anechoic conditions.
DUET
Mouba
Kernel Xcorr
PHAT-hist
Messl-ΩΩ
Messl-G

A2

A3

R2

R3

Avg

75
48
41
54
23
23

77
71
57
41
24
23

127
102
21
16
18
16

160
123
47
24
19
20

110
86
42
34
21
20

leading to slightly worse localization performance than when PHAT-histogram is functioning properly, but much better localization performance than when PHAT-histogram is in
error. Note that this failure at small separations is less of an issue in reverberation because
the smallest separation in that dataset is 15◦ .
Figure 5.13 also shows that DUET works better for smaller separations than for larger
separations. This is probably due to the upper frequency threshold being set slightly too
high, and spatial aliases disturbing these estimates. In reverberation, even if the threshold
is set appropriately, noise can perturb the IPD across the ±π boundary, distorting these
estimates.
Mouba’s algorithm, on the other hand, works better for larger separations than smaller
separations, especially in reverberation. This is probably similar to PHAT-histogram’s
failure mode. At small separations, the modes of the ITD estimate histogram merge,
making it difficult to distinguish between the location of each of the sources.
And finally, the performance of Kernel Xcorr is better for smaller angles. This is probably
again due to spatial aliasing, as little is done in Kernel Xcorr to counteract this effect
besides pooling estimates over different time-frequency regions. These regions could
still be smaller than would be ideal for localization performance, as they were tuned for
separation performance.

5.5 Summary
This chapter has presented a novel source separation algorithm that uses probabilistic
source models and an expectation maximization parameter estimation procedure. Building
on the probabilistic localization model of single sound sources introduced in chapter 4,
which can be evaluated independently at every time-frequency point, we constructed a
mixture model that reduced the multi-source parameter estimation problem to a collection
of single source parameter estimation problems. This approach combines localization with
the idea of probabilistic masking using an EM algorithm.
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We then performed five experiments to test various aspects of the model. We found that
two and a half seconds of audio contained enough information to fit the most complex
parametrizations of MESSL, which performed the best at separating sources in our experimental conditions. We showed that even from a mixture, MESSL can estimate interaural
parameters that are close to those measured in isolation and using these parameters
can closely approximate its performance when initialized with “cheating” parameters.
In reverberant and anechoic conditions with two and three speakers, MESSL separated
sources with signal-to-distortion ratios 2.0 dB higher and PESQ scores 0.19 MOS higher
than comparable algorithms, and localized sources with 40% lower mean absolute error.
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Chapter 6

Evaluation
This chapter examines the performance of the algorithms from chapter 5 on a new task,
for which human intelligibility has previously been measured. For anechoic mixtures,
automatic speech recognition (ASR) performance on the separated signals is quite similar
to human performance. In reverberation, however, while signal separation has some
benefit for ASR, the results are still far below those of human listeners facing the same
task. Performing this same experiment with a number of oracle masks motivates a new
objective measure of separation performance, the DERTM (Direct-path, Early echo, and
Reverberation, of the Target and Masker), which is closely related to the ASR results.
This measure indicates that while the non-oracle algorithms successfully reject the directpath signal from the masking source, they reject less of its reverberation, explaining the
disappointing ASR performance. We also find that MESSL breaks down at very low
target-to-masker ratios because of a failure of its localization initialization and that this
breakdown is not detected by PESQ or certain signal-to-noise ratio metrics that are typically
used in similar evaluations.

6.1 Introduction
It is important to measure how well source separation algorithms perform in order to
compare and improve them. Typically, however, this performance is measured in terms
of the similarity between the original source waveforms and the waveforms estimated
from a mixture. When separating sources from an overdetermined mixture (i.e. a mixture
with more microphones than sources), perfect reconstruction of each source should be
attainable. When separating sources from an underdetermined mixture, however, perfect
reconstruction is impossible because of the information lost in the mixing process. Thus,
measuring the fidelity of the waveform estimation makes unreasonable expectations of a
separation algorithm.
Depending on the intended application of a source separator, it usually makes sense to
compare the original and estimated signals in a representation that is more relevant to
the application than the raw waveform (Ellis, 2004). For example, if a separator is to
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be used as the front-end for an automatic speech recognition system, its performance
should be measured in terms of the increase in performance of the end-to-end system
when it is in place, not in terms of an intermediate quantity that only indirectly affects the
system’s performance such as waveform reconstruction error. Similarly, if a separator is
to be used in a hearing aid application, its performance should be measured in terms of
the increase in intelligibility it provides to listeners. This chapter focuses on measuring the
performance improvement that source separators give to ASR systems. It does not address
the intelligibility of these separations: no subjects ever listened to the processed signals.
Because human speech recognition is still well beyond automatic speech recognition (ASR)
in many conditions, human speech recognition performance can be thought of as an upper
bound on the performance of automatic recognizers. While human intelligibility has been
used to evaluate the quality of ground truth masking-based source separation (Brungart
et al., 2006; Wang et al., 2008), such evaluations are expensive and time consuming and
must be re-run for every variant of a source separation algorithm. ASR performance, on
the other hand, requires only computational resources. It has been used to evaluate some
of the earliest underdetermined source separation systems (e.g. Weintraub, 1985).
ASR and intelligibility both provide a somewhat rough measure of the performance of
source separation systems, however, because they only provide estimates at the word
or phoneme level. When developing source separators it is useful to have a metric that
operates at a finer resolution in both time and frequency, thus allowing greater insight into
how and why an approach works or fails. This has motivated the use of other objective
measures of source separation performance. While such metrics, e.g. the PESQ and SDR
metrics described in chapter 5, can be informative, they have not been shown decisively to
correspond well with intelligibility of signals for human subjects.
The Perceptual Evaluation of Speech Quality (PESQ) is, as its name says, a metric designed
to predict subjective judgments of speech quality. It was originally designed for use in
telecommunications, but has recently been shown to correspond well will subjective judgments of speech quality for speech enhancement and separation systems (Hu and Loizou,
2008). It has also been used to predict ASR performance (Di Persia et al., 2008). Quality
is a property of speech that corresponds to its realism and naturalness, characteristics
that are not necessary for intelligibility. Wang et al. (2008) and Shannon et al. (1995) have
shown that a frequency-dependent gating or modulation of noise, which has low quality,
can be highly intelligible. Thus, while ASR performance can be predicted by quality to
some extent , the relationship is imperfect and indirect (Chernick et al., 1999; Jiang and
Schulzrinne, 2002).
Other metrics that are popular for evaluating speech separation performance are based on
some form of signal-to-noise ratio (SNR). While they are more straightforward to calculate,
it is not clear whether they are meant to predict intelligibility or quality. Such metrics
include the SDR used in chapter 5. As measures of intelligibility, these metrics are flawed,
since signal energy does not correlate consistently with intelligibility (Ellis, 2004). For
example, low speech frequencies tend to be relatively intense, independent of spectral and
temporal content, but do not affect intelligibility as much as mid and high frequencies.
Similarly, in normal speech higher frequencies tend to have low intensity, but their deletion
can diminish intelligibility significantly. Another problem with many such measures is
that they do not provide a single figure of merit, but instead separately account for target
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energy that is lost and noise that is not eliminated (e.g., Hu and Wang, 2003; Yilmaz and
Rickard, 2004), complicating comparisons of different algorithms and making it difficult to
determine how a given algorithm is failing.
After describing the experiment that this chapter is based on in section 6.2, section 6.3
evaluates the performance of automatic speech recognition on the outputs of each of the
separation algorithms described in chapter 5. Section 6.4 then examines the effect of each
of these algorithms on various components of the target and masker signals using a novel
technique we call DERTM, which distinguishes between different types of errors, enabling
better evaluation of when a system fails. Finally section 6.5 compares these analyses
with metrics that are commonly used in the speech separation literature including PESQ,
SNRLi (our designation), and BSS EVAL, and discusses an energy-based metric that we
introduced.

6.2 Shared experimental details
The experiment in this chapter is based on the human spatial hearing experiment of
Bressler and Shinn-Cunningham (2008), but only includes a subset of the conditions tested
in that paper. The next section describes the original experiment, and the subsequent
section describes the experiment that we carried out based on it.

6.2.1

Details of original experiment

The experiment of Bressler and Shinn-Cunningham (2008) examined the intelligibility of
speech in reverberant and anechoic conditions while varying the cues that the listener
could use to separate the two streams. All utterances were spoken by the same person, so
no speaker-dependent cues were available to the listeners. The cues that were available
included the linguistic content of the utterances, spatial location, pitch, and timing.
The target utterance was a string of five digits, “one” through “nine”, “oh”, and “zero”.
The masking utterance was a sentence from the TIMIT corpus, i.e. a normal, grammatically
correct sentence. The target speaker was always located in front of the listener, while
the masking speaker was either located in front of the listener or at 90◦ to their right.
In certain conditions, the speaker’s voice was modified to be a single pitch throughout
the utterance. The digit-string target always started after the masker sentence, so that
differences in source onset could be used to identify the target. Subjects were tested in all
possible combinations of intonation and spatial conditions.
Unlike many recent studies of speech-on-speech masking, this task greatly limited the
subjects’ uncertainty about which source was the target and which was the masker (e.g., in
contrast to Brungart, 2001; Brungart et al., 2005; Kidd et al., 2005a; Jr et al., 1998; Freyman
et al., 2004), essentially solving the problem of source selection (see Shinn-Cunningham,
2008). Instead, listeners should be able to understand the target if they could separate it
from the masker. This made these results more directly relevant to our own separation
algorithm evaluations than most other studies.
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The results of this experiment indicated that the intelligibility of speech was qualitatively
different in anechoic and reverberant conditions. Firstly, masking was maximal when
intonation and spatial cues were the same between the two utterances. In reverberation,
where segregation cues are weakened, any difference between the two sources provided a
release from masking. A single difference between the sources increased intelligibility and
a second difference increased it even more. This was not the case in the anechoic condition
where segregation was much easier. In this case, the effect of spatial separation could be
explained by energetic release, i.e. the signal at the ear with the higher SNR predicted all
anechoic binaural conditions perfectly. Thus in anechoic conditions, pitch helped humans
segregate sources, but location did not help beyond the energetic differences between
configurations.
Generally, in reverberant conditions, the curve of intelligibility vs target-to-masker ratio
(TMR) (see figures 6.2 and 6.3 for these curves) was shifted towards higher TMRs and had
a more shallow slope than in anechoic conditions. This indicates that the target was less
intelligible in a reverberant mixture, but that an incremental change in relative masker level
had a smaller effect on intelligibility in reverberation (i.e., that the TMR was less directly
responsible for performance limitations than in anechoic conditions).

6.2.2

Details of current experiment

The experiments performed in this chapter used the same utterances and the same impulse
responses as Bressler and Shinn-Cunningham (2008). The impulse responses were recorded
in a classroom with the source 1.2 m from a KEMAR dummy head and have a reverberation
time of approximately 550 ms and a direct-to-reverberant ratio of approximately 10 dB.
One binaural impulse response was recorded at each of a number of azimuths; however,
we only use the two recorded at 0◦ and 90◦ . Because localization is central to separation in
all of the systems under evaluation, we did not evaluate them on the collocated conditions.
Unlike in the experiment described above, the algorithms had no prior knowledge of
the locations of the sources before the separation.We also only evaluated mixtures using
naturally intoned speech; we did not use the monotonized speech.
The 200 unique target utterances were split into three sets, a training set of 75 utterances, a
tuning set of 50 utterances, and a test set of 75 utterances. All three sets used the same two
pairs of binaural room impulse responses and could use the same masking utterances. The
training set consisted of 64 mixtures at each of 8 TMRs spaced evenly between −1.7 dB and
45 dB. The tuning and test sets consisted of 64 mixtures at each of 10 TMRs spaced evenly
between −35 and 25 dB. The training mixtures were randomized at each TMR, but the 64
random mixtures in the tuning set were the same at each TMR, as were the 64 random
mixtures in the test set. Thus, there were a total of 512 utterances in the training set and
640 utterances in each of the tuning and test sets.
As in the human experiment, the target utterances were always shorter than the maskers,
and silence was inserted before and after them to center them in their respective maskers.
All utterances were normalized to the same RMS level before being spatialized with the
binaural room impulse responses and mixed at the appropriate TMR. All mixtures had
dither added to them to create a constant noise floor in the inserted silence. The dither just
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Figure 6.1: Localization as a function of target-to-masker ratio. Results are
shown for anechoic and reverberant conditions. The sources are located at
0 ms and 0.76 ms. Error bars show 1 standard error.
covered the recording noise floor in the louder ear at the highest TMR of an utterance that
had been passed through the anechoic impulse responses.
All six of the oracle separation algorithms described in section 3.2 were tested. While
all of the ground truth masks are constructed based on the ratio of desirable energy to
undesirable energy at each time-frequency point, these masks differ in their classification
of these four types of energy as desirable or not. See table 3.1 for an indication of the
classification of these signals in each mask. Note that for the purposes of constructing
these masks, early echoes were considered to be part of the reverberation, as they did not
make an appreciable difference on performance.

6.2.3

Algorithmic separations

The algorithmic separation systems used in this experiment are the same as those used in
section 5.4.5, except that TRINICON was not evaluated. While all of them are compared
in section 6.3, only Sawada and MESSL, the best performing algorithms, are compared
after that to avoid clutter. No modifications were made to the algorithms, they were all
required to localize the sources before separating them, if necessary. MESSL was run with
the ΘΩΩ parameters, with and without the garbage source and ILD prior. We again denote
the system using the garbage source and ILD prior as the ΘG parameters.
The localization performance of MESSL is shown in figure 6.1 as a function of target-tomasker ratio (TMR). In the anechoic mixtures the localization performance is more accurate,
especially for the source at 90◦ (the masker), and accurate over a wider range of TMRs than
in the reverberant mixtures. For reverberant mixtures, the localization begins to fail when
one source is more than 15 dB louder than the other. Note that the failure is not symmetric
in TMR. This is because the masker was always longer in duration than the target, so that
even when the target was much louder, the masker was still the only source audible for a
short time. Even this brief glimpse was sufficient to allow a more robust localization.
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6.3 Automatic speech recognition vs intelligibility
As described in sections 2.4.3 and 2.4.4, automatic speech recognition (ASR) systems have
been incorporated into and used to evaluate source separation systems. Perhaps the
earliest example of evaluating source separation with ASR was the work of Weintraub
(1985). While a speech recognition system can give a good idea of how well a source
separator is doing, depending on the application, the ultimate goal might be presenting the
separations to humans, in which case intelligibility would be paramount. If used carefully,
however, ASR results can be a reasonable proxy for actual intelligibility measurements,
which are costly and time-consuming to perform.

6.3.1

ASR setup

While many papers describe a single recognizer with which a number of different separators
are tested (Seltzer et al., 2004; Park and Stern, 2007), we instead train a different recognizer
for each separation system. Speech recognizers can be easily “distracted” by artifacts of
source separators that are not disruptive to intelligibility. This can be mitigated, however,
by training a new recognizer on the output of each separator, because the recognizer is
able to account for the particular artifacts of each separator in its statistical modeling.
While this might not be feasible for a real-world system that selects different separation
front-ends for different conditions, it should be feasible for a system with a dedicated
source separator on the front end and it gives the “fairest” comparison of ASR performance
in ideal situations. Moreover, we have found in pilot studies that recognizers trained
with signals from multiple separators are generally good at recognizing speech from both,
possibly at the cost of requiring a larger model.
All of these experiments were conducted using the HTK speech recognition framework, and
all of the recognizers had the same structure and number of parameters. Each separator
reconstructed the waveform as best it could, and this waveform was fed into the recognition
system; as a result, missing data as described in section 2.4.4 was not accounted for. The
recognizers modeled each of the 11 words separately with a linear 16-state HMM. The
only grammatical constraint was that there must be five digits in each sentence. Each state
modeled its output using a mixture of 8 Gaussians. The features used in the recognition
process were MFCCs, MFCC deltas, and MFCC double-deltas.
Three different recognizers were trained for each algorithm, one on only anechoic separations, one on only reverberant separations, and one on both, which was subsequently
evaluated on both anechoic and reverberant separations. As described in section 6.2.2, the
three datasets used separate target utterances, so there was no opportunity to memorize the
target utterances. They did use the same maskers, but because these were never recognized,
they should not affect the results. In total, there were 3200 digits in each of the tuning and
test sets and 2560 digits in the training set. The mixtures were randomized in the test set
at different TMRs to provide as many different contexts of each digit as possible for the
recognizer. Even though there were only 75 original training utterances, the use of these
different contexts should justify training on 512 separations.
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While humans asked to transcribe 5 digits tend to make mostly substitution errors, this
ASR system makes a combination of insertion and substitution errors. We thus had to
evaluate it differently than humans are evaluated. Specifically, the system’s transcription
and the base transcription were aligned using the minimum edit distance with equal
weights. The fraction of digits that were correctly identified (COR) was used as the
measure of performance. Note that this is not the same as the complement of word error
rate (ACC), which uses the number of digits correctly identified minus the number of
insertions, according to
C−I
C
COR =
ACC =
(6.1)
N
N
where C is the number of correct digits, I is the number of insertions, and N is the total
number of digits. With a fixed sentence length of five digits, every insertion must be
accompanied by a deletion. For example, if the system transcribed “11234” when the
correct digit string was “12345”, it would have inserted an extra 1 and deleted the 5. The
scoring in this case would be C = 4, I = 1, N = 5, so COR = 80% while ACC = 60%.
Thus, the ACC metric penalizes the insertion twice. One problem with the COR metric is
that in correcting for insertions it may be too forgiving when an algorithm is randomly
guessing. In particular, this is evident in the performance of the ASR systems shown in
figures 6.2 and 6.3, which seem to asymptote to 20% correct at very low TMRs instead of
9% one would expect if each digit was an independent random guess.

6.3.2

Results

The results of the ASR experiment for ground truth separations can be seen in figure 6.2.
Human performance on this task is shown as the thick gray line and the performance
of the recognizer trained and tested directly on the unprocessed mixtures is shown in
the green curve. In figure 6.2(a), because there is no reverberation, the masks that treat
reverberation differently are identical, and thus all of the binary masks lead to exactly the
same performance and all of the Wiener masks lead to exactly the same performance. Note
that the Wiener masks have an advantage of a few dB over the binary masks in terms of
the 50% correct point on their curves, known as the speech reception threshold (SRT). In
figure 6.2(c) the addition of reverberant mixtures to the training data differentiates the
masks, and it can be seen that the systems including less reverberation in training perform
slightly better in testing here. For both training conditions, the recognizers perform at close
to human levels, particularly the Wiener masks, and significantly better than recognizers
trained and tested on the mixtures.
In reverberation, the results are slightly different. Figure 6.2(b) shows the results of the
ASR systems trained only on reverberant separations. The difference between the Wiener
and binary masks is still maintained. The Wiener masks significantly out-perform the
human subjects, achieving approximately the same performance that they do in anechoic
conditions, while the binary masks perform comparably to the humans, although also
similarly to their performance in anechoic conditions. There is only a slight difference in
performance between the masking systems that include and exclude the target reverberation. But, notably, including the masker’s reverberation significantly decreases performance
for both mask types. The WienerAllRev mask performs slightly better than the mixtures,
but the OracleAllRev mask only provides as much information to the recognizer as the
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Figure 6.2: Automatic speech recognition performance as a function of
target-to-masker after applying ground truth separation masks. Top row
recognizers were trained only on matched anechoic or reverberant data,
bottom row recognizers were trained on both anechoic and reverberant data,
and tested on each separately. Note that in (a) many of the lines lie exactly
on top of each other. Error bars show 1 standard error.
unseparated mixtures. The addition of anechoic training data in figure 6.2(d) does not
change these results much, although the WienerAllRev recognizer is no longer able to
outperform the mixtures.
The results of the ASR experiment for algorithmic separations can be seen in figure 6.3.
Once again, human performance is indicated by the thicker gray line and the performance
on unprocessed mixtures is indicated by the olive line. Figure 6.3(a) shows that the
performance in anechoic conditions of Sawada, MESSL-G, and MESSL-WW is quite close to
human performance. Mouba is able to achieve some improvement, but DUET only achieves
improvement at TMRs close to 0 dB. Results are similar when trained on both anechoic and
reverberant separations, as seen in figure 6.3(c), although DUET’s performance increases
and Sawada’s performance decreases when trained on both.
In reverberation, however, ASR performance on the separations is quite close to that of
the mixtures, i.e. the separation systems only help a little bit. Sawada, Mouba, and both
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Figure 6.3: Automatic speech recognition performance as a function of
target-to-masker ratio after applying algorithmic separation masks. Top
row recognizers were trained only on matched anechoic or reverberant data,
bottom row recognizers were trained on both anechoic and reverberant data,
and tested on each separately. Error bars show 1 standard error.
MESSL systems are clustered together, with a decrease in SRT of perhaps 3–4 dB over the
mixtures. DUET actually performs worse than the mixtures, meaning that it makes the
target speech less recognizable than before it was applied.
We examine some possible causes of this lack of improvement in subsequent sections
for these same separations. Section 6.4 examines the effects of some of these masking
algorithms on the energy in the direct-path, early echo, and reverberation components
of the target and masker sources. Section 6.5 examines objective measures of speech
intelligibility and quality.

6.4 Six sub-signal attenuations
We now describe a novel evaluation metric for mask-based separations, which we refer
to as DERTM: direct-path, early echoes, and reverberation of target and masker. Because
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Figure 6.4: Initial levels of the six different types of energy: target directpath, target reverberation, masker direct-path, masker reverberation. Error
bars show 1 standard error.
of the similarity of the binary and Wiener ground truth systems, we will only examine
the performance of the three binary ground truth separators. Because of their better
performance, we will only compare Sawada, MESSL-G, and MESSL-WW in this and
subsequent sections. And because it is a more difficult and realistic task, we will also only
examine the performance of these systems on the reverberant mixtures.
As mentioned in the discussion of ground truth masks, a reverberant mixture of two
sources contains at least six signals of interest. Each of the two sources contains a directpath, an early echo, and a reverberant portion. The initial levels of each of these signals in
the mixtures can be seen in figure 6.4. The piecewise linear trend of the graph is due to the
mixtures’ being scaled to a constant level after combining the sources at the specified TMR.
Note that the direct-to-reverberant ratio can be read from this graph, and is approximately
10 dB for both the target and the masker.
Because all of the masks under evaluation use values between 0 and 1, they are all
subtractive, meaning that they only delete energy, they do not add it. Furthermore, as
described in section 2.1, we have access to the original versions of these six signals for
every mixture and can easily measure the attenuation of each of them by a given mask1 . It
is informative to compare this analysis for each algorithm to the ASR results in section 6.3.
The results of this analysis are shown in figure 6.5 for each algorithm relative to the initial
levels in figure 6.4. Examining the oracle masks in the top row, it can be seen that each
preserves most the energy it considers desirable while not entirely canceling undesirable
energy. Oracle masks are not able to perfectly pass or attenuate signals because they can
only apply a single weighting to each time-frequency point and all of the energy in a given
point, whether desirable or not, must be treated identically.
1 Note that this does not account for the potential “transformation” of masker energy into target energy, as
in (Wang et al., 2008), although such a transformation is probably less likely to happen in pure speech-speech
mixtures than in the speech-noise mixtures those authors examined
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Figure 6.5: DERTM analysis of masking separations. Masking attenuation
of six different types of energy: target direct-path, early echoes, and reverberation; masker direct-path, early echoes, and reverberation. Shown for
ground truth masks (top row) and algorithmic masks (bottom row). Error
bars indicate 1 standard error.
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The DP-Oracle mask is able to attenuate the other signals by a large margin relative
to the target signal’s direct-path component, especially those of the masker. The early
echo energy from the target is attenuated by only 5 dB because it shares many of the
same time-frequency points as the direct-path energy. The late reverberation from the
target is attenuated by 10 dB and the fact that it is not attenuated more indicates the
presence of overlap-masking (Gelfand and Silman, 1979). The three signal components
from the masking source are attenuated significantly, especially when they have larger
initial energies. The direct-path is attenuated most, possibly because it is initially louder
than the other signals.
The Oracle mask classifies the reverberation from the target source as desirable and it
attenuates this reverberation much less than the DP-Oracle mask, although it does not
preserve it as well as it preserves the direct-path. It also attenuates the masking source
less than the DP-Oracle mask does, especially at higher TMRs. The OracleAllRev mask
performs quite differently from the two other oracle masks. It does a much better job
of preserving all five of its target signals, but also does a much worse job of attenuating
the direct-path masker signal. Instead of a consistent fall off with decreasing TMR, its
performance is relatively constant at low TMRs.
In general shape, Sawada et al.’s algorithm performs very similarly to OracleAllRev under
this metric. Sawada et al.’s algorithm attenuates all of the sources slightly more than
OracleAllRev, although it does a better job attenuating target and masker reverberation
and early echoes relative to target direct-path. It consistently rejects the direct-path portion
of the masker signal. MESSL using ΘΩΩ performs similarly for high TMRs, but clearly
begins to break down for TMRs below −10 dB, in agreement with the localization data
shown in figure 6.1. The convergence of the six lines for very low TMRs is perhaps the
clearest indication of such a breakdown over all the metrics that will be discussed in this
chapter. It indicates that MESSL is producing a mask that attenuates the entire mixture by
6 dB, i.e. is not selective at all. For higher TMRs, its performance is still not quite as good
as Sawada’s; in particular , it does a worse job of rejecting reverberation from either source
and in rejecting the direct-path of the masking source than Sawada’s algorithm.
MESSL using the ΘG parameters also fails for very low TMRs, but it does so in a different
manner than when using ΘΩΩ . Instead of attenuating all six components by 6 dB or so, it
actually attenuates all of the signals by up to 20 dB except for the masker direct-path. This
is perhaps a better failure mode than MESSL using ΘΩΩ because the masker direct-path is
attenuated by an additional 8 dB. Examining the problem in closer detail, what appears to
happen is that a failed localization results in both of the non-garbage sources modeling
the masker source. Any energy from the target that is present is absorbed in the garbage
source along with reverberation from the masking source. The source selected with the
closest localization to the target only has a small fraction of the masker energy, causing
its 14 dB attenuation. All of the other signals are absorbed in the garbage source, causing
their attenuation by 20 dB.
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6.5 Objective measures
This section examines the performance of these systems under a number of standard
objective measures of speech quality and intelligibility, in addition to a novel measure
proposed here. We performed these measurements both with and without a pre-emphasis
high pass filter, but no significant differences were noted, so this section only reports
results that do not use pre-emphasis.

6.5.1

BSS EVAL metrics

As described in section 5.4.1.2, tools from the Signal Separation Evaluation Campaign
(Vincent et al., 2009) and the BSS EVAL toolbox (Vincent et al., 2006) can be used to measure
certain energy ratios of interest while properly accounting for scaling and convolution
with short impulse responses. Specifically, there are three ratios of interest, the signal-todistortion ratio (SDR), signal-to-interference ratio (SIR), and signal-to-artifact ratio (SAR).
These three ratios are defined in relation to three time-domain waveforms created by
projecting the estimated signal onto the space of the original signals: the target signal
embedded in the estimate, starget (t), the error due to interference, einterf (t), and the error
due to artifacts, eartif (t).
To describe these signals mathematically, some notation is required. Denote the set of
original, anechoic signals as {si (t)}, the anechoic target signal as s j (t), and the estimated
target signal as ŝ j (t). Define the projection operator P( x, {yi }, τmax ) to be the projection
of signal x onto versions of the signals {yi } shifted by every integral number of samples
up to τmax . Thus for signals T samples long, this projection uses a matrix that is T × T
and rank Iτmax where I is the number of signals {yi }. This projection results in another
length-T signal. The three signals of interest are then defined as
starget (t) = P(ŝ j , s j , τmax )

(6.2)

einterf (t) = P(ŝ j , {si }, τmax ) − P(ŝ j , s j , τmax )

(6.3)

eartif (t) = ŝ j − P(ŝ j , {si }, τmax )

(6.4)

The three ratios of interest are defined as
SDR = 10 log10
SIR = 10 log10
SAR = 10 log10

kstarget k2
keinterf + eartif k2
kstarget k2
keinterf k2
kstarget + einterf k2
.
keartif k2

(6.5)
(6.6)
(6.7)

where k · k2 indicates the squared vector 2-norm, i.e. the sum of squares of all entries. To
give some intuition about these definitions, starget is whatever part of ŝ j can be explained
as a finite impulse response-filtered version of the target source, where the filter has τmax
taps. The interference error is the part of ŝ j that can be explained by filtered versions of the
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Figure 6.6: BSS EVAL evaluation of ground truth and algorithmic masking
systems as a function of target-to-masker ratio. Error bars show 1 standard
error.
other sources using filters of the same length. The artifact error is anything that cannot
be attributed to these projections. In these experiments, τmax is 512 samples, which is
approximately 21 ms at the sampling rate of 25 kHz. Thus, only the early echoes should be
explained by the delayed versions of the sources, and later reverberation from both sources
is counted as artifactual. Any other noise created by nonlinear processing, such as musical
noise or burbling, is also counted as an artifact.
Figure 6.6 shows the results of the separation systems using these metrics. The general TMR
trend is evident in the plots of SDR and SIR except for the DP-Oracle and Oracle ground
truth masks. Overall, the OracleAllRev mask performs quite similarly to the algorithmic
separations, especially Sawada’s. As evidenced from the SAR plot, MESSL’s separations
qualitatively change for TMRs below −10 dB, in agreement with the DERTM analysis in
section 6.4. For TMRs above that point, the SDR performance of MESSL and Sawada are
very close and significantly higher than OracleAllRev. Below that point, however, Sawada’s
algorithm maintains its performance while MESSL begins to fail. From the DP-Oracle and
Oracle masks, it is clear that better performance is possible, although it is not clear that
such performance is attainable without a priori knowledge of the signals, especially at very
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Table 6.1: Comparison of two SNR metrics for extreme masks.
Mask

SNRME

SNRLi

All 0s
All 1s
Oracle
1 − Oracle

−∞
mix SNR
∞
−∞

0
mix SNR
∞
< mix SNR

low TMRs.
Under the SIR metric, as seen in figure 6.6(b), Sawada’s algorithm performs significantly
better than MESSL for TMRs below 5 dB. The difference between SIR and SDR is that
reverberation is not penalized by SIR, implying that Sawada’s system might reject more
of the interference direct-path signal than MESSL while passing more reverberation, a
hypothesis that is corroborated by the DERTM analysis. The DP-Oracle and Oracle results
show that the gradual decline of SDR but not SIR as TMR decreases could be a result of
extra reverberation from the masking source creeping through the masks.

6.5.2

Signal-to-noise ratio metrics

We also compare these systems using two other signal-to-noise ratio metric. The first,
which we refer to as SNRME , was introduced by Mandel et al. (2007) and subsequently
used in (Mandel and Ellis, 2007). The second, which we refer to as SNRLi , has been in
wide use and is described by (Li and Wang, 2009). Both of these metrics penalize discarded
desirable signal and passed undesirable signal. Unlike other metrics (e.g. Hu and Wang,
2003; Yilmaz and Rickard, 2004), both of these metrics provide a single figure of merit.
Typically we measure the signal-to-noise ratio improvement (SNRI), which is the difference
between the SNR calculated for the specified mask and the SNR calculated for a mask of
all 1s.
The SNRLi metric is calculated by measuring the ratio of the energy in the original target
signal to the energy in the difference between the original target and the estimated target
signal. In the notation of equation (6.2), it is defined as
SNRLi = 10 log10

ks j (t)k2
.
ks j (t) − ŝ j (t)k2

(6.8)

Because the energy in the original signal does not change, this metric has the convenient
property of being relatively simple to optimize, notwithstanding issues of frame overlap (Li
and Wang, 2009). It has some relatively strange properties in extreme conditions, however,
which are shown in table 6.1 and will be discussed shortly.
SNRME is only applicable to mask-based source separation, and does not require a transformation back into the time domain from a spectrogram representation. It is similar to
SNRLi , but with a different numerator. Switching to a spectrogram-based notation, denote
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the mask M (ω, t), the desirable signal S(ω, t), and the sum of the undesirable signals
N (ω, t). Omitting (ω, t) for readability, SNRME is defined as
SNRME = 10 log10

k MSk2
k(1 − M)S + MN k2

(6.9)

where k · k2 indicates the Frobenius norm of a spectrogram matrix, i.e. the sum of squares
of all entries. The “signal” in this signal-to-noise ratio is the amount of target energy that
survives the mask. The “noise” is a combination of energy rejected from the target source
and energy accepted from the masker.
In this notation, equation (6.8) becomes
SNRLi = 10 log10

k S k2
k S k2
=
10
log
10
kS − M(S + N )k2
k(1 − M)S − MN k2

(6.10)

which is quite similar. Because the desirable and undesirable signals are generally uncorrelated (except when reverberation from a source in one is assigned to the other), there is little
difference between the addition and subtraction in the denominators of equations (6.10)
and (6.9). The “signal” in SNRLi is the amount of energy in the original target signal. This
number more or less serves as a constant baseline against which to compare the “noise”,
which is the difference between the reconstruction and the original target.
The main difference between these equations is in the numerators and certain examples
highlight these differences, as shown in table 6.1. This table shows that SNRLi tends to
estimate higher values than SNRME . In the case of a “separation” that passes no signal
at all, the denominator in SNRLi is the entire original desirable signal, giving a ratio of
0 dB. SNRME , on the other hand, assigns this “separation” an SNR of −∞. Similarly,
when an oracle mask is designed to eliminate all of the target energy, SNRME will assign
a very large, negative SNR, while SNRLi will assign it some SNR less than the mixture
SNR. It could be 0 dB or it could be less, but it depends on the a priori ratio between
the desirable and undesirable signals. Although it is easier to optimize, we believe that
these characteristics make SNRLi less appealing to use than our proposed SNRME metric
for evaluation purposes. These theoretical results are corroborated by figures 6.7 and 6.8,
which will now be discussed.
The results of the SNRME evaluation can be seen in figure 6.7. As in figure 6.6(a), the
Oracle and DP-Oracle masks perform much better than the algorithmic masks at low
TMRs, while the OracleAllRev performs very similarly to the algorithmic masks. Because
the basic SNRME contour shown in figure 6.7(a) is so closely related to the initial TMR,
figure 6.7(b) shows the improvement each algorithm provides relative to that baseline. It
can be seen again that for TMRs above −10 dB MESSL-G performs slightly better than
the other algorithms, but below that TMR, Sawada’s algorithm performs better. Note that
both of these algorithms outperform OracleAllRev by approximately 1 dB in the regimes
in which they perform best.
The results of the SNRLi evaluation can be seen in figure 6.8. These results are similar to
those of figure 6.7 but with a number of significant differences that are more apparent in
the improvement results, shown in subplot (b) of each figure. The performance of the three
ground truth masks under both of these metrics is actually quite similar. The performance
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Figure 6.8: SNRLi evaluation of ground truth and algorithmic masking
systems as a function of target-to-masker ratio. Error bars show 1 standard
error.
of the algorithmic separations under these metrics is quite different, however. Most notably,
MESSL-G, which other metrics have shown failed for TMRs below −15 dB, still appears to
have improved the SNRLi by as much as 7 dB more than MESSL-WW, which did not fail as
catastrophically as measured by other metrics. SNRLi does show MESSL-WW’s divergence
from Sawada and OracleAllRev for low TMR, but it also shows Sawada’s algorithm as
maintaining a large advantage over OracleAllRev that is not present using other metrics.

6.5.3

PESQ

The final objective measure with which we evaluate these separations is the perceptual
evaluation of speech quality (PESQ). This metric was originally designed to predict the
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systems as a function of target-to-masker ratio. Error bars show 1 standard
error.
quality of speech for telephony applications, not its intelligibility. In tests of its efficacy, it
has been found to accurately predict not only the quality of speech isolated from mixtures
by separation algorithms (Hu and Loizou, 2008), but also ASR performance on speech
isolated from mixtures (Di Persia et al., 2008).
PESQ compares a processed signal to its original. In the case of reverberant source
separation, we compare the original, unmixed, anechoic signal to the signal estimated from
the mixture by the source separation algorithms under evaluation. The crux of PESQ’s
computation is a calculation of the difference between the original signal and the processed
signal after both have been transformed into a psychoacoustically-motivated representation
(Loizou, 2007, Sec. 10.5.3.3). It uses a time-frequency representation with frequencies
spaced according to the Bark scale and amplitudes measured in the sone scale. Differences
between the signals are combined across time and frequency and positive and negative
differences are treated differently, each being weighted by factors learned from a linear
regression again human quality judgments.
The PESQ results on this experiment are shown in figure 6.9. The absolute PESQ score is
shown in subplot (a) while subplot (b) shows the difference between this score and the
PESQ score of the target source in the original mixture. Note that all of the algorithms’
lines in subplot (b) are non-monotonic, with a secondary peak around −20 dB. This could
be due to PESQ’s behavior for noisy signals, because it was designed for speech. As the
TMR is lowered in the mixture, the original target’s amplitude is decreased and more of it
is lost below the noise floor, leading to a noisier target signal and a less accurate estimate
of quality.
As with the other metrics, the Oracle and DP-Oracle masks perform qualitatively differently
from the other masks. With PESQ, however, they also perform qualitatively differently
from each other. Most notably, the Oracle mask’s PESQ improvement peaks at a TMR
of around −10 dB and declines for TMRs higher or lower, while the DP-Oracle mask’s
PESQ improvement maintains the same level for higher TMRs. This is most likely due to
distortions introduced by reverberation. Thus, the main cause of decreased PESQ scores
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for low TMRs is the masking source, while for high TMRs it is reverberation from the
target source itself.
Of the algorithmic separations, MESSL-G has the highest PESQ scores across all TMRs.
Because of MESSL-G’s failure at low TMR, as shown by the other metrics, PESQ is probably
not working properly for evaluating mixtures with low TMR. For TMRs above −15 dB,
however, where it appears to be working, all of the algorithmic masks outperform the
OracleAllRev mask. As can be seen for TMRs above 10 dB, this is most likely due to
ancillary dereveberation that the algorithms perform. This is also corroborated by the fact
that at those TMRs the algorithms also outperform the Oracle mask, which includes all of
the target source’s reverberation. Note, however, that in section 6.3, reverberation from the
target source has a much smaller effect on ASR performance than PESQ estimates here.

6.6 Summary
This chapter compared speech separation performance of a number of algorithmic and
ground truth masks and examined a number of metrics for evaluating the performance
of such masks. Automatic speech recognition results should be the best predictor of
intelligibility. We did not find, however, that any of the masks under evaluation predicted
important aspects of human intelligibility results particularly well. Specifically, while
the numerical ASR results for ground truth separations followed human intelligibility in
anechoic conditions, they were much better than human performance in reverberation.
Algorithmic separations, on the other hand, were also similar to human performance in
anechoic conditions, but much worse than human performance in reverberation. These
results suggest that separation algorithms cannot reject reverberant energy as well as
humans can.
The use of ground truth masks that treat reverberation differently from direct-path signals
supports the idea that poor performance of algorithmic separations comes from a failure
to discount reverberant energy. This conclusion is corroborated by the DERTM analysis
, which examines the effect of masks on various component signals from the mixture.
Both of these analyses imply that while the algorithmic masks successfully suppress the
direct-path signal coming from a masking source, they do not sufficiently suppress its
reverberation.
In examining other metrics that are commonly used in the literature, we found that the
SDR metric from the BSS EVAL toolbox agrees well with the ASR results, as does our
proposed SNRME metric. Both of these metrics correctly indicate that MESSL’s separation
fails for TMRs below −15 dB, while the algorithm of Sawada et al. does not. Both metrics
are better predictors of ASR performance than the SIR and SAR metrics from the BSS EVAL
toolbox and the SNRLi metric, which do not indicate the failure of MESSL for very low
TMRs.
The failure of MESSL for very low TMRs is most likely due to the failure of the localization
algorithm used to initialize it. The fact that Sawada’s algorithm does not depend on
such an initialization makes it more robust at these very low TMRs. Although it was not
investigated in this chapter, it should be possible to use a hybrid model that initializes
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MESSL from the mask generated by Sawada’s algorithm when it detects that its localization
has failed, which could yield performance equal to or better than the original Sawada and
MESSL algorithms.
Overall, better models of reverberation or other diffuse noise cancellation mechanisms
seem necessary to improve ASR performance significantly in reverberant mixtures. We
believe that such models would also improve the intelligibility of separations, although
this result is not directly addressed by the experiments of this paper.

131

Chapter 7

Conclusion
This work has introduced MESSL, a novel, probabilistic system for separating the speech
of multiple simultaneous speakers from a stereo mixture. It is built upon a flexible, topdown multi-source localization system that generalizes a number of systems described
in the literature. The separation system alternates between computing a probabilistic
time-frequency mask for each source based on its model and re-estimating the parameters
for each source from observations weighted by these masks.
Of the four goals of the work, it is able to locate the sound sources in space from a realistic
binaural recording. It is able to separate the sources enough to determine what is said, in
certain conditions. And it collections information about the early echoes and regions of
the spectrogram dominated by reveberation that could be used to characterize the room in
which the recordings were made.
The localization performance of the systems introduced here is comparable to that of
humans in both anechoic and reverberant conditions. MESSL’s separation performance
in anechoic mixtures is comparable to humans’ as well, but in reverberation it only
makes up 20–25% of the difference between automatic speech recognition performance
on raw mixtures and human performance. While MESSL successfully rejects enough
of the direct-path portion of the masking source in reverberant mixtures to improve
energy-based signal-to-noise ratio results, it has difficulty rejecting enough reverberation
to improve automatic speech recognition results significantly. This problem is shared by
other comparable separation systems.
An extensive set of experiments compared the performance of MESSL to a number of
other state-of-the-art source separation algorithms. In the first set of experiments, these
systems were evaluated on mixtures of two and three equally loud sources in anechoic
and reverberant mixtures as the position of the masking sources was varied. MESSL was
shown to more accurately localize all of the sources, and more effectively separate the
target source than the other algorithms under evaluation. These experiments were also
used to compare different versions of MESSL and it was shown that even two and a half
seconds of audio provides enough data to fit its most complex parameterization. They
also show that taking explicit measures to counteract the effects of reverberation improves
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performance. Such countermeasures include treating the reverberation as an additional
source and pushing interaural level difference parameters towards their values in anechoic
environments.
A second set of experiments kept two sources fixed at 90◦ apart and varied their relative
energies. It used automatic speech recognition to measure the amount of speech information that can be extracted from a mixture by these separation algorithms and compared
this quantity to results measuring the intelligibility of the mixtures to humans. It showed
that in anechoic mixtures, these algorithms successfully match the performance of humans,
but in reverberation, they are still quite far.
These experiments also provide an opportunity to compare a number of objective measures
of speech separation and show that they have very different characteristics, especially
when the masking speech is much more energetic than the target speech. Notably, at low
target-to-masker ratios, PESQ is unreliable and a commonly used signal-to-noise ratio
metric finds improved performance in useless separations. Our two proposed metrics, a
modified signal-to-noise ratio improvement and measurements of the direct-path, early
echoes, and reverberation of the target and masker (DERTM), reveal the shortcomings in
these separations and provide insight into the poor automatic speech recognition results,
which are caused by a failure of the algorithms to reject reverberation from the masking
speaker.

7.1 Future work
There are a number of directions that could be explored in the future based on this
work. From the results of the ASR experiments and DERTM analyses, it seems that a
dereverberation technique could be very useful in improving ASR performance on these
separations. Specifically, it should be possible to construct a similar and compatible
probabilistic model that can distinguish diffuse energy from direct-path. This could be as
simple as taking account of coherence explicitly in MESSL, although results from (Mandel
and Ellis, 2009) imply that even a ground truth measure of reliability is not sufficient for
such a task.
Another possibility for overcoming this limitation could be the combination of mask-based
separations with direction-based processing. Even though MESSL estimates the interaural
delay of each source, this information is not taken into account when reconstructing sources
from a mixture. Something as simple as selecting, at each time-frequency point, the ear
with the higher estimated signal-to-noise ratio might improve performance. This could also
incorporate cancellation-type processing of Sawada et al. (2007) or Buchner et al. (2005),
although it is not clear whether such processing can remove diffuse sources.
MESSL could also be extended in various ways to make it more robust or useful in other
circumstances. Other changes to the MESSL algorithm itself might improve performance
as well. MESSL estimates maximum likelihood parameters for its mixture model. It could
instead perform a Bayesian integration over these parameters, including the number of
sources. While a closed-form integral is unlikely to be found, samples can be drawn from
the resulting posterior distribution using Markov chain Monte Carlo methods. Because
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MESSL is very similar to a Gaussian mixture model, it should be easy to adapt a model
like the infinite Gaussian mixture model (Rasmussen, 2000) to draw samples from MESSL’s
posterior.
Another possible addition to MESSL would be in its modeling of early echoes. Currently,
there is little structure enforced in them aside from a single dominant interaural time
difference. If, however, a large number of impulse responses were generated and the
early echoes studied, a prior could be built over them that could add structure to their
modeling. Because interaural parameters are much easier to estimate than full binaural
impulse responses, it would be interesting to see how much information about the early
echoes can be recovered from the interaural parameters. Such a model of early echoes
might also be able to infer information about the geometry of a space from its early echo
pattern.
MESSL separates sources from a single batch of audio. In order for a realistic system to
be fielded, it must be able to function in an online and real-time setting, meaning that the
system will need to respond to data as they come in. If the dynamics of the sources were
explicitly modeled, then Sequential Monte Carlo methods could perform such tracking.
Births and deaths of sources would also need to be modeled, and would estimate the
number of sources.
One application of MESSL that has not been explored, but could prove fruitful is its use
on musical signals. The main difficulty in adapting MESSL for musical signals is the
wide variety of techniques used for mixing and adding reverberation to stereo recordings,
most of which do not provide complete interaural cues. For example, simple panning of
sources is sufficient to provide human listeners with the impression of a spatial sound
field, but does not impart any interaural time differences to the signals. Thus our current
initialization, based on cross-correlation, would need to be augmented. Initialization could
come from monaural source separators or from estimates of reliable ILD values for each
source. With this adaptation, MESSL should be flexible enough to handle such mixtures.
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